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ABSTRACT

Keywords: Acoustic-phonetic analysis; excitation-based analysis; excitation source

features; group-delay function; zero-time liftering; zero-frequency filtering; voiced/

nonvoiced detection; analysis of voice bar; analysis of trill; analysis of nasal mur-

mur; analysis of frication; manner of articulation detection; NGD spectrum; HNGD

spectrum; filter-bank analysis.

Information in speech signal is traditionally represented as a sequence of feature

vectors, each vector derived from a segment of about 20-30 ms for a shift of every 5-10

ms. Typically the feature vector represents the short-time spectral envelope informa-

tion, which corresponds to the shape of the vocal tract system. In most cases the feature

vector consists of either mel frequency cepstral coefficients (MFCCs) or weighted lin-

ear prediction cepstral coefficients (wLPCCs) or some variants of these parameters.

Many speech systems such as speech and speaker recognition systems are developed

using these representations of speech as a sequence of feature vectors belonging to a

common feature space. However, the knowledge of the speech production mechanism,

especially the excitation source information, is not adequately utilized or captured in

these representations.

It is well known that speech is produced and perceived as a sequence of acoustic

events. The information of the events is also derived from the representation in the

form of a sequence of feature vectors in a common feature space. But many of the

features that make up an acoustic event depend on the distinct production character-

istics for each event. These characteristics may require emphasis on different aspects

of production such as nature of excitation source and coupling/decoupling of different

parts of the vocal tract system. Representation of these events may need different sets

of features and hence may not be possible to represent them in a common feature space.

In other words, speech signal may have significant amount of information which may

not be possible to represent only by the information in the spectral envelope and gross

excitation information such as voiced/nonvoiced. Performance of speech systems may
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be limited due to lack of the additional information in the speech signal in the feature

vector representation.

The objective of this study is to identify some significant acoustic events and the

features needed to represent them. To extract those features, new signal processing

tools are needed, besides spectral analysis tools. In particular, the information in the

source of excitation of the vocal tract system is important in describing many useful

events. Some of the events may need adequate temporal or spectral resolution, which

may not be possible to realize using the standard discrete Fourier transform (DFT) based

spectrum analysis. It is also interesting to note that sometimes the spectral features need

to be determined only around the instants of significant excitation, rather than over an

arbitrarily chosen interval around an arbitrarily chosen instant.

In this study a few steady acoustic events are chosen to examine the need for dif-

ferent ways of representing the information in different events. Events occurring in

short bursts such as stops are not considered. Signal processing methods such as zero-

frequency filtering, zero-time liftering and group delay processing are proposed to ex-

tract information that is not possible to extract by the conventional short-time spectral

analysis tools. The acoustic events considered for detailed analysis are: voiced/nonvoiced,

voice bars, trills, nasals and fricatives. To describe these events adequately, both the ex-

citation source and vocal tract system features are needed. Application of these features

for spotting acoustic events in continuous speech is demonstrated.

Significance of the additional information derived by the analysis of acoustic events

is demonstrated in the context of development of a phone recognizer. The information

derived from the excitation-based analysis of acoustic events is considered for refine-

ment of the baseline phone recognizer at various levels, namely, feature, constraint and

decision levels. It is shown that appending this additional event knowledge to the ex-

isting feature vector can improve the performance of the phone recognizer. This is

illustrated by first appending the feature vector with known labels of the events. The

events information extracted by the proposed signal processing methods is then used

to study the improvement in performance. The limited acoustic-phonetic segmentation

achieved in this thesis by detecting acoustic events in speech is shown to improve the

performance of the baseline system in detecting the manner of articulation of a phone.
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GLOSSARY

Acoustic-phonetics Branch of phonetics that deals with studying sounds based

on the acoustic signal.

Approximant A sound produced with a narrow constriction, but not suffi-

cient enough to induce a turbulent air flow.

Clean speech A speech signal recorded in a reasonably quite environment

without any perceivable background noise when played

back.

Flap A consonant produced by making the active articulator

strike the passive articulator in passing.

Formant A peak in the spectrum of a speech sound such as a vowel.

Fricative A sound produced with a narrow supraglottal constriction

resulting in a turbulent flow of air at the constriction.

Glottal formant Glottal formant is a frequency-domain aspect of the voicing

source. The band of increased spectral energy in the region

of fundamental frequency is referred to as glottal formant.

Glottis The space between the vocal folds.

Larynx A structure made of cartilage and connective tissue at the

lower end of the vocal tract and above the windpipe, con-

taining the vocal folds.

Lateral Of an approximant or fricative, produced with a complete

closure on the midline of the vocal tract, but with one or

both sides of the tongue lowered and not contacting the side

teeth or gums, so that the air escapes over the sides of the

tongue.

xix



Lung effort Lung effort is a perceptual entity which refers to the con-

trol a speaker can exert on the diaphragm to expel air out

of the lungs during the production of speech. It is a subjec-

tive parameter analogous to the vocal effort, which refers to

controlling the tension in the vocal folds.

Manner of articulation The way in which the articulators interfere with and direct

the airstream for the purposes of producing speech sounds.

Manner of articulation is a complex of features such as de-

gree of stricture, speed of articulator movement, soft palate

position and the like.

Modal voice A phonation type in which the vocal folds snap shut rapidly

and peel apart relatively slowly. Most speech is produced

with modal voice.

Nasal A consonant sound produced with a complete closure in the

mouth but without velic closure so that the airstream es-

capes only through the nasal cavity.

Nasal cavity The large cavity above the roof of the mouth, connected

to the upper part of the pharynx at the rear and having the

nostrils at the front.

Nasalized vowel A vowel sound produced without velic closure so that air

escapes simultaneously through the oral cavity and the nasal

cavity.

Obstruent A sound produced with either a complete closure or narrow

constriction causing a burst or frication.

Oral A sound produced with velic closure to prevent nasal escape

of air, so that the airstream escapes through the oral cavity

alone.

Oral cavity The mouth. The cavity bounded by the lips at the front and

joined to the pharynx at the rear.
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Palatal The name of a place of articulation. The active articulator

is the front of the tongue. The passive articulator is the hard

palate.

Passive articulator The stationary articulator involved in forming a constriction

in the vocal tract. For instance, the hard palate is the passive

articulator for both palatal and retroflex sounds.

Pharynx The part of the vocal tract immediately above the larynx.

Phonation The generation of voice in the larynx, by vibration of the

vocal folds.

Phoneme A set of speech sounds that form a basic contrastive unit in

a language.

Phonetic symbol A symbol representing a speech sound.

Place of articulation The point within the vocal tract where a constriction is

formed to produce a consonant sound. The place of ar-

ticulation is defined by the active and passive articulators

involved.

Plosive A consonant sound produced with a complete closure be-

tween two articulators and with velic closure preventing air

escaping via the nasal cavity. The articulators part rapidly

allowing rapid release of the compressed air without any

accompanying friction noise.

Sonorant A sound produced with no turbulence due to a narrow con-

striction.

Sonority hierarchy Arrangement of categories of sounds based sonority scale

which is derived based on perceived loudness.

Stop A consonant sound that involves a complete closure in the

oral cavity. Plosives, affricates and nasals are all stops.

xxi



Tap A consonant sound produced by making the active articula-

tor strike the passive articulator for a very brief duration.

Trill A sound produced by the vibration of a supraglottal articu-

lator.

Velar The name of a place of articulation. The active articulator

is the back of the tongue. The passive articulator is the soft

palate.

Vocal folds Two folds of tissue with embedded muscle and ligaments

found inside the larynx. They are attached at the back to

the arytenoid cartilages and at the front to the inner surface

of the thyroid cartilage. Their vibration is the source of the

periodic energy for human speech sounds.

Vocal effort Vocal effort is a subjective physiological quantity, and is

mainly dependent on subglottal pressure, vocal fold tension

and jaw opening.

Vocal tract The oral cavity, nasal cavity, pharynx and larynx.

Voiced Produced with accompanying vocal fold vibration or, for

plosives, produced with a short or zero voice onset time.

Voiceless Produced without accompanying vocal fold vibration or, for

plosives, produced with a relatively long voice onset time.

xxii



ABBREVIATIONS

AANN - Autoassociative neural network

AM - Amplitude modulation

ANN - Artificial neural network

AP - Acoustic-phonetics

ASR - Automatic speech recognizer

BER - Band energy ratio

CV - Consonant-vowel

DD-NEWS - Doordarshan news

dEGG - Differenced electroglottograph

DFT - Discrete Fourier transform

DGD - Double-differenced group delay
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DRF - Dominant resonance frequency

DRS - Dominant resonance strength

EGG - Electroglottograph

FBCC - Filter-bank cepstral coefficients
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HMM - Hidden Markov model
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LHR - Low-to-high order residual energy ratio

LP - Linear prediction

xxiii



LPC - Linear prediction coefficient

LPCC - Linear prediction cepstral coefficient

LP - Linear prediction

LVCSR - Large vocabulary continuous speech recognizer

MFCC - Mel frequency cepstral coefficient
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NNA - Neural network approach
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SAD - Speech activity detection
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CHAPTER 1

Introduction

Speech is produced and perceived by human beings as a sequence of events [1, 2, 3].

The events during production are articulatory in nature due to the physical movements

of various articulators of the speech production apparatus. The signatures of these ar-

ticulatory events are reflected in the speech signal and are perceived as acoustic events

by a listener. Hence acoustic-phonetic (AP) segmentation of speech by detecting these

acoustic events in the speech signal seems to be the most natural way of analyzing the

phonetic content in the speech signal. Deriving the acoustic-phonetic information em-

bedded in the speech signal is therefore an important task in speech signal processing.

The main focus of this thesis is to develop signal processing methods for analysis and

detection of different acoustic-phonetic events in the speech signal.

The phonetic information in the speech signal is traditionally represented as a se-

quence of feature vectors derived by processing a block of signal at a time. Mel fre-

quency cepstral coefficients (MFCCs) are the widely used feature representation com-

puted over blocks of size 10-30 ms with a shift of 5-10 ms. The MFCCs represent the

envelope of the short-time Fourier magnitude spectrum, which primarily characterizes

the vocal tract system information. Computation of these spectral or cepstral features

by means of block processing gives the average spectral information over the chosen

block size. But, analysis of certain dynamic sounds such as trills or transition regions

in continuous speech, may require higher spectral resolution in the temporal domain.

Also, the spectral or cepstral features do not adequately capture the excitation source

information. Hence there is a need to explore alternate signal processing techniques to

extract and represent the vocal tract system as well as the excitation source information.



1.1 Motivation for the thesis work

Popular approaches to segmentation and labeling of speech into phonemic or phonetic

units are statistical in nature, and use primarily spectral features derived from the dis-

crete Fourier transform (DFT) of segments of the speech signal. A statistical approach

requires training data for the predefined classes, and it tries to learn the similarity within

classes and/or dissimilarities across classes using a common feature set, rather than

looking for features specific for the class. Knowledge of the speech production mecha-

nism is not adequately used in the analysis of speech, and in the development of speech

systems. For example, in speech/nonspeech segmentation the knowledge of the excita-

tion source is not used except for the quasi-periodicity. Similarly in speaker segmenta-

tion and speech signal-to-symbol transformation mainly the vocal tract system features

are used, ignoring mostly the excitation source features. In acoustic-phonetic segmen-

tation of speech, detection of different acoustic events warrant exploring features which

are specific to that event, such as nasality or degree of nasality, frication, strength of

voicing or excitation, degree of constriction or the amount of loading on the source, and

rounding of lips. Analysing these events invariably requires one to explore the acoustic

correlates which have a direct one-to-one relation with the production mechanism. Such

an analysis is not possible with the popularly used cepstral features which represent the

acoustic-phonetic knowledge in an implicit manner. The difficulty in attributing mean-

ing to each of these features is one of the primary motivations for exploring alternate

analysis techniques to extract acoustic features that can represent our understanding of

the production mechanism. Such phonetically meaningful features may lead to alternate

approaches to building speech systems.

1.2 Objective and scope of the thesis

The primary objective of this thesis is to demonstrate the significance of the excitation

source in the analysis and representation of phonetic information in the speech signal

by identifying some steady acoustic events for analysis. The acoustic events chosen for

analysis are (a) voicing, the primary source of voiced excitation, (b) voice bar, with a
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weak voicing due to complete oral closure, (c) trill, with a highly dynamic source and

system characteristics, (d) nasal, with a coupling between the oral and nasal tract, and

(e) frication, the primary mode of voiceless excitation. It can be seen that the analysis of

the above events require studying the excitation source as well as the vocal tract system

characteristics. Popular representations of the speech information, such as the cepstral

coefficients, capture mainly the vocal tract system characteristics, and the excitation

source information is not adequately represented. These features are typically com-

puted over block lengths of 20-30 ms and the temporal resolution may not be adequate

for the analysis of dynamic sounds and transient regions in speech. Also, analysis of

different acoustic events may require different set of features. Hence there is a need for

exploring signal processing methods for the analysis and detection of acoustic events in

speech, by taking into consideration the characteristics of the production mechanism,

especially that of the excitation source. Information from the excitation source, pri-

marily the presence of impulse-like excitations is used to extract the vocal tract system

information from short segments of speech. Signal processing methods for computing

the spectral characteristics of the vocal tract system with a high degree of temporal res-

olution are explored. Acoustic correlates corresponding to the excitation source as well

as the vocal tract system are explored for the analysis of the above events based on their

individual production characteristics. The usefulness of the signal processing methods

and features proposed is studied in the context of a phone recognizer. Refinements to

a baseline phone recognizer using the signal processing methods and features proposed

in this thesis are studied at different levels, namely, feature-level, constraint-level and

decision-level.

1.3 Organization of the Thesis

The evolution of ideas in this research work is given in Table 1.1. The thesis is orga-

nized as follows:

Chapter 2 gives an overview of various tasks and issues associated with acoustic-phonetic

analysis of speech. A review of some of the analysis techniques used for extracting or

representing speech information is given. A review of the features and methods use-
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Table 1.1: Evolution of ideas presented in this research work.

• Speech is produced and perceived by humans as a sequence of events.
Identifying these acoustic events using features motivated by their pro-
duction knowledge is the most natural way of analysing speech signals.

• Popular methods of analysis of speech use a common feature set in a
statistical frame work. Also, the excitation source features and the pro-
duction knowledge of the sounds or events are not adequately utilized.

• Hence, there is a need for signal processing methods for analysis of
acoustic events which utilize the production knowledge, especially
from the excitation source.

• Presence of strong impulse-like excitations during the production of
voiced speech is an important characteristics of the excitation source
signal.

• Signal processing methods based on temporal filter-banks which uti-
lize this excitation information for extracting the spectral features are
proposed.

• Analysis of certain dynamic sounds such as trills and transient regions
in continuous speech may need higher resolution of spectral features in
the time domain.

• A new signal processing method called zero-time liftering of speech
signals is proposed to extract vocal tract system features at a high tem-
poral resolution.

• Significance of the excitation-based analysis of acoustic events in
speech is studied by selecting a few acoustic events as case studies.
The acoustic events chosen for analysis are voicing (primary source
of voiced excitation), voice bar (weakly voiced), trill (highly dynamic),
nasal murmur (coupling between oral and nasal tract) and frication (pri-
mary voiceless excitation).

• Excitation source features derived by zero-frequency filtering of speech,
as well as vocal tract system features derived by zero-time liftering are
used in the analysis and detection of acoustic events in speech.

• Usefulness of the signal processing methods proposed, acoustic
features extracted, and the limited acoustic-phonetic segmentation
achieved in this thesis, is studied in the context of refining the perfor-
mance of a baseline phone recognizer.
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ful for acoustic-phonetic segmentation of speech is given. Chapter 3 addresses sig-

nal processing issues involved in the short-time (block) processing of speech signal.

Temporal filter-banks are proposed to reduce the effect of truncation, and thereby pro-

viding alternate way of processing and representing the spectral information. A new

method of analysis, called ‘zero-time liftering’, of speech is proposed to provide for

better temporal resolution of the time-varying spectral characteristics representing the

vocal tract system. Acoustic-phonetic characteristics of some broad phonetic classes

based on the manners of articulation are studied in Chapters 4 to 8. The manners of ar-

ticulation under consideration are voicing, voice bars, trills, nasal murmur and frication.

Acoustic correlates specific to each of the phonetic categories are studied for analysis

and spotting in continuous speech. Chapter 4 deals with segmentation of speech into

voiced/nonvoiced regions based primarily on the excitation source features. Chapter 5

discusses features for spotting voice bars in continuous speech. The characteristics of

trills are studied in Chapter 6, as these are a special category of sounds with a highly

dynamic vocal tract system due to trilling or vibration of the apex of the tongue dur-

ing production. The characteristics of nasal murmur which has a coupling between the

nasal tract and the oral tract is studied in Chapter 7. Chapter 8 deals with segmenta-

tion of unvoiced regions of speech. The task involves identifying regions of frication in

continuous speech during the production of fricatives and the turbulence caused by the

release of closure during production of stop consonants. In Chapter 9, the usefulness

of the signal processing methods and features proposed in this thesis are studied in the

context of a phone recognizer. Refinements to a baseline phone recognizer at different

levels, namely, feature-level, constraint-level and decision-level are studied. Summary

and conclusions of the thesis work along with some issues that need further study are

given in Chapter 10.
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CHAPTER 2

Acoustic-phonetic analysis of speech - A review

Acoustic-phonetics is a branch of phonetics which deals with studying the acoustic char-

acteristics of sounds in a language [1]. It is closely associated with another branch of

phonetics, namely, articulatory-phonetics, which deals with studying the sounds in a

language in terms of their production characteristics. The production of speech or its

constituent sounds is by a series of articulatory movements which are manifested in the

form of acoustic pressure variations recorded as the speech signal. The movement of ar-

ticulators can be described as a sequence of events which have a direct correspondence

to a sequence of acoustic events in the speech signal. The primary objective of acoustic-

phonetic (AP) analysis of speech is to identify these acoustic events from the speech sig-

nal. Some acoustic events may be apparent directly from the speech waveform, while

some events may need other representations based on spectral or spectrographic anal-

ysis for better identification. Some other acoustic events may need additional features

not captured in the representations based on speech waveform and the spectrographic

analysis.

A brief overview of terminology associated with phonetics or acoustic-phonetics

is given in Section 2.1. An overview of segmentation tasks involved in the acoustic-

phonetic analysis of speech is given in Section 2.2. Section 2.3 discusses popular ap-

proaches used for segmentation of speech. Signal processing techniques used in the

analysis of speech signals for AP segmentation of speech are discussed in Section 2.4.

A review of the acoustic features used in the AP segmentation of speech are given in

Section 2.5. Section 2.6 discusses the issues involved in the signal processing tech-

niques and features used for acoustic-phonetic analysis of speech, highlighting the need

for new signal processing methods. The tasks and issues addressed in this thesis are

also discussed in this section. Section 2.7 gives a summary of the review chapter.



2.1 Basics of acoustic-phonetics

Phonetics is an area of science which deals with the study of sounds in a language pro-

duced by the human speech production apparatus, and is broadly classified into three

branches, namely, articulatory-phonetics, acoustic-phonetics, and perceptual-phonetics.

Articulatory-phonetics describes the speech signal as a sequence of articulatory events

based on the positions and/or movements of the articulators during the production of

speech. The articulators involved in the production of speech can be categorized as

either active or passive. The lips, tongue, lower jaw, velum, vocal folds, epiglottis, and

larynx are the active articulators. The passive articulators are the upper jaw (including

the teeth, alveolus and the hard palate), pharynx and the nasal tract. The lungs, trachea

and diaphragm are not strictly considered as articulators even though they are involved

in the production of speech. The overall physical apparatus involved in the production

of speech from larynx to the lips or nostrils is referred to as vocal tract. The vocal tract

in turn can be divided into three distinct parts or tracts, the oral tract from the velum to

the lips, the nasal tract from the velum to the nostrils, and the pharyngeal tract from the

glottis to the velum. The movement of the active articulators results in different vocal

tract configurations for the production of different sounds. Some important articulatory

events during the production of speech are the glottal or vocal fold vibrations (voiced

sounds), rounding of the lips (rounded vowels), flapping or trilling of the apex of the

tongue (flaps or trills), lowering of the velum to allow airflow through the nasal tract

(nasals), complete obstruction to airflow in the oral cavity by raising the tongue and its

subsequent release (stop sounds), partial obstruction or constriction created at various

points in the oral tract using tongue or lips (fricatives). Acoustic-phonetics deals with

identifying these articulatory events in the acoustic signal in order to describe speech as

a sequence of acoustic events.

2.1.1 Phonetic description of sounds

A complete description of a sound in phonetics may be given in terms of the following

attributes: source, direction, phonation, manner, place and articulator. Source refers

to the source of excitation or airflow, which can be either pulmonic (lungs), glottalic
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(glottis to velum), or velic (velum to lips). Majority of sounds used in verbal commu-

nication are pulmonic in nature, with a small number of glottalic (e.g., ejective sounds

in Amharic), and very few velic sounds. Direction refers to the direction of airflow

which can be either egressive (outward from within the production apparatus) or in-

gressive (inward into the production apparatus). Most sounds are egressive in nature,

while some ingressive sounds may be found in some Nordic languages such as Ice-

landic and Faroese (in Denmark). Phonation refers to the type of excitation which is

broadly defined as either voiced (vibration of the vocal folds, also referred to as modal

voice) or voiceless. Intermediate phonation types such as breathy, slack, stiff, creaky,

and glottalized may also be used to described some sounds or voices of some speakers.

Manner refers to the way the articulators are positioned to produce strictures (obstruc-

tions or constrictions). Place refers to the point within the vocal tract where strictures

are formed, and articulator specifies which of the active articulators is involved in the

place and manner of articulation. A majority of sounds in most languages are pulmonic,

egressive, either of voiced or voiceless phonation, and the articulator is mostly part of

the place and manner descriptors. In a sense, phonation may also be considered as

a type of manner since different phonation types are a result of the type of stricture

formed at the glottis. Hence the most important attributes of a phone are its manner and

place of articulation, along with the type of phonation.

For example, the phoneme /k/ in Hindi or English is described as a voiceless unaspi-

rated velar stop (or plosive). The qualifiers ‘voiceless’, ‘unaspirated’, and ‘stop/plosive’

refer to the nature of excitation (manner), and ‘velar’ refers to the place of articula-

tion. The source (pulmonic), direction (egressive) and articulator (dorsal portion of the

tongue) are assumed. If one has to build a speech system, automatic and reliable iden-

tification of these acoustic-phonetic descriptors or events is essential. The objective of

acoustic-phonetic analysis is to extract acoustic cues/features from the speech signal

(either in temporal domain or in spectral domain) which help transcribe speech in terms

of acoustic-phonetic descriptors. It is imperative that this wealth of acoustic-phonetic

information is used effectively in the task of speech signal-to-symbol transformation.

Acoustic-phonetic segmentation of speech signal provides an intuitive approach for the

problem of speech signal-to-symbol transformation. In this thesis, the emphasis is pri-

marily on studying the manners of articulation as they have a direct influence on the
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nature of excitation.

2.1.2 Manner of articulation

Manner of articulation (MoA) refers to how the articulators are positioned for the pro-

duction of a sound [1]. Stricture is one of the main parameters defining the manners

of articulation, which specifies how closely any two articulators are positioned. MoAs

based on stricture are stop (complete closure), fricative (highly narrow), approximant

(less narrow), and vowel (most open). Stop and fricative manners along with affricate

(combination of a stop followed by a fricative manner) are referred to as obstruents,

which have a highly constrained manner of articulation. Some of the other parameters

for defining the manner are flap/tap, trill, nasality and laterality. All manners other than

obstruents are referred to as sonorants, which have a less constrained articulation. The

sonorant manners are approximant, vowel, flap/tap, trill, nasal and lateral. Semivowel

is a manner based on stricture and somewhere in between an approximant and a vowel.

One important aspect of MoAs is that each manner has a distinct excitation pattern with

the exception of nasals and laterals, because of which some linguists and phoneticians

do not consider them to be manners in the strict sense. Stops have a considerable pe-

riod of closure before the release, resulting in a plosive excitation. Fricatives result in

a strong turbulent excitation due to the narrow constriction. Fricatives are described

as sibilant or nonsibilant based on the strength of turbulence or airflow. Approximants

may have a small amount of turbulence, and vowels mostly have unimpeded flow of air

without any turbulence.

2.2 Segmentation tasks in analysis of speech

Speech signal is recorded using a transducer (microphone) which converts the pressure

variations with respect to time of the impinging acoustic waves into a proportional elec-

trical signal (voltage). The recorded speech signal may contain speech produced by

a human vocal apparatus interspersed with pauses containing some interference signal

either from the background or from the recording equipment. The background signal
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can be either speech from another speaker or music or any other interference, which

may be present intermittently (such as in traffic or a crowded place) or continuously (as

in the case of background noise from an air-conditioner or a fan). Hence the first task in

the analysis of an acoustic signal is in identifying the regions of speech, also referred to

as speech/nonspeech segmentation. Since speech is our primary interest, and the under-

lying production mechanism is better understood compared to the interference signals

whose source may not be known a priori, it is more meaningful to process the acoustic

signal in terms of identifying events based on the human speech production mecha-

nism. Also, production characteristics of voiced speech is reflected much better in the

acoustic signal, and are easier to identify or distinguish from the background interfer-

ence signals. Hence, voiced/nonvoiced segmentation is the first task for detecting the

regions of speech. It is to be noted here that the term nonvoiced refers to both unvoiced

or voiceless speech as well as the background interference (nonspeech). The acoustic

signal may contain speech from more than one speaker speaking one after another, such

as in a conversation or a meeting. In such a scenario, it may also be essential to iden-

tify regions of speech spoken by each individual, and the task is referred to as speaker

segmentation. An overview of the various segmentation tasks in the analysis of speech

is provided in this section. The features and techniques used for segmenting speech at

different levels are discussed. Issues related to the segmentation tasks and the relevant

features are highlighted, which provide the motivation for this research work.

2.2.1 Speech/nonspeech segmentation

Approaches to speech/nonspeech segmentation, also referred to as speech activity de-

tection (SAD) or voice activity detection (VAD), fall into three broad categories, namely,

time-domain, frequency-domain and statistical approaches. The time-domain and frequency-

domain approaches measure one or more acoustic features which reflect the production

characteristics of voiced sounds, such as energy, periodicity and short-term correla-

tion. Some parameters used for this purpose are zero crossing rate, autocorrelation

coefficient at the first lag, the first coefficient of a pthorder (p=12) linear prediction

(LP) analysis, normalized autocorrelation peak value (within a time lag of 2-15 ms),

normalized LP error, normalized low frequency energy, cepstral peak strength, har-
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monic measure derived from the instantaneous frequency amplitude spectrum [4, 5, 6].

Voiced/nonvoiced (V/NV) decisions are taken by setting thresholds on individual pa-

rameter values (chosen empirically), and the decisions are combined in a hierarchical

manner. The main problem with these methods is in setting thresholds which are critical

in determining the performance of V/NV detection. Also, most of these measures of

voicing are affected by noise, and the performance deteriorates with decreasing signal-

to-noise ratio (SNR). Statistical models which include neural network models, Gaussian

mixture models (GMM) and hidden Markov models (HMM) are also used for combin-

ing evidence from multiple features [4, 7]. These methods do not depend critically on

threshold setting, but require training data for signals corrupted by different types of

background noises. Statistical approaches are more popular in voice activity detection

(VAD) algorithms used in speech coding applications [8]. They assume different mod-

els of random process for speech and background noise, and estimate the parameters of

the underlying distributions. Performance of these approaches depends on the choice

of the probability distribution, and the ability to estimate the parameters of the noise

distribution. Generally these methods do not make use of the knowledge of speech pro-

duction mechanism in any significant way. Also, most of these methods do not evaluate

the performance of detecting voiced and unvoiced regions of speech separately.

2.2.2 Voiced/nonvoiced segmentation

The nearly periodic vibration of the vocal folds during the production of speech is re-

ferred to as voiced excitation, and the corresponding speech is referred to as voiced

speech. These glottal vibrations produce a sequence of impulse-like excitations at reg-

ular intervals. The resultant acoustic signal appears almost periodic (quasiperiodic) as

the vocal tract system remains almost stationary between any two successive glottal

cycles.

2.2.3 Acoustic-phonetic segmentation

At the highest-level, AP segmentation involves converting the speech signal into a se-

quence of symbols, where the symbols are mostly the phonemes in a language. At the

12



lowest-level, it involves detecting acoustic events in speech which map on to the corre-

sponding articulatory events in the production of speech. At intermediate-levels several

speech signal-to-symbol transformation tasks may be defined based on the choice of

symbols. Some of the acoustic-phonetic segmentation tasks studied in the literature

are: segmentation based on phoneme labels, segmentation based on manners of artic-

ulation, detection of landmarks or events, detection of stop-consonants, detection of

fricatives, detection of nasals, and vowel onset point detection.

2.3 Approaches to acoustic-phonetic segmentation of

speech

The approaches to acoustic-phonetic segmentation of speech can be broadly classified

into three categories - statistical, knowledge-based and hybrid approaches. They can

also be categorized as implicit or explicit or hybrid approaches, based on the manner

in which the acoustic-phonetic information is represented. Typically, statistical ap-

proaches use representations which capture implicitly the AP information in speech,

while knowledge-based approaches try to extract or represent the AP information ex-

plicitly. While statistical approaches try to learn the decision boundaries automatically

in a higher dimensional space, knowledge-based approaches typically use a decision

tree logic by setting thresholds on individual acoustic features.

2.3.1 Statistical approach - Implicit acoustic-phonetic information

Rather than explicitly specifying speech knowledge in a recognition system, a statistical

approach builds models by training on speech data, thereby implicitly acquiring knowl-

edge on its own. Automatic learning during the training phase makes statistical methods

attractive, as specific knowledge of speech need not be identified and extracted. Statis-

tical methods have been successful for large vocabulary, speaker-independent speech

recognition [9]. In the training phase, large amounts of data are used to cover all pos-

sible contextual variations of phonetic units. Frequently occurring speech units can be

modeled well, but infrequently occurring units may not be well specified. Because of
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their heavy reliance on data, statistical methods do not generalize easily to tasks for

which the models are not explicitly trained. For example, if the operating environ-

ment does not match the training environment (e.g., a different microphone is used, or

background noise is added, or speech is bandlimited to the telephone line), recognition

accuracy can decrease significantly. To accommodate a new operating environment,

retraining or adaptation is usually required. In adverse conditions, like noisy or tele-

phone quality environments, building models the statistical way does not always give

satisfactory performance [10].

State-of-the-art systems for automatic speech recognition (ASR) are based on hid-

den Markov models (HMMs), and the standard representation of the speech signal is

by Mel-frequency cepstral coefficients (MFCCs) with their first and second deriva-

tives [11, 12].

2.3.2 Knowledge-based approach - Explicit acoustic-phonetic

information

In a knowledge-based approach to speech recognition, knowledge about speech and

the operating environment is explicitly built into the recognizer by the system designer.

It can model parts of the human perception process as well. Since humans are the

best speech recognizers, a knowledge-based approach is a worthwhile endeavor. If

successful, it should have the flexibility to work in many operating environments. A

knowledge-based system is dedicated to processing speech, and therefore is likely to be

efficient. If knowledge sources are explicitly incorporated, improvements to the system

may be made in a directed, meaningful manner. Prosodic and segmental level knowl-

edge can also be added. The knowledge necessary to design such a system, however,

should be as comprehensive as possible, and the desired acoustic parameters need to be

extracted automatically.

In the landmark-based ASR system, the front-end processing or low-level signal

analysis involves explicit extraction of speech-specific information. This speech-specific

information consists of the acoustic correlates of the linguistic features which comprise

a phonological description of the speech sounds [13]. The processing occurs in two
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steps. The first step consists of the automatic detection of acoustic events, also called

landmarks. These acoustic events indicate significant articulatory changes such as the

transition from a more open to a more closed vocal tract configuration and vice versa, a

sudden release of air pressure and changes in the state of the larynx. There is evidence

that the auditory system responds in a distinctive way to such acoustic events [14]. The

second step involves the use of these landmarks to extract other relevant acoustic in-

formation regarding place of articulation that helps in the classification of the speech

sounds. Due to variability in the features of the speech signal, a complete ASR sys-

tem would integrate this front-end processing with a lexical access system that handles

pronunciation variability and takes into account prosody, grammar, syntax and other

higher-level information.

Studies have shown that the acoustic correlates corresponding to the phonetic fea-

tures can be automatically extracted from the speech signal [15, 16, 17, 18, 19, 20].

Efforts have been made to detect the landmarks associated with these phonetic features

automatically [16, 21, 17, 22]. In [23], a model has been laid out for lexical access

based on acoustic landmarks and phonetic features. However, there is hardly any com-

plete ASR system based on the landmark approach. Some landmark-detection systems

performed well, but they lacked a probabilistic framework for handling variability in

pronunciation [16, 21, 17, 22]. In a complete ASR system all allophonic variations of

a phoneme need to be mapped to the same phoneme label irrespective of whether all

acoustic events characterizing the phoneme are present in the signal. For example a

voiced obstruent realized as a sonorant consonant will still have to be identified cor-

rectly, and this may require some higher-level constraints. These systems are primarily

rule-based. It has been observed that in rule-based systems the difficulty in decoding

the phonetic units into words and sentences increases sharply with increase in the rate

of phoneme insertion, deletion and substitution [11]. In [24], a probabilistic framework

is developed that selectively uses AP knowledge, and is constrained by a higher level

language information such as pronunciation model of words and durations of phonetic

units. Since recognition can be constrained by higher-level knowledge, the system does

not have to decode phonetic units into words as a separate step.
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2.3.3 Hybrid approach

Several studies on speech recognition have used a combination of both knowledge-

based and statistical approaches [25, 26, 27, 28, 29]. In much of speech recognition re-

search since the late 1980s, HMMs form the foundation of most systems. Increasingly,

artificial neural networks (ANNs) are becoming popular as well. Hybrid HMM/ANN

systems are being built [26, 29]. In these fundamentally statistical systems, knowledge

sources are added whenever suitable. Examples of such knowledge sources are phone

duration information, an auditory model front end, or more simply, the mel-frequency

scale to approximate the frequency warping performed by the basilar membrane. The

AP information may be integrated at various different levels, such as at the feature

level [25, 27], model level [26] and score level [29]. In [25], phonetically motivated

acoustic parameters are appended to the standard cepstral features. The inter-speaker

variability of the features was shown to be lesser than the cepstral features, though there

was no significant improvement in the recognition performance. In [27], a set of classi-

fiers are used to map the acoustic features into a set of distinctive features. The output of

these classifiers are combined at the feature level by appending to the standard cepstral

features, resulting in some improvement in performance of the ASR system. In [26],

articulatorily-motivated distinctive features representing the manner and place of articu-

lation are combined into the HMM framework at the state level. Feature level posterior

probabilities from individual ANN models are combined into a phone level posterior

probability using an integrating ANN. These ANN based phone level probabilities are

used as emission probabilities of states in the HMM framework. The proposed system

seem to perform better at low SNRs. In [28], the output of distinctive feature classifiers

based on articulatorily motivated features is directly used as front end features in the

standard HMM framework. The resulting system shows a different error pattern to that

of the standard system based on cepstral features, although no improvement in perfor-

mance has been achieved. In [29], phone level posterior probabilities derived using an

ANN framework are used to rescore the phone lattice generated by a standard HMM

based phone recognizer. Standard MFCC features are used to train ANN models rep-

resenting the manners and places of articulation of phones, which are then combined

using another neural network into phone level posterior probabilities. Results show
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improvement in phone recognition performance as compared to the standard cepstral

feature based HMM recognizers.

2.4 Signal processing techniques for acoustic-phonetic

analysis of speech

A brief review of techniques for processing speech signals for analysis of different

sounds in a language is given in this section. Speech is a nonstationary signal with the

excitation as well as the system characteristics varying continuously with time, even

within the smallest meaningful phonetic unit, namely, a phoneme. Block processing

approach is widely used, wherein speech is assumed to be stationary (quasistationary)

over short intervals of time (10-30 ms), and these blocks of speech are analysed fur-

ther to extract the features of the vocal tract system or excitation. Short-term analysis

anchored around the instants of glottal closure (commonly referred to as pitch syn-

chronous analysis) is also used. The block of data typically used in pitch synchronous

analysis is the interval between two successive epochs. Popularly used short-term spec-

tral analysis and linear prediction analysis use block processing approach. Extraction

of features over subsegmental lengths (less than a pitch cycle) have been attempted

mostly in speaker recognition applications, but better performances are reported for the

standard block processing typically over 20 ms of speech. The conventional short-time

spectral analysis and LP analysis are briefly discussed in this section. Some of the

other techniques such as sinusoidal analysis and group-delay based analysis are also

discussed briefly.

2.4.1 Short-term spectral analysis

As mentioned earlier, short-term spectral analysis of speech is the widely used approach

for extracting and representing speech information [11, 30, 31]. It involves block pro-

cessing where the speech signal is processed over overlapped window segments of size

(10-30 ms) with an overlap of half the window size. The most commonly used win-

dow/block size is 20 ms, with an overlap of 10 ms. The signal is normally processed
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by a preemphasis filter to address the overwhelming concentration of spectral energy

in the low frequencies by emphasizing or boosting the higher frequency content. The

preemphasis filter is a simple FIR highpass filter with a zero at ω = 0 in the z-plane at

a radius r from the origin. The typical value of r is 0.97. The preemphasis operation

also helps remove to a certain extent some of the slowly varying channel effects. A

wide variety of window functions are used to address the truncation effects. Choice

of an appropriate window function is a trade-off between the spectral resolution in the

frequency domain and the distortions in the estimated spectrum due to interferences

from the sidelobes of the spectrum of the window. Hamming and Hann windows are

the most commonly used window functions in speech and speaker recognition exper-

iments. Discrete Fourier transform (DFT) with sinusoidal basis functions is used to

analyse the spectral content of the preemphasized and windowed segment of speech

signal. The envelope of the magnitude spectrum reflects the vocal tract system char-

acteristics in terms of resonances and nulls (peaks and valleys) corresponding to the

size and shape of cavities formed due to different positioning of the articulators. The

spectral envelope is estimated by homomorphic deconvolution of the speech signal to

compute the real cepstrum, which converts a convolutive source and system compo-

nents in the time domain into additive components in the cepstral domain. The real

cepstrum is computed as the inverse DFT of the logarithm of the magnitude spectrum.

The cepstrum is windowed (liftering operation) to retain only the lower quefrency coef-

ficients to represent the envelope of the magnitude spectrum, and hence the vocal tract

system. The dominant peaks in the spectral envelope are referred to as formants, and

reliable extraction of these formant frequencies and their bandwidth is a major issue in

speech signal processing. The most popular representation of the speech information is

in terms of the cepstral coefficients. Smoothing of the magnitude spectrum using trian-

gular window functions in the frequency domain and warping the linear frequency scale

to a perceptually motivated mel frequency scale are popularly used before computing

the cepstrum. The phase spectrum is normally ignored in these studies.
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2.4.2 Spectrographic analysis of speech

Spectrographic analysis of speech is one of the most widely used techniques for study-

ing the acoustic-phonetic characteristics of different phonemes in a language [32, 1].

It is an extension of the short-term spectral analysis, and primarily involves represen-

tation of the 3-D spectral information obtained by computing the magnitude spectrum

over short overlapped window segments, i.e., 2-D spectral content varying with respect

to time. The 3-D spectral information is represented on a 2-D plane with the X-axis

representing time, Y-axis representing frequency, and the third dimension denoting the

log-magnitude of the sinusoidal frequency components is converted to a proportional

intensity or gray value. The resulting representation is referred to as a spectrogram.

Two popular spectrographic representations used for analysis are wideband spectro-

gram and narrowband spectrogram, depending on the spectral and temporal resolution

preserved in the final representation in the frequency domain. In wideband (WB) spec-

trograms, the spectral information is averaged over frequency windows of bandwidths

100 to 200 Hz. The corresponding time window chosen is 10 to 5 ms, respectively, so

as to maintain unit time-bandwidth product. An example of a wideband spectrogram

computed with a time domain window size of 5 ms and a shift of 2.5 ms is shown in

Fig. 2.1(b). Similarly, a narrowband (NB) spectrogram is computed using narrow fil-

ter function in the frequency domain, which in turn corresponds to a longer segment

length in the time domain. Figure 2.1(c) shows a typical narrowband spectrogram com-

puted for time domain window size of 50 ms, which correspond to a frequency domain

bandwidth of about 20 Hz. Wideband spectrogram provides better temporal resolution,

while narrowband spectrogram provides better resolution in the frequency domain. The

periodicity in the speech signal due to vibration of the vocal folds is reflected as vertical

striations in the WB spectrogram, while it manifests as horizontal striations in the NB

spectrogram, as can be seen from Figures 2.1(b) and 2.1(c), respectively.

2.4.3 Linear prediction analysis

The vocal tract system can be modeled as a time-varying all-pole filter using segmental

analysis [11, 30, 31]. The segmental analysis corresponds to processing of speech as
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Figure 2.1: Spectrographic analysis of speech for the utterance ‘toast as usual’ by a
male speaker. (a) Speech waveform. (b) Wideband spectrogram. (c) Nar-
rowband spectrogram.

short (10-30 ms) overlapped (5-15 ms) windows. The vocal tract system is assumed to

be stationary within the window, and is modeled as an all-pole filter of order p using

linear prediction (LP) analysis [33, 11]. The LP analysis works on the principle that

any sample value in a correlated sequence can be predicted as a linear weighted sum

of the past few (p) samples. If s[n] denotes a sequence of speech samples, then the

signal value at any arbitrary time instant n can be represented as s[n] = ŝ[n] + e[n],

where ŝ[n] = −
∑p

k=1 ak s[n− k] is the predicted part, and e[n] denotes the error in

prediction. The set {ak}, k = 1, 2, ..., p, are the linear predictor coefficients (LPC), and

p is the order of the LP filter. The {ak}s are obtained by minimizing the squared error of

e[n] over a chosen interval of data. The above analysis of speech results in a generative

source-system model for speech with a transfer function H(z) = S(z)/E(z) = 1/(1 +
p∑

k=1

akz
−k). Here E(z) denotes the z-transform of the error signal e[n], and gives an

estimate of the excitation source signal. Similarly, S(z) denotes the z-transform of the

output speech signal. An estimate of the excitation source signal may be obtained by

inverse filtering the speech signal through a filter given by A(z) = 1/H(z). The signal

e(n) obtained by inverse filtering the speech signal is referred to as the LP residual
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Figure 2.2: Source-filter decomposition using linear prediction analysis.

signal. The smooth variations (short-term correlation) in the speech signal are captured

by the LPCs, and are attributed to the vocal tract characteristics. The complex poles

of the LP filter occur as conjugate pairs, and each pair represents a resonator, with a

maximum response at a frequency (called as resonant frequency) where the poles are

located on the z-plane [34, 35, 36]. The vocal tract can be considered as a cascade of

resonators [11]. The resonant frequencies of the vocal tract are referred to as formants.

It is to be noted here that the LP analysis works best only for voiced sounds, in terms

of picking the formant peaks. It can bring out spurious peaks in the case of unvoiced

sounds such as plosives and fricatives. The LP residual signal has large error values at

regular intervals, and can be attributed to the periodic impulses of excitation. Hence

the LP residual is a good approximation to the excitation source signal, and can be

used further to extract the excitation source characteristics. A segment of voiced speech

(windowed), frequency response of the inverse filter and the corresponding LP residual

are shown in Fig. 2.2.

2.4.4 Group-delay analysis of speech

The relative phase or time-delay information of the various sinusoidal components ob-

tained in the spectral analysis of speech signals using the Fourier transform is mostly
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discarded. The primary reasons behind this is the difficulty in processing the phase in-

formation due to the nonlinearities introduced by phase wrapping and the time-dependency

in the computation of the phase spectrum. Most phase unwrapping algorithms are

heuristic, and the time-dependency issue makes computed phase spectrum highly de-

pendent on the position and size of the window chosen for the short-time analysis of

speech. It is difficult to observe the vocal tract resonances in the phase spectrum, un-

like in the magnitude spectrum. Also human listening experiments have shown that

phase spectrum computed over short-term window lengths (20-40 ms) is not very signif-

icant from intelligibility point of view, when they are discarded in synthesis-by-analysis

framework. The short-term phase spectrum has been shown to be important in terms

of speech quality [37, 38, 39], and to a limited extent to intelligibility [40]. Synthesis

experiments using long-term window lengths (> 1 s) have shown that phase spectrum

carries most of the speech information compared to the magnitude spectrum [40]. The

group delay function which is defined as the negative derivative of the phase spectrum

has been shown to be useful in the analysis of speech [41, 42]. The group delay func-

tion has been used for spectral estimation [42], formant extraction [41, 43, 44] and for

extracting features for application such as speech and speaker recognition [45, 46].

2.5 Features for segmentation of speech - A review

In this section an overview of various acoustic features used in the segmentation of

speech at different levels is given.

2.5.1 Signal-based features

Signal-based features are directly computed from the signal without any further trans-

formation of the signal into another domain. Some important signal-based features are

the signal energy, zero-crossing rate, normalized crosscorrelation and kurtosis of the

signal samples.

Signal energy: Signal energy is one of the simplest, although not a very robust, feature

that can be used to detect any speech activity, and hence in speech/nonspeech segmenta-
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tion. The main problem is its vulnerability to background noise and the issue of setting

a threshold.

Zero-crossing rate: The signal zero-crossing rate (ZCR) of a typical voiced segment

(10-30 ms) is much lower compared to that for an unvoiced or nonspeech region, and

hence can be used for voiced/nonvoiced segmentation. Any slowly varying channel or

other degradations needs to be removed before computing the ZCR. The main issue

with the ZCR is that the weaker voiced regions are easily affected by degradations.

Normalized crosscorrelation: Normalized crosscorrelation (NCC) or autocorrelation

function gives a measure of periodicity that can be derived from the waveform. The

NCC or autocorrelation function computed over a short-time (20-50 ms) segment of

speech shows a high value of correlation at around the time-lag corresponding to the

pitch period of the signal. The NCC or autocorrelation function computed directly on

the speech signal exhibits doubling or halving of the measured pitch period. Envelopes

of high-pass filtered speech signal or the LP residual can be used to reduce this effect

to a certain extent. The presence of a high correlation value at consistent time-lags

over successive windows in the voiced regions of the speech signal is used to detect the

presence or absence of voicing.

Signal Kurtosis: Kurtosis of a random variable represents the peakiness of its proba-

bility density function. The probability distributions estimated over short-time window

segments (10-30 ms) of the speech signal are much more peakier in the voiced regions

compared to unvoiced or background degradations. This property of speech signal is

used to discriminate speech from background degradations, and/or voiced speech from

unvoiced speech.

2.5.2 Vocal tract system features

The most prominent representations of the vocal tract system information in the speech

signal is in the form of the spectral envelope and the vocal tract resonances or formants.

Spectral envelope: Short-time Fourier transform is the most traditional way of com-

puting the spectral information in speech signals. The magnitude spectrum reveals in-
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formation about the excitation source in terms of harmonic peaks, and about the vocal

tract system information in terms of the spectral envelope. The source and system in-

formation is separated by homomorphic deconvolution, also known as cepstral decom-

position. The first few cepstral coefficients represent mostly the slow-varying spectral

envelope, while the higher coefficients around a lag corresponding to that of the pe-

riodicity in the signal represent mostly the excitation source information. The linear

frequency spectrum is warped onto a mel scale, derived from perception experiments,

before computation of the cepstral coefficients. The resultant features are referred to

as mel-frequency cepstral coefficients, and are the widely used representation of vocal

tract system information in the development of speech systems. The vocal tract informa-

tion in terms of spectral envelope can also be derived using LP analysis or group-delay

analysis.

Vocal tract resonances or formants: The shape of the vocal-tract system is determined

by the positions of the articulators. The vocal-tract shape is difficult to derive from

the speech signal [47, 48]. Therefore, formants are commonly used to characterize

the vocal-tract system. Formants are the free resonances of the vocal-tract system. A

formant is described by three parameters: (a) the formant frequency, (b) the formant

bandwidth or, equivalently, the damping, and (c) the formant amplitude. The reso-

nances of the vocal tract, and thus the formant parameters, vary in time in two dis-

tinct ways. First, the shape of the vocal tract varies during the production of speech,

due to the movement of articulators. It is these variations that one finds interesting

in many applications. They are usually slow during speech production, except during

the transitions in the production of consonant-vowel units. Second, the formant pa-

rameters vary within one pitch period, even though the articulators themselves do not

move [49, 50, 51]. This is because the vocal folds oscillate between an open and a

closed phase, thus, during each glottal cycle the system characteristics change. During

the closed phase the vocal tract is closed at one end and the speech signal is mainly due

to free resonances, but during the open phase the trachea, the vocal folds and the vocal

tract are acoustically coupled, and this coupling will change the free resonances. Actu-

ally, the situation is still more complicated. During the open phase, the airflow through

the vocal folds increases initially and subsequently decreases as a function of time. The

relation between the acoustic pressure over the vocal folds and the airflow is in general
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nonlinear [49, 52, 53]. Hence, the characteristics of the system during the open phase

are not constant, but signal dependent. Because of the changes within a pitch period,

it is necessary to determine the formant parameters separately for each of the open and

closed phase regions. In practice the closed phase can be very short to the extent that

it may vanish completely in some cases. For example, in high-pitched (e.g., female)

voices the vocal folds have been observed to start opening directly after closure [51].

Closure may also not be complete, in which case some leakage airflow occurs [54].

2.5.3 Excitation source features

The excitation source features can be classified into three broad categories, namely,

subsegmental, segmental and suprasegmental, based on the size of the window used to

analyze the speech signal or the excitation source signal.

The subsegmental features are extracted over a very short (1-5 ms) analysis window,

typically less than a pitch period. Parameters modeling the shape of the glottal flow

derivative waveform ( derivative of the glottal volume velocity waveform) can be used to

characterize a speaker’s voice [49, 55, 56, 57, 58]. An approximation to the glottal flow

derivative can be obtained using the LP residual signal. However, accurate estimation

of these parameters is a tough task and are highly susceptible to noise. Alternatively,

an autoassociative neural network (AANN) model can be used to capture the excitation

characteristics of a speaker present in the LP residual signal [59, 60, 61].

The segmental features are extracted over a short (10-30 ms) analysis window, typ-

ically comprising a few pitch cycles. The term segmental features arises due to the

popular segmental analysis of speech over a short (10− 30 ms) interval of time during

which the signal is assumed to be stationary [11]. Pitch or fundamental frequency (f0)

and periodic-aperiodic (PAP) ratio are two important features extracted at segmental

level. Pitch refers to the periodicity in the signal, and is often expressed in terms of the

fundamental frequency f0 [62]. The periodic and aperiodic components of the excita-

tion signal can be separated out using PAP decomposition [63, 64]. The ratio of the

energies of the periodic and aperiodic components is termed as the PAP ratio.

Suprasegmental features mainly refer to the behavioral aspects (speaking habits) of
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a speaker and are typically extracted over a large (> 100 ms) analysis window. The tem-

poral variation of any of the segmental or subsegmental features can be considered as a

suprasegmental feature. Intonation (pitch contour), syllable durations and speaking rate

are some of the important suprasegmental features. Jitter, the maximum perturbation in

durations (pitch) of successive signal periods, and shimmer, the maximum perturbation

in the peak values of successive signal periods, are also used to characterize a voice

[63, 64]. Efficient representation and accurate estimation are the major issues in using

suprasegmental features for speaker characterization.

2.6 Issues addressed in this thesis

It is interesting to note that most systems for speech recognition use a statistical frame-

work with a common set of features mostly representing the vocal tract system char-

acteristics. The excitation source features are seldom used. The properties of the ex-

citation source such as the presence of high SNR regions around the GCIs is also not

utilized. The main reason for this are the issues associated with processing short seg-

ments of speech for extracting reliable spectral features. Also, analysis or representation

of certain dynamic sounds or transient regions may need a better resolution of spectral

features in the time domain, as well as in the spectral domain. In order to address this

issue of spectral resolution, an excitation-based analysis of speech is proposed with the

analysis anchored around the epochs. New signal processing techniques are essential to

extract speech information from short segments of speech.

Some issues addressed in this thesis are as follows:

• Utilizing the excitation source information better to represent the vocal tract sys-
tem features.

• Exploring new signal processing methods to address issues such as block pro-
cessing in short-time analysis of speech which may not provide good temporal
resolution.

• Extracting acoustic features from the excitation source for analysis of acoustic
events in speech.

• Utilization of excitation source information in voiced/nonvoiced segmentation.
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• Analysis of some interesting categories of sounds such as the voice bars with a
weak voicing radiated primarily through the pharyngeal walls, trills with a highly
dynamic source and system characteristics, nasals with a coupling between two
cavities or tracts, and fricatives with a turbulent noise-like excitation as against
an impulse-like voiced excitation.

• Acoustic-phonetic segmentation of speech by spotting acoustic events in contin-
uous speech.

• Application of acoustic-phonetic segmentation for speech signal-to-symbol trans-
formation.

2.7 Summary and conclusions

An overview of approaches for speech signal-to-symbol transformation was given in

this chapter. The segmentation tasks that can be performed at different levels based

on different articulatory events were summarized. An overview of some popular tech-

niques for analysis of speech were discussed. A summary of features that have been

used in acoustic-phonetic segmentation of speech was provided, along with a list of

issues addressed in this thesis work.
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CHAPTER 3

Signal processing methods for excitation-based analysis

of speech

Analysis of acoustic-phonetic events in speech involves studying the characteristics of

the vocal tract system as well as the excitation source, mainly from the production point

of view. Important observations in this analysis are: (a) Speech is produced and per-

ceived as a sequence of articulatory events. Hence there is need for analysing speech

in terms of acoustic events which have a one-to-one correspondence to the production

mechanism (articulatory events). (b) Different acoustic events have different character-

istics relating to source and system. Hence there is need for different sets of features

for analysis and detection of different acoustic events in speech. (c) Excitation source

information may not be adequately captured in the conventional representations. Hence

the need for extracting and representing excitation information as a supplement to the

vocal tract information in the analysis of speech. (d) Knowledge about the excitation

source such as the presence of regions of high SNR around the GCIs (epochs) is not

adequately utilized in extracting and representing the vocal tract system information.

Hence the need for signal processing techniques which focus on extracting information

from short segments of speech anchored around the epochs.

In this chapter, signal processing methods for studying the characteristics of the

vocal tract system, as well as the excitation source, are explored. Extraction of exci-

tation source features by zero-frequency filtering (ZFF) of speech is described in Sec-

tion 3.1. The detection of epochs which provide the instants of impulse-like excitation,

and the high SNR property of the speech signal around these epochs, form the basis

for excitation-based analysis of speech. Sections 3.2 and 3.3 explore signal process-

ing methods for computing the spectral features, which reduces the effects of block

processing and provides better temporal resolution than the conventional short-time

spectral analysis. In Section 3.2 temporal filter-banks using zeros or poles on the unit

circle are used for computing the spectrum. In Section 3.3 zero-time liftering of speech



signals is proposed to extract and represent the vocal tract system characteristics with

higher temporal resolution. The method uses an impulse-like window function to lifter

the speech signal at any arbitrarily chosen time instant so as to localize the computation

of the spectral features around that instant (zero-time). Properties of the group-delay

function are used to obtain spectral resolution in the frequency domain. Robustness of

the method for different types of degradation, and its ability to extract spectral features

for different categories of sounds are examined. Section 3.5 gives a summary of the

signal processing methods proposed with a discussion on their merits and demerits.

3.1 Excitation-based analysis of speech

In this thesis, the analysis of speech for extracting features is centered around the char-

acteristics of the excitation source. One of the most important characteristics of excita-

tion source is the presence of impulse-like excitations during the production of voiced

speech. The requirement for an excitation-based analysis of speech is that the epoch lo-

cations are detected reliably, so that further analysis can be anchored around the epochs.

Recently a new method called zero-frequency analysis (ZFA) of speech for extracting

the excitation source characteristics was proposed [65, 66]. A brief overview of the

method is given here.

3.1.1 Zero-frequency analysis of speech

Zero-frequency analysis of speech involves filtering of the speech signal using an ideal

digital resonator at 0 Hz. The resulting signal has a polynomial-type growth/decay,

which can be controlled by a trend removal operation which removes the local mean

computed over a window size in the range of one to two pitch periods. The resulting

signal is referred to as zero-frequency filtered signal or simply filtered signal. The idea

behind filtering the speech signal around 0 Hz is that the effect of the impulse-like

excitation source signal is almost equally felt throughout the spectrum including at 0

Hz, while the vocal tract system characteristics are mostly reflected as formant peaks

or resonances at much higher frequencies. The ZFF signal has an interesting property
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that the positive (negative-to-positive) zero-crossings correspond to the locations of the

impulse-like excitations generated at the instants of glottal closure (GCIs). Also, the

slopes of the ZFF signal at the positive zero-crossings seem to be proportional to the

amplitudes of the differenced electroglottograph signals at around the instants of glottal

closure. The positive zero-crossings of the ZFF signal are hypothesized as the instants

of glottal closure or epochs, and the slope of the ZFF signal provides an estimate of the

strength of impulse-like excitation or simply referred to as strength of excitation (SoE).

The difference in time between any two successive GCIs or epochs gives an estimate

of the instantaneous fundamental period (T0), or its inverse gives an estimate of the

instantaneous fundamental frequency (F0). Thus the zero-frequency analysis of speech

signals provide useful information about the excitation source, namely,

• Instants of glottal closure or epochs

• Instantaneous fundamental frequency

• Strength of impulse-like excitation.

The procedure to compute the ZFF signal to obtain the epochs and the strengths for

a given speech signal s[n] is summarized here. The speech signal is passed through a

zero-frequency resonator (ZFR) with a pair of poles on the unit circle along the positive

real axis in the z-plane. The transfer function of the ZFR is given by

H(z) =
1

(1− z−1)2
=

1

1− 2z−1 + z−2
. (3.1)

Note that the zero-frequency filter has the following frequency response:

|H(z)|z=ejω =

∣∣∣∣ 1

(1− z−1)2

∣∣∣∣
z=ejω

=
1

2(1− cosω)
=

1

4 sin2 ω/2
(3.2)

In the discrete frequency domain, ω = 2πk/(2N), where 2N is the number of samples

in the DFT computation. This is equivalent to integrating the signal twice in the time

domain, and is implemented as

y1[n] = 2y1[n− 1]− y1[n− 2] + s[n] (3.3)
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Figure 3.1: Zero-frequency filtering of speech signal. (a) A segment of speech wave-
form. (b) Speech signal in (a) filtered using a cascade of two zero-frequency
resonators. (c) Filtered signal y[n] after trend removal by subtracting local
means computed over a window size of 10 ms. (d) Instantaneous funda-
mental frequency (F0).

where s[n] is input (differenced or preemphasized to remove any low frequency bias)

speech signal, and y1[n] is the output of the resonator. For epoch extraction, s[n] is

passed through a cascade of two resonators, which is equivalent to integrating the signal

four times, to reduce the effects of formants. The resulting output

y2[n] = 2y2[n− 1]− y2[n− 2] + y1[n] (3.4)

has polynomial growth as shown in Fig. 3.9(b). The trend in the output is removed by

subtracting the running mean computed over a window of size 2P + 1 samples for each

instant. The resulting signal is called zero-frequency filtered (ZFF) signal, or simply the

filtered signal, and is given by

y[n] = y2[n]− 1

2P + 1

P∑
k=−P

y2(n+ k), (3.5)

where 2P + 1 is the window size in samples corresponding to about 1.5 times the
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average pitch period. The filtered signal (see Fig. 3.9(c)) is used to derive the im-

portant characteristics of speech production, namely, that of the excitation source [65,

66]. The negative-to-positive zero crossing instants correspond to the locations of the

impulse-like excitations, and are called epochs. These epochs are denoted by E =

{e1, e2, ..., eM}, where M is the number of epochs in the analysis segment. The time

duration between any two adjacent epochs gives the instantaneous fundamental period

(or the pitch period T0), and its reciprocal gives the instantaneous fundamental fre-

quency (or the pitch frequency F0), i.e.,

T0[k] =
(ek − ek−1)

Fs
, k = 2, 3, ...,M, (3.6)

F0[k] =
1

T0[k]
=

Fs
(ek − ek−1)

, k = 2, 3, ...,M, (3.7)

where Fs is the sampling frequency. The epoch locations (denoted by downward arrows

indicating the positive zero-crossings of the ZFF signal) and the instantaneous funda-

mental frequency F0 values measured at the epochs are shown in Figures 3.9(c) and

3.9(d), respectively.

The epoch locations derived from the speech signal correspond to the instants of

glottal closure as measured from an electroglottograph (EGG) signal. To illustrate this,

a segment of speech along with the simultaneously recorded EGG signal from the CMU

ARCTIC database is used [67]. Figure 3.2(b) shows the ZFF signal derived from the

differenced electroglottograph (dEGG) signal shown in Fig. 3.2(a). It can be seen that

the positive zero crossings of the filtered signal are synchronized with the large nega-

tive peaks in the dEGG signal which correspond to the instants of glottal closure. Fig-

ures 3.2(c) and 3.2(d) show that the information about the instants of glottal closure can

be derived directly from the speech signal, and they correspond to the GCIs measured

from the EGG signal.

Another interesting property of the ZFF signal is that the slope of the signal around

each positive zero crossing is proportional to the rate of closure of the vocal folds as

measured using an electroglottograph. A measure of the strength of impulse-like exci-
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Figure 3.2: Epoch extraction using zero-frequency filtered signal. (a) A short segment
of dEGG signal. (b) ZFF signal derived from the dEGG signal. (c) Speech
signal recorded simultaneously with the dEGG signal. (d) ZF filtered signal
derived from the speech signal. The hypothesized epochs at the positive
zero crossings of the filtered signals are marked in (b) and (d).

tation around the instant of glottal closure during voiced speech is computed as

Ev[k] = |y[ek + 1]− y[ek − 1]|, k = 1, 2, ...,M. (3.8)

Figure 3.3(c) shows the strength of excitation measured at the epochs for a segment of

speech (sampled at 16 kHz) containing silence, voiceless frication and voiced regions.

The zero-crossings in the ZFF signal occur at regular intervals and correspond to the

GCIs in the voiced regions, and the strengths of the impulse-like excitation are large.

On the other hand, the zero-crossings occur at irregular intervals in the nonvoiced (non-

speech as well as voiceless speech) regions, and the measured strengths of impulses at

these instants are significantly low compared to those in the voiced regions. A simple

threshold on the strength isolates the regions of voiced excitation. This can be verified

with the sharp changes in the dEGG signal given in Fig. 3.3(c). Robustness of the ZFF

method for epoch extraction against different additive noise was demonstrated in [65].
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Figure 3.3: Illustration of voiced/nonvoiced segmentation using excitation strength de-
rived from the ZFF signal. (a) Speech waveform containing voiced and
nonvoiced (silence/unvoiced) region. (b) ZFF signal with epochs marked at
the positive zero crossings. (c) Strength of excitation at epochs along with
voiced/nonvoiced decision.

3.2 Temporal filter-bank analysis

Block processing involves analysis of the speech signal over a predetermined win-

dow/block length, which is typically in the range of 10-30 ms. The spectral features

computed are the average characteristics of the signal/system over the chosen block,

and hence there is a possible loss of temporal resolution of the spectral characteristics.

Higher resolution in the time-domain may be useful in the analysis and representation

of dynamic sounds (such as trills) or highly transient regions (consonant-vowel bound-

aries) in continuous speech. Temporal filter-bank analysis of speech signals provides an

alternate way of computing the spectral features which does not use block processing

approach. Designing of filter-banks, either FIR (finite impulse response) or IIR (infinite

impulse response) have their own advantages and disadvantages along with issues of

ripples in pass-band or stop-band. In this thesis, the filter-banks are generated by using

only zeros or poles on the unit circle. An FIR filter-bank is designed using zeros on

the unit circle chosen at the two extremes of the frequency spectrum, i.e., at ω = 0 and

ω = π. The shape of the filter and hence the center frequencies can be varied by varying
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the order or multiplicity of zeros at these two locations. The resulting filters have a finite

impulse response, and a smooth frequency response without any ripple. The envelope

of the analytic signal obtained by computing the Hilbert transform of the filtered signal

is sampled around the instants of glottal closure which have a high signal-to-noise ratio

(SNR). The resulting time-frequency plots are smooth, and provide an alternate way

of extracting the spectral or cepstral features. One of the main drawbacks of this FIR

filter-bank analysis is that it provides nonuniform spacing of the filter-banks. Also large

filter orders are required to achieve good spectral resolution, especially at low frequen-

cies. As an alternative, IIR filter-bank analysis is proposed, which uses only a single

pole resonator at ω = π. The filter-bank is simulated by shifting the spectrum by mul-

tiplying the signal by a complex sinusoid, before it is filtered using a digital resonator

at ω = π. The frequency of the complex sinusoid is chosen as ωo = (π − ωi), where ωi

is the desired center frequency of the filter. The Hilbert envelope of the filtered signal

sampled at the GCI gives the instantaneous strength of the frequency component at ωi.

The resulting spectrum is smooth, and has good resolution in time domain, especially

at highly transient regions which get smoothed in the traditional short-time analysis of

speech.

3.2.1 FIR filter-bank

The motivation for the development of a filter-bank using FIR filters comes from the

preemphasis operation frequently used in the analysis of speech signals. The preem-

phasis operation is performed primarily to compensate for the large spectral tilt of the

speech signal, by windowing in the frequency domain using a smooth function empha-

sizing the higher frequency components relative to the lower ones. The transfer function

of the preemphasis filter is given by

H(z) = 1− αz−1, (3.9)

where 0 ≤ α ≤ 1 controls the amount of compensation of the spectral tilt provided by

the operation. When α = 1, the preemphasis operation is simply the differencing of the

signal, which is equivalent to a zero on the unit circle in the z-plane at ω = 0. While
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a simple differencing operation can compensate for the large spectral tilt in the spec-

trum of speech (typically voiced speech), it can also reduce the SNR of the resulting

spectrum, especially in noisy environment, by boosting the weak high frequency com-

ponents which are more susceptible to degradations. This can be controlled by adding

an additional zero to the preemphasis filter at ω = π. The resulting transfer function is

given by

H(z) = (1− z−1)(1 + z−1). (3.10)

Figure 3.4(b) shows the frequency response of (1− z−1), (1 + z−1), and (1− z−1)(1 +

z−1). It can be seen that a zero on the unit circle at ω = 0 provides a smooth high-

pass characteristics, while a zero on the unit circle at ω = π gives a smooth frequency

response with the characteristics of a low-pass filter. A combination of the two zeros

one at ω = 0 and the other at ω = π provides a frequency response with characteristics

of a band-pass filter with smooth roll-offs, and centered at ω = π/2. The bandwidth of

this band-pass filter can be controlled by increasing the number of zeros on either end of

the spectral range. In general, filters with different center frequencies can be generated

by suitably adjusting the number of zeros at ω = 0 and ω = π. The transfer function of

a generic filter with m zeros at ω = 0 and n zeros at ω = π is given by

H(z) = (1− z−1)m(1 + z−1)n (3.11)

|H(ω)| = 2m+n sinm
(ω

2

)
cosn

(ω
2

)
(3.12)

Figure 3.4(b) shows the frequency response of the FIR filters for different values of

m and n. Note that the peak response of the filter can vary based on the choice of

values for m and n. The frequency response of each of the filter is normalized to unity

at the maximum. Figure 3.4(c) shows the normalized frequency response of a filter-

bank generated by varying the values of m = 0, 1, ...,M and n = M − m such that

m+ n = M is the order of each filter. The filters shown in the figure are computed for

M = 128, and for a sampling rate of Fs = 8000.

The location of the center frequency (corresponding to maximum response) can be
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Figure 3.4: FIR filters using zeros on the unit circle. (a) z-plane with zeros on the unit
circle at ω = 0 and ω = π. (b) Frequency response of some selected filters.
(c) FIR filter-bank using zeros on the unit circle and a filter order M = 128.

computed by solving

∂(|H(ω)|)
∂ω

∣∣∣∣
ω=ωc

= 0, (3.13)

where ωc denotes the center frequency. The center frequency in terms of the number of

zeros at ω = 0 and ω = π is given by

ωc = 2 tan−1

(√
m

n

)
. (3.14)

(3.15)

The center frequency in Hz as a function of m, the number of zeros at ω = 0, for a fixed
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(a) Center frequency vs m (b) Bandwidth vs M
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Figure 3.5: Illustrations on FIR filter-bank design parameters. (a) Center frequency of
the filter as a function of number of zeros used at ω = 0, for a fixed value
of filter order M = 128. (b) Bandwidth of the filter as a function of filter
order M for a fixed center frequency fc = Fs/2, where Fs = 8000 is the
sampling rate. (c) Peak filter response log2 |H(ωc)| as a function of m, the
number of zeros at ω = 0, for a fixed value of filter order M = 128.

value of the filter order M = m+ n is given by

fc =
Fs
π

tan−1

(√
m

(M −m)

)
, (3.16)

(3.17)

where Fs is the sampling rate of the signal to be filtered. Figure 3.5(a) shows the

nonlinear mapping between the center frequency fc and m, the number of zeros at

ω = 0, for a fixed value of M = 128. It can be seen from Fig. 3.4(c) and Fig. 3.5(a) that

the density (number) of filters at low frequencies (< 1 kHz) and at high frequencies

(> 3 kHz) is less compared to that at the center frequencies where the filter density

is almost linear. Note that the bandwidths of the filters also vary as a function of m,

the number of zeros at ω = 0. Figure 3.5(b) shows the bandwidth of the filter with
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a fixed center frequency fc = Fs/2 (i.e., m = n) as a function of the filter order M .

Figure 3.5(c) shows the peak filter response log2 |H(ωc)| as a function ofm, the number

of zeros at ω = 0, for a fixed value of filter order M = 128.

The envelope of the signals obtained by filtering a given speech signal s[n] through

the filter bank gives an estimate of the instantaneous values of the spectral components.

Let yi[n] denote the output of the ith filter of the filter-bank with a center frequency

fci . The instantaneous values of the spectral strength at fci is computed as the Hilbert

envelope of yi[n] given by

yai [n] =
√
y2i [n] + y2hi [n], (3.18)

where yhi [n] is the Hilbert transform of yi[n]. The Hilbert transform of yi[n] is computed

as

yhi [n] = IDTFT{Yhi(ω)}, (3.19)

where

Yhi(ω) =

 −jYi(ω), 0 < ω < π

jYi(ω), −π < ω < 0
, (3.20)

and Yi(ω) is the DTFT of the sequence yi[n]. The envelope signal yai [n] is normalized

by dividing with the peak filter response |H(ωci)| before sampling the signal at the high

SNR epoch locations.

A similar filter-bank can also be derived by choosing smooth window functions (i.e.,

filters designed in the discrete frequency domain) as is done in the case of mel filter-

bank for the computation of cepstral coefficients. The primary difference in operating

in the frequency domain is that the spectral features have already been averaged in

the computation of the DFT over the chosen block length. The advantage of using an

FIR filter-bank is the linear phase characteristics of the filters, which ensures that there

are no phase distortions in the filtered output. One of the primary drawbacks of the

proposed FIR filter-bank is lack of flexibility for choosing the center frequency and

bandwidth. Also, large filter orders are required to achieve narrow bandwidths. The
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spectral resolution in the frequency domain that can be achieved using this FIR filter-

bank may be sufficient for feature representation in speech system, where normally a

slightly smoothed spectrum is preferred over a finely resolved spectrum. These issues

can be redressed using an IIR filter-bank, which is discussed in the next section.

3.2.2 IIR filter-bank

IIR filters can provide a steep roll-off and hence a narrow bandwidth using only a small

filter order. Traditional digital IIR filter design techniques have issues such as nonlinear

phase and ripple in the stop-band or pass-band. In this thesis, a single pole resonator

with the pole on the real axis at ω = π or Fs/2, where Fs denotes the sampling fre-

quency, is used to simulate an IIR filter-bank. The single pole resonator with its pole

on the real axis in the z-plane has a transfer function and squared-magnitude frequency

response given by

H(z) =
1

(1− rz−1)
, (3.21)

and

|H(w)|2 =
1

(1− 2r cosω + r2)
, (3.22)

where −1 ≤ r ≤ 0 denotes the radial distance of the pole from the origin along the

negative real axis in the z-plane. In order to estimate the spectral component at ωi, the

spectrum of the signal is shifted by an amount (π−ωi) by multiplying the speech signal

with a complex sinusoid ej(π−ωi)n before filtering it using the fixed single-pole resonator

at Fs/2 (i.e., ω = π). The filtered output for a given speech signal s[n] is computed as

y[n] = r ∗ y[n− 1] + s[n]ej(π−ωi)n (3.23)

= r ∗ y[n− 1]− s[n]ejωin. (3.24)

The filtered output is an instantaneous signal which estimates the spectral component

at ωi for every sample shift. Since speech is a signal with time-varying signal-to-noise

(SNR) ratio, it may not be ideal to sample it at any arbitrary time instant. The knowledge
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Figure 3.6: IIR filter with a single pole at ω = π. (a) z-plane plot of an IIR filter with
a pole at ω = π. (b) Frequency response of the IIR filter for r = −1 (solid
line) and r = −0.9 (dotted line).

based on the excitation source that the speech signal has a high SNR around the instants

of glottal closure (GCIs or epochs) is used to sample the filtered outputs around the

epochs. The estimate of the spectral component at ωi around an arbitrary epoch location

ej is given by

Ŝ(ej, ωi) = max
k=ej−M :ej+M

ye[k], (3.25)

where ye[n] =
√
y2r [n] + y2i [n] is the amplitude envelope of the complex signal y[n] =

yr[n] + jyi[n]. Here yr[n] and yi[n] denote the real and imaginary parts of the complex

signal y[n], and M corresponds to a window of 2 ms. One of the main advantages in

choosing the resonator at ω = π is that the estimates of the amplitude envelopes of the

signals are more accurate when the carrier frequency is as high as possible compared to

the overriding base signal (i.e., envelope) which is normally a slow varying component.

Also, choosing the resonator at the extremes of the spectral range avoids any distortions

due to truncation of the frequency response at the edges, for an arbitrarily chosen pole

location. The pole on the unit circle (r = −1) results in the filtered output growing in

an uncontrolled fashion. The instability in the system is handled by pushing the pole

slightly inside the unit circle. The frequency responses of the filter in (3.21) for r = −1

and r = −0.9 at a sampling rate of Fs = 8 kHz are shown in Fig. 3.6(b). The bandwidth

B (in Hz) of the filter is related to the radius |r| of the pole from the origin as

|r| = e−πBT , (3.26)
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Figure 3.7: Spectrum estimation using the proposed IIR filter-bank (dotted line), in
comparison with the spectrum estimated over 20 ms block length.

or

B = − ln(|r|)
πT

, (3.27)

where T = 1/Fs is the sampling interval in time. Figure 3.7 shows the spectral enve-

lope (dotted line) computed at a voiced epoch for the vowel /a/ using the proposed IIR

filter-bank. The short-time magnitude spectrum computed for a block of 20 ms around

the epoch is also shown for comparison. The spectrographic representation of the vocal

tract information derived using the proposed filter-bank methods is shown in Fig. 3.8.

Figures 3.8(c) and 3.8(d) are the spectrographic representations of system features ob-

tained using the FIR and IIR filter-banks, respectively. Figure 3.8(b) shows the spectro-

graphic representation obtained by processing the speech signal around an epoch (from

the previous epoch to the next epoch) using the traditional short-time Fourier transform.

It can be seen that the filter-bank methods provide good estimates of the spectral infor-

mation in the speech signal. The usefulness of these representations in the development

of speech systems is studied in the context of phone recognition in Chapter 9.

3.3 Zero-time liftering of speech

During production of speech the excitation source and the shape of the vocal tract

change continuously with time, with significant interaction between the source and the

system. It is indeed a signal processing challenge to extract features of the changing

vocal tract system from the speech signal. Short-time spectrum analysis smears the
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Figure 3.8: Spectrographic representation of the vocal tract system information using
the filter-bank methods. (a) Speech waveform. (b) STFT-based wideband
spectrogram. (c) Spectrogram derived using FIR filter-banks. (d) Spectro-
gram derived using IIR filter-bank.

information of the vocal tract system either in the time domain (as in the narrowband

(NB) spectrogram) or in the frequency domain (as in the wideband (WB) spectrogram).

Moreover, the averaging effect in the time domain in the NB spectrogram may destroy

the critical/useful information of the vocal tract system captured in the signal imme-

diately after the impulse-like excitation, which takes place around the glottal closure

instant (GCI) in each glottal cycle. In methods based on modeling the vocal tract sys-

tem, such as all-pole model in the linear prediction (LP) analysis [33], the size of the

window and the order of the prediction need to be chosen a priori. If the size of the

window is large (> 2 pitch periods), the pitch period affects the estimated LP coeffi-

cients (LPCs), and if the size of the window is small, the LPCs are affected due to poor

estimation of the autocorrelation coefficients from short segments of data. Moreover,

the position of the window relative to the signal waveform also influences the analy-

sis significantly. Pitch synchronous analysis, anchored around the epochs (GCIs), can

help overcome the effects of position of the window. Averaging the autocorrelation
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coefficients over three or four successive glottal cycles will reduce the errors in their

estimation. These methods are used to derive the formants in the closed and open phase

regions of the glottis in each cycle [68]. But these methods require careful analysis of

speech signal to select those regions. For larger size windows, one can obtain an esti-

mate of the overall (averaged or smoothed) spectrum over that window, even though it

is known that the vocal tract system may change significantly even within a pitch pe-

riod due to opening and closing of the glottis within a glottal cycle. Efforts to overcome

the influence of the pitch period on the envelope of the short-time spectrum, such as

TANDEM-STRAIGHT [69], are very effective in producing the spectral envelope cor-

responding to the response of the vocal tract system. But this response also represents

the averaged spectral characteristics over the duration of the analysis segment.

In general, most of the attempts to capture the time-varying characteristics of the

excitation source and the vocal tract system during speech production involve one of

the following:

(a) Quasistationarity assumption of the production process [30, 31]

In this representation the spectral envelope and the excitation characteristics are

interpreted from the short-time spectrum derived through DFT or LP analysis using

block processing. As mentioned earlier, these analysis methods bring out the average

characteristics over the block of data.

(b) Mono and multicomponent AM-FM sinusoidal model representations of the sig-

nals [70, 71, 72]

These representations involve estimation of the time-varying model parameters.

Here the model parameters are sensitive to block processing. Also this representation

does not use any knowledge of speech production.

(c) Source-system models of speech production [73, 74, 75]

These models assume that the vocal tract system can be represented as time-varying

resonances, and attempt to derive the parameters. For this the resonance information is

extracted either by LP model or by damped sinusoidal models, and extract the parame-

ters of these models by block processing.
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(d) Instantaneous fundamental frequency and pitch adaptive analysis [76, 68]

In this case the instantaneous fundamental frequency is derived, followed by pitch

synchronous analysis of the speech segments. Even in this case the analysis depends

critically on the ability of extracting the pitch epochs.

In this thesis, the issue of extracting the spectral features of the vocal tract system

from a short (effectively much smaller than 5 ms) segment is addressed. This segment

is multiplied by a window function so that the signal components at the beginning of the

segment get more emphasis. The objective is to derive the characteristics of vocal tract

system response at some important events in speech production, such as at the instants

of significant excitation. Note that the conventional Fourier analysis of short segments

of data results in severe time-frequency resolution problems, apart from ripple in the

spectrum due to truncation effects. An approach called zero-time liftering of speech is

proposed here to extract the spectral characteristics of the vocal tract system. This is

analogous to the zero-frequency filtering proposed in [65, 66] for extraction of the ex-

citation source features, such as epochs and instantaneous fundamental frequency. The

effect of zero-time liftering operation in time domain is equivalent to smoothing the

spectrum by successive integration of samples in the frequency domain. The features in

the spectrum are highlighted by exploiting the high resolution and additive properties of

the group-delay function [41, 42, 43]. These features are extracted effectively when the

analysis segment starts around the epoch, which is the desired information. The result-

ing spectral information is not affected by the pitch period. The spectral information is

also not dependent on the choice of any model parameters, as in the LP analysis.

3.3.1 Basis for the proposed method of extracting instantaneous

spectral features

Motivation for the proposed zero-time liftering of speech signals for extracting instan-

taneous spectral features is based on the zero-frequency filtering (ZFF) method (see

Section 3.1.1) for extracting the excitation source characteristics. The ZFF method

involves passing the speech signal through an ideal digital resonator located at 0 Hz,
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whose transfer function is given by

H(z) =
1

(1− z−1)2
. (3.28)

This is equivalent to windowing the signal spectrum in the frequency domain by the

frequency response of the resonator given by

|H(ω)|ω= 2πk
2N

=
1

4 sin2 πk
2N

, k = 0, 1, ..., 2N − 1, (3.29)

where 2N is the number of samples in the DFT computation. This windowing operation

in the frequency-domain is equivalent to integrating the signal twice (or equivalently cu-

mulative sum in the case of a discrete signal) in the time-domain. This results in a signal

with a polynomial-type growth/decay. Figure 3.9(a) shows a segment of speech signal

synthesized by exciting an all-pole system (LPCs derived by a 10th order LP analysis

of 20 ms of a steady voiced region of a speech utterance recorded at 8 kHz sampling

rate) with a train of impulses spaced 10 ms apart. The log-magnitude spectrum of the

segment of speech is shown in Fig. 3.9(e). The windowing function Eq. (3.29) and the

windowed spectrum are shown in Fig. 3.9(f). The output of the above filtering oper-

ation is shown in Fig. 3.9(b), which has a polynomial-type growth. The ZFF method

described in Section 3.1.1 involved passing the signal twice through the ideal resonator.

The equivalent windowing function in the frequency domain and the weighted spectrum

are shown in Fig. 3.9(g). The resulting filtered signal with an increased polynomial-type

growth is shown in Fig. 3.9(c). Note the dynamic ranges of the spectra in Figures 3.9(f)

and 3.9(g) relative to the dynamic range of the spectrum of the signal in Fig. 3.9(e).

Note also that these spectra cannot be computed directly from Figures 3.9(b) and 3.9(c)

due to discontinuity of the signal at the ends of the segments. In Fig. 3.9(g) most of the

spectral information (i.e., formants and spectral rolloff) is deemphasized, and only the

region near 0 Hz has some significant (in terms of amplitudes) values.

An important point to be noted here is that while the zero-frequency filtering opera-

tions appear to smear or smooth out the features in the time domain, all the information

in the original signal is preserved, which can be obtained by successive differencing

of the signal. The advantage of the choice of a window function in frequency-domain
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which performs a cumulative sum in time-domain is that the discontinuities (impulse-

like excitations) in the signal are not smeared, but are confined only to the time in-

stant at which they occur. These discontinuities can be highlighted by removing the

polynomial-trend in the signal, which can be done by subtracting the local mean around

the discontinuity, as given by Eq. (3.5). It can be seen from Fig. 3.9(d) that the discon-

tinuities can be highlighted by using a trend removal operation, which subtracts from

the signal, at each sample index, the local mean computed over a window size of 1.5

times the average pitch period of the original signal. The negative-to-positive zero-

crossings (marked by downward arrows in Fig. 3.9(d)) correspond to the locations of

the discontinuities or the epochs.

The spectrum of the ZFF signal in Fig. 3.9(d) is shown in Fig. 3.9(h), which shows

a peak around the pitch frequency. In other words, it appears that the original signal in

Fig. 3.9(a) is filtered by a bandpass (resonance-like) filter. But it is important to note

that the peak of this filter as governed by the choice of window length for trend removal

need not be located at the pitch frequency. The locations of the negative-to-positive

zero-crossings in Fig. 3.9(d) do not change, as long as the peak of this bandpass fil-

ter is around the pitch frequency. This can be verified by taking a segment consisting

of sequence of impulses spaced by pitch period, and computing the ZFF using differ-

ent window lengths (in the range of 1-2 pitch periods) for trend removal operation in

Eq. (3.5). More discussions and illustrations on the effect of window length in ZFF are

given in [65, 66].

Let us now consider the resonance peaks in the spectrum of a segment of speech sig-

nal as discontinuities (due to their impulse-like characteristics) in the frequency domain,

analogous to the impulse-like excitations in the time-domain. Based on this analogy,

a sequence of operations similar to the one in zero-frequency filtering, but with an in-

terchange of the time and frequency domains, can be used to smooth out any minor

fluctuations in the computation of the signal spectrum, while still highlighting the res-

onance peaks. Let us now consider the sequence of equivalent operations starting with

windowing in the time domain. That is, multiplying the time domain signal (starting

at an epoch location as shown in the illustration in Fig. 3.9(a)) with a window function

similar in shape to the frequency response of the 0 Hz resonator. The window function
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Figure 3.9: Illustration of zero-frequency filtering of speech signals on a segment of
synthetic speech waveform. The epoch locations are marked by downward
arrows in (d).

(analogous to Eq. (3.29)) is given by

w1[n] =

 0, n = 0

1/(4 sin2 πn
2N

), n = 1, 2, ..., N − 1,
(3.30)

where N is the duration of the segment of the signal. The value w1[0] = 0 is chosen

to avoid division by zero. This also makes the mean values of the FT of the windowed

signal to be zero, but does not alter the spectral peaks or valleys. A segment of speech

signal starting at an arbitrary epoch location is shown in Fig. 3.10(a). The windowed

signals obtained by using the above window function once, as well as twice (equiva-

lent to a double resonator of the type in Eq. (3.29) used in obtaining ZFF signal), are

shown in Figures 3.10(b) and 3.10(c), respectively. The DFT spectra of the signals in

Figures 3.10(a), 3.10(b) and 3.10(c) are shown in Figures 3.10(d), 3.10(e) and 3.10(f),

respectively. The spectra of the windowed signals in Figures 3.10(e) and 3.10(f) are like

smoothed (cumulative summed) versions of the spectrum in Fig. 3.10(d). This is analo-
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Figure 3.10: Illustration of zero-time liftering analysis for a short segment (5 ms)
of synthetic speech. The liftering window shown in (a) is scaled by
max(w1[n]) for display purpose.

gous to Figures 3.9(b) and 3.9(c) with respect to Fig. 3.9(a). Note the relative scales of

the vertical axes in these cases like in Figures 3.9(b) and 3.9(c).

The spectral features such as formant peaks are lost in Fig. 3.10(f) due to smoothing.

But these features are embedded in the fine fluctuations in the smoothed spectrum. One

obvious way of extracting these spectral features is by removing the trend, which can

be achieved by simply differencing in this case. Figure 3.10(g) gives the spectrum

obtained by successively differencing the plot in Fig. 3.10(f). The formant features of

Fig. 3.10(d) can be seen better in Fig. 3.10(g), but the spectral rolloff feature are lost in

these operations.

One can exploit the additive and high resolution properties of the group-delay func-

tion to highlight the formant features of the spectrum [41]. Let x[n] be the windowed

signal. That is

x[n] = s[n]w1[n], n = 0, 1, 2, ..., N − 1. (3.31)
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The group-delay function is computed as follows [36]:

τ(ω) =
XR(ω)YR(ω) +XI(ω)YI(ω)

X2
R(ω) +X2

I (ω)
, (3.32)

where X(ω) = XR(ω) + jXI(ω) is the DTFT of x[n], and Y (ω) = YR(ω) + jYI(ω) is

the DTFT of y[n] = nx[n].

The features of the spectrum can also be seen in the numerator of the group-delay

(NGD) function, i.e.,

g(ω) = XR(ω)YI(ω) +XI(ω)YI(ω). (3.33)

The NGD g(ω) usually has higher resolution (i.e., g(ω) ∝ |X(ω)|4) around the for-

mants than τ(ω), since τ(ω) ∝ |X(ω)|2 around the formants [43]. This high resolution

property of NGD helps to highlight the resonance features of the spectrum. In fact for

g(ω) the division by |X(ω)|2 in Eq. (3.32) can be avoided.

Figures 3.10(h), 3.10(i) and 3.10(j) are the NGD plots corresponding to signals in

Figures 3.10(a), 3.10(b) and 3.10(c), respectively. The NGD plot g(ω) in Fig. 3.10(j)

is processed further (discussed in Section 3.3.2) by differencing twice and reversing

the sign to highlight the peaks of the spectral features. The resulting plot is shown in

Fig. 3.10(k). Note that the spectral peak features can be seen better in Fig. 3.10(k) as

compared to Fig. 3.10(g). One can observe even the weak fourth formant in this case.

The true formant frequencies are shown by vertical lines in Fig. 3.10(k).

Since the equivalent of the filtering operation (windowing in frequency domain)

is done in the time domain when s[n] is multiplied by w1[n], the resulting operation

may be called liftering (borrowing the term from cepstrum analysis [77], except that

in cepstrum analysis the term liftering is used for windowing the cepstrum, where the

cepstrum is defined as the inverse FT of the log-magnitude spectrum). Since in the

present case the liftering is done on the signal at an arbitrary reference of n = 0, this

is called zero-time liftering. This term is used analogous to the zero-frequency filtering

in [65]. The windowed signal x[n] looks almost like an impulse, as most large amplitude

values are near the origin n = 0. The spectral features can be obtained through the NGD
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for a segment of the signal starting at any instant. Hence the result can be interpreted as

instantaneous spectral features. In the next section, we describe the proposed zero-time

liftering method for extraction of instantaneous spectral features from speech signals.

3.3.2 Zero-time liftering approach for instantaneous spectral fea-

tures

The basic steps in the proposed approach are as follows:

(a) Consider the differenced/preemphasized signal s[n] at the sampling frequency of
fs Hz. For discussion throughout this section we consider fs =10 kHz.

(b) Consider M samples of the signal, starting from an arbitrary reference, set at
n = 0. That is s[n] is defined for n = 0, 1, ...,M − 1.

(c) Multiply s[n] with a function given by

w1[n] =
1

4 sin2 πn
2N

, n = 0, 1, 2, ..., N − 1. (3.34)

Let

x[n] =

{
0, n = 0

s[n]w1[n], n = 1, 2, ...,M − 1,
(3.35)

where x[0] is set equal to zero, as w1[n] is infinity for n = 0.

(d) Compute the NGD of x[n] after appending x[n] with (N − M ) zeros, where
N >> M , so that the spectral features are visible in the NGD function due to
increased number of samples in the frequency domain. The NGD function is
given by

g[k] = XR[k]YR[k] +XI [k]YI [k], k = 0, 1, ..., N − 1 (3.36)

where X[k] = XR[k] + jXI [k] is the N -point DFT of the sequence x[n], and
Y [k] = YR[k] + jYI [k] is the N -point DFT of the sequence y[n] = nx[n]. Note
that in these notations X[k] = X(ω)|ω=2πk/N , Y [k] = Y (ω)|ω=2πk/N , and g[k]
is obtained through X[k] and Y [k]. Note also that the g[k] is not the sampled
version of g(ω) in Eq. (3.33), as it is computed from X[k] and Y [k].

Figure 3.11(a) shows a segment of speech waveform. The NGD plots for each

sample shift are shown in Fig. 3.11(b). In this case M = 50 samples, corresponding

to 5 ms data. Each analysis segment of the signal is appended with N − 50 samples,

where N = 2048 in this illustration. The NGD plots are given for (N/2 + 1) points.
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Figure 3.11: Effect of ZTL on NGD spectrum as compared to magnitude spectrum.
(a) A segment (100 ms) of speech waveform. (b) 3-dimensional (instanta-
neous) NGD plots computed over 5 ms liftered segments for every sample
shift. (c) Instantaneous squared-magnitude spectra.

Figure 3.11(c) shows the spectrum plots at each time instant. From Fig. 3.11 it is evident

that the NGD plots show the resonance peaks of the vocal tract system, whereas the

spectrum plots do not show the resonance peaks. Note that 5 kHz correspond to 1024

points on the frequency axis.

Figure 3.12 shows separately analysis of two segments of speech and their corre-

sponding NGD plots. Segment-1 is chosen near the epoch location, and segment-2 is

chosen in between two epochs, 5 ms to the right of the first epoch. The ripple for

segment-1 (see first column last row of Fig. 3.12) is due to truncation effect of the 5

ms segment, since M = 50. The ripple for segment-2 (see second column last row of
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Figure 3.12: Effect of window positioning on ZTL. Speech signal s[n], liftered signal
x[n], squared-magnitude spectrum |X[k]|2, and NGD spectrum g[k] (row-
wise top to bottom, respectively) for (a) a segment of speech starting near
the epoch location (first column, segment-1), and (b) a segment starting in
between epochs (second column, segment-2).

Fig. 3.12) is due to the effect of impulse-like excitation around n =25 due to start of

the next glottal cycle. If we observe Fig. 3.12 carefully, the segment at the epoch shows

the features better and stronger, as it corresponds to minimum phase signal, whereas

the segment-2 has fewer spectral features due to ripple. Also the effect of the impulse-

like excitation at the next epoch influences the NGD. Another interesting observation

is that, for short (< pitch period) windows, the NGD at the epoch is not influenced by

the impulse at the next epoch. The NGD plots for one glottal cycle (Fig. 3.13(a)) show

that only one NGD plot seems to be large, and hence significant, within each pitch pe-

riod. All other NGD plots at other instants have small values. Note that the liftered

signal at epochs has almost the appearance of an impulse, in the sense that all sample

values for n greater than a few samples are very small, due to the liftering function

w1[n] in Eq. (3.34). On the other hand, the NGD plots at many more instants seem to
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Figure 3.13: Illustration of ZTL for voiced and unvoiced speech. Speech waveform
and instantaneous NGD spectrum for (a) about one pitch period of voiced
and (b) 10 ms of unvoiced segments of speech.

be significant in the unvoiced segment, as shown in Fig. 3.13(b).

Figure 3.14(a) (first column) shows the NGD plots for different values of M corre-

sponding to 2 ms, 3 ms, 5 ms and 10 ms, all starting near the epoch. The plots show that

the resonance peaks are obtained even for small window sizes. As expected, for smaller

window sizes the spectral peaks are broader, i.e., the frequency resolution is poorer. But

as the window size is increased, the ripple due to truncation can be seen in the NGD

due to smaller period of the cycles in the frequency domain. Note that the ripple in the

NGD for a segment greater than pitch period (Case: 10 ms) is large due to the effect of

impulse-like excitation at the next epoch.

The ripple effect due to truncation can be reduced by using a tapering window func-

tion of the type

w2[n] = 2
(

1 + cos
(πn
M

))
= 4 cos2

( πn
2M

)
, n = 0, 1, ...,M − 1, (3.37)

instead of a rectangular window. This window function performs an equivalent oper-

ation of summing the samples in the frequency domain. The resulting NGD plots are

shown in Fig. 3.14(b) (second column) for different window lengths, and have lesser

ripple in comparison with plots computed without using the tapering window (first col-

umn).

The effect of several stages of zero-time liftering produces large values for the re-
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Figure 3.14: Effect of window length and the use of tapering window to reduce ripples.
(a) NGD plot computed for a segment of speech liftered using window
sizes of 2, 3, 5 and 10 ms, respectively. (b) Effect of using a tapering
window function w[n] in Eq. (3.37) for different liftering window lengths.

sulting spectra. The features in the spectrum can be seen by successive differencing of

the spectrum or the NGD spectrum. Figure 3.15(c) shows the result of differencing the

NGD spectrum twice. It can be seen that the double-differenced NGD (DNGD) gives

the spectral information better due to its high resolution properties.

As mentioned earlier, it may be enough to consider the NGD function near each

epoch for each pitch period. Since the magnitude spectrum is also smooth at the epochs,

dividing the NGD by squared-magnitude spectrum gives the group delay function at

epochs. Figure 3.15(d) shows the double-differenced group-delay (DGD) function plots

for different window sizes used for liftering. Note that the squared-magnitude spectrum

is smooth in most cases, as the liftered signal is close to an impulse-like function.

3.3.3 Robustness of zero-time liftering approach

In this section we examine the robustness of the zero-time liftering approach for extract-

ing the instantaneous spectral features, when the speech signal is degraded by different
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Figure 3.15: Effect of using the liftering function w1[n] twice and the tapering win-
dow w2[n] once. (a) Squared-magnitude spectrum, (b) NGD spectrum,
(c) double-differenced sign-reversed NGD spectrum, and (d) double-
differenced sign-reversed group-delay spectrum (first, second, third and
fourth column, respectively) for different liftered window sizes of 2 ms, 3
ms, 5 ms and 10 ms (first, second, third, and fourth row, respectively).

types of degradations. Throughout the study in this section and in the next section, a 5

ms segment of data is used, and at each instant the data is multiplied with w2
1[n]w2[n] as

discussed in the previous section. The spectral features are displayed using the double

differenced NGD of the windowed data. Due to large amplitude of low frequency res-

onances and also due to large dynamic range of the NGD and the DNGD, the spectral

details in the higher frequency range are not seen in some cases. Hence the original

speech data is preemphasized with a filter (1− az−1), where a =0.5. The choice of the

preemphasis factor is not critical. Any value of a in the range 0.4 to 0.8 seems adequate

to bring out the spectral features in the higher frequency range. Throughout 2048-point

DFTs are used, by appending the windowed signal with adequate number of zeroes.

This will provide adequate number of samples for displaying the spectral features in the

frequency domain.
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Figure 3.16: DNGD spectrum for different types of degradations. (a) Babble noise, (b)
vehicle noise, and (c) white noise from NOISEX database.

Babble, vehicle and white noise from the NOISEX database [78] are used to gen-

erate speech signals at different signal-to-noise ratios (SNR). Figure 3.16 shows the

DNGD plots for the three types of noise signals separately. They show that for bab-

ble noise the spectral characteristics are like that for the speech signal, with significant

concentration of energy in the lower frequency region. For vehicle noise, the energy

is concentrated in a narrow band in the low frequency region. For white noise, there

are no well defined spectral features, and hence the energy is spread randomly over the

entire frequency range.

Figure 3.17 shows the DNGD plots for clean and noisy data at 5 dB SNR for the

three cases of noises. The noise data is added to the speech signal to obtain the desired

SNR. It is interesting to note that even at 5 dB SNR all the features of the voiced and

unvoiced segments are preserved in the DNGD plots. The only change is in the low

frequency region for babble and vehicle noise cases, since these two types of noises

have concentration of energy in the low frequency region. It is also interesting to note

that most of the spectral information is preserved in the voiced and fricative regions

in the case of white noise. There is no significance difference between the clean case

and the noise case, except in the higher frequency region where some low amplitude

formants are affected. When the noise level is increased to 0 dB SNR, then some of

the spectral features, especially in the decaying vowel region are lost. But the spectral

features of the frication region stand out even at this low SNR. The robustness of the

method for additive noise degradation is mainly due to the high resolution of the DNGD

plots in both the time and frequency domains. This property may help in developing
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Figure 3.17: Instantaneous DNGD spectra for a segment of speech ([os] as in ‘toast’)
for different types of additive noise at 5 dB SNR from NOISEX database.
DNGD plots for (a) clean, (b) 5 dB babble noise, (c) 5 dB vehicle noise,
and (d) 5 dB white noise.

methods for enhancement of speech.

Figure 3.18 is an illustration of robustness of the zero-time liftering for another

segment of speech consisting of weak voiced region.

3.3.4 Analysis of different categories of sounds

In this section we will examine the spectral features for different categories of sounds

using the zero-time liftering of speech signals. For the 3-D plots shown in this section,

suitable orientations of time and frequency axes for each case are chosen to illustrate

the instantaneous spectral features clearly for that category of sound. As seen from
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Figure 3.18: Instantaneous NGD spectrum for a segment of speech ([ona] as in
‘dont ask’) for different types of additive noise at 5 dB SNR from NOI-
SEX database. DNGD plots for (a) clean, (a) 5 dB babble noise, (c) 5 dB
vehicle noise, and (d) 5 dB white noise.

Fig. 3.13 in Section 3.3.2, the NGD plot around the epoch is strongest (high amplitude

and large dynamic range) compared to the NGD plots in other regions. This is also true

in the unvoiced regions, where the epochs are generally located at random instants, and

are much closer to each other, compared to the epochs in the voiced region. All instants

corresponding to negative-to-positive zero-crossings in the zero-frequency filtered out-

put are considered as epochs. The strongest DNGD plots and their instant are identified

by looking at the peak values of the DNGD plots at instants around each epoch. Some

weak formants in the DNGD plots appear with large slope or a valley instead of a peak,

as can be seen from Fig. 3.19(b), where the fourth formant is inverted. In order to high-

light the peaks of the spectral features, the DNGD is further processed by computing

the Hilbert envelope of the differenced DNGD. These are called HNGD plots, and are
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Figure 3.19: Selection of DNGD plots around epoch. (a) Speech waveform. (b) DNGD
plots selected around epoch locations. (c) HNGD plots selected around
epoch locations.

shown in Fig. 3.19(c). The Hilbert envelope a[n] of a sequence e[n] is obtained as

a[n] =
√
e2[n] + e2h[n], (3.38)

where eh[n] is the Hilbert transform of the sequence e[n], and is computed as follows:

eh[n] = IDTFT{Eh(ω)} (3.39)

where

Eh(ω) =

 −jE(ω), 0 < ω < π

jE(ω), −π < ω < 0
(3.40)

andE(ω) is the DTFT of the sequence e[n]. The HNGD plots highlight the peaks better,

and also overcome the false valleys that appear in some DNGD plots.

We discuss briefly the spectral characteristics through the HNGD plots of a few

categories of sounds chosen for illustration.

(a) Burst and aspiration

The spectral features for a short burst followed by an aspiration as in [th] is shown in

Fig. 3.20(a). The burst region can easily be seen in the plot. The nonstationary nature of
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the aspiration region can also be seen clearly in this plot due to the temporal resolution

of the spectral features provided by this method of analysis. Note that it is difficult to

mark the different regions in the time waveform, as clearly as in the frequency domain.

(b) Nasals and nasalized vowels

For nasal sounds there is a dominant first resonance in the low (< 300 Hz) frequencies

which masks the presence of higher resonances. Figure 3.20(b) shows the HNGD plots

for a few cycles of nasal in the context of [ona] as in ‘dont ask’. The low frequency

resonance is clearly seen, along with the resonances at higher frequencies which may

be due to the effect of coarticulation between the nasal and the adjacent vowels.

(c) Voice bars

In the case of voice bar the spectral peak in the low frequency corresponds to glottal for-

mant (Fig. 3.20(c)), which is much lower than the low frequency resonance of the nasal

sound. Glottal formant is a frequency domain aspect of the voicing source. The band

of increased spectral energy around the region of fundamental frequency is referred to

as glottal formant. Note that the peak is not due to the fundamental frequency, as the

analysis window length is less than a pitch period.

(d) Semivowels

The transition behaviour of the resonances of the vocal tract (especially, the second and

third formants) for a semivowel [y] can be seen clearly in the instantaneous spectral

features of the HNGD as shown in Fig. 3.20(d).

(e) Transitions

The instantaneous spectral features in the transition regions from vowel to consonant

or vice versa can be captured well in the HNGD plots due to good temporal resolu-

tion of the spectral features obtained by the zero-time liftering method, as shown in

Fig. 3.20(e). In fact the spectral characteristics in the transition regions for CV and VC

sounds are useful to determine the nature of the consonant, even if there is no release of

the burst in some cases of stop consonants.

(f) Trill

The spectral characteristics of a trill [r] are distinct in the sense that the vocal tract shape
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Figure 3.20: HNGD plots for different categories of sounds. (a) Burst and aspiration
([th] as in ‘toast’). (b) Nasal ([n] as in ‘dont ask’). (c) Voice bar ([dcl] as
in ‘had’). (d) Semivowel ([y] as in ‘all year’). (e) VCV transition ([iwa] as
in ‘greasy wash’). (f) Trill ([r] uttered in isolation).

63



Figure 3.21: Spectrographic display for an utterance (‘...in greasy wash water all year’)
by male voice. (a) Speech waveform. (b) HNGD spectrogram. (c) Wide-
band spectrogram. (d) Narrowband spectrogram.

is changing continuously due to the vibration of the tip of the tongue. The spectral

features at successive epochs are varying as can be seen in Fig. 3.20(f) for a trill sound

uttered in isolation. In this illustration it was noticed that there can be ripples in the

HNGD plots around epochs due to the presence of secondary excitations introduced by

the trilling of the tongue tip within the 5 ms segment of an epoch (as in Fig. 3.12(b)

of Section 3.3.2). In order to display the spectral features better, only 3 ms segments

are considered in this illustration. Note that the amplitude changes at successive epochs

are also reflected in these plots. The spectral features change in a cyclic manner at

a rate proportional to the trilling rate of the tongue (around 30 Hz) as shown by the

highlighting of every third spectral plot.

The illustrations in this section demonstrate clearly the usefulness of the proposed

zero-time liftering approach for analysis of various types of sounds, especially for anal-

ysis of dynamic sounds like transitions. Figure 3.21 shows the spectrographic displays

for a sentence uttered by a male voice. Figure 3.21(a) shows the speech waveform along

with the voiced (V) and nonvoiced (NV) regions marked. The voiced and nonvoiced re-

gions are detected using the zero-frequency filtered signal. The HNGD spectrogram is

shown in Fig. 3.21(b). The WB and NB spectrograms are shown in Figures. 3.21(c)
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Figure 3.22: Spectrographic display for an utterance (‘...carry an oily rag like that’)
by a female voice. (a) Speech waveform. (b) HNGD spectrogram. (c)
Wideband spectrogram. (d) Narrowband spectrogram.

and 3.21(d) for comparison. In contrast with the WB and NB spectrograms, it can be

clearly seen that the HNGD spectrogram has better temporal resolution compared to the

WB spectrogram, while retaining the spectral resolution of the NB spectrograms. The

smearing of the spectral features in WB and NB spectrogram at the transitions from

one region (V, NV) to another is absent in the HNGD spectrographic display due to

its temporal resolution of the spectral features. The HNGD, WB and NB spectrograms

for an utterance by a female voice are shown in Fig. 3.22. While the spectral features

can be seen better in the 3-D HNGD plots as shown in Fig. 3.20, the display of the

HNGD plots are shown in the form of a spectrogram (Figures 3.21 and 3.22) only to

show that the temporal behaviour of the spectral features are captured as in the case

of WB and NB spectrograms. The smearing in the spectrographic HNGD plots is due

to mapping of the large dynamic range of the HNGD plots to the intensity gray levels.

Suitable mapping function needs to be explored for better display of the HNGD plots

as a spectrogram.
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3.4 Evaluation of zero-time liftering method

In this section the effectiveness of the zero-time liftering method for extracting the

spectral features is discussed. Robustness of the zero-time liftering method is evaluated

using a 10th order LP spectrum as reference, as it gives spectral peaks better than STFT

spectrum. Figure 3.23 shows the spectrograms computed using LP analysis and ZTL

analysis for three different SNRs (10 dB, 5 dB and 0 dB) of the additive noise degrada-

tion of the signal. Both LP analysis and ZTL analysis are performed on the same seg-

ment of 5 ms considered around the GCIs. But for LP analysis a Hamming windowed

data is used, whereas for ZTL analysis the proposed window function w2
1[n]w2[n] is

used. It is clear that the formant information degrades faster in LP analysis compared

to the ZTL method. The spectral distance between clean and degraded signals is used

for comparison. The spectral distance between a noisy spectrum Xnoi[k] and a clean

(reference) spectrum Xref [k] is computed as

di,j =
1

N/2 + 1

k=N/2+1∑
k=0

(Xref [k]−Xnoi[k])2

X2
ref

(3.41)

where {i, j} denotes ith utterance and jth epoch location, and N denotes the DFT

length. The average spectral distortion over all utterances and voiced epoch locations is

computed as

d =
1

Ne

Nu∑
i=1

Nei∑
j=1

(di,j)
1/2 (3.42)

where Nu is the number of utterances, Ne =
Nu∑
i=1

Nei is the total number of voiced

epochs, and Nei is the number of voiced epochs in the ith utterance. The average spec-

tral distortion is computed for 10 male and 10 female utterances chosen arbitrarily from

the TIMIT corpus [79]. Figure 3.24 shows comparison of LP, ZTL and STFT methods

using spectral distortion as a measure of robustness. The spectral distortion with re-

spect to clean case is lower for the HNGD spectra computed using the ZTL method as

compared to the LP spectra, especially at low SNRs.
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Figure 3.23: Spectrogram display for an utterance (‘Where were you while we were
away?’) by a male speaker for additive white noise at different SNRs.
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Figure 3.24: Comparison of average spectral distortion of noisy spectra with respect to
clean spectra obtained from ZTL, LP and STFT methods, for three differ-
ent types of noise.

3.5 Summary and conclusions

In this chapter, new signal processing methods were explored towards excitation-based

analysis of speech signals. The presence of high SNR regions around the instants of

glottal closure, and reliable extraction of these time instants using zero-frequency fil-

tering is the primary motivation for excitation-based analysis of speech signals. The

zero-frequency filtering of speech signals helps in extracting some important features

of the excitation source such as the epoch locations, the strength of impulse-like exci-

tation around the epochs, and the instantaneous fundamental frequency. The detection

of the epoch locations provide anchor points for reliable estimation of the vocal tract

system characteristics. Processing of speech information around the epochs from small

segments of speech can help improve the temporal resolution of spectral features which

may be useful in the analysis of dynamic sounds and transient regions in continuous

speech. Conventionally the spectral features are computed over a block size of 20 ms

using the short-time Fourier analysis. Alternative ways of computing the spectral fea-
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tures were explored in this chapter. A filter-bank approach using either FIR filters or

IIR filters with smooth frequency responses was proposed, which exploits the high SNR

property of the speech to sample the filtered signal around the instants of significant ex-

citation.

A new approach for speech analysis was proposed based on the concept of zero-time

liftering, a term used analogous to zero-frequency filtering. The zero-time liftering of

speech signals in time domain is equivalent to smoothing the spectral information by

successive integration of the samples in the frequency domain. The features in the spec-

trum such as formants are highlighted by removing the trend using differencing. The

high resolution properties of the numerator of the group delay was used to display the

spectral features such as formant locations and high energy spectral bands. The spectral

features can be seen with good frequency resolution even when the speech segment is

less than 5 ms. The formant peaks information is obtained from the short segment data

without using any model of the production such as in the LP analysis. Thus the resulting

spectral information is model-free. The method is also not affected by the pitch period,

as the window length used is very short. The simultaneous high temporal and spectral

resolution provided by this analysis makes it possible to extract the spectral features

even from degraded speech. This chapter only demonstrated the effectiveness of the

zero-time liftering for analysis of speech signals. The results of analysis are displayed

through 3-D DNGD/HNGD plots, and are discussed only in qualitative terms. But it is

necessary to derive features suitable for development of speech systems such as speech

and speaker recognition. In the proposed zero-time liftering approach, one can select

the region around the epoch, and then average those selected regions for feature extrac-

tion or enhancement. Thus in the proposed approach the relevant information can be

selected first, and averaged later, if necessary. On the other hand, in the conventional

methods of spectrum analysis, one averages the information over a segment (like in

DFT or LP analysis), and then select the features from the result. It appears that this

is a fundamental difference in these approaches, and hence the proposed method may

help in augmenting the information obtained by the current methods of speech analysis.

One major limitation of the proposed method is in the display of results. Due to large

dynamic range in the display of spectral features through 3-D DNGD plots, it is difficult

to see the features of all categories of sounds using a fixed scale. Hence a better way of
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display of results of speech analysis by zero-time liftering is needed.

This chapter demonstrated the use of production knowledge, especially that of the

excitation source, in estimating the spectral characteristics of the vocal tract system.

Significance of the excitation source features and the excitation-based analysis in study-

ing the characteristics of acoustic events in speech is examined in the remaining chap-

ters.
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CHAPTER 4

Voiced/nonvoiced segmentation of speech

Voiced/nonvoiced (V/NV) detection involves identifying the regions of speech when

there is significant glottal activity (i.e., the vibration of vocal folds). Such regions of

speech are generally referred to as voiced speech. The nonvoiced regions of speech

include both silence (or background noise) as well as unvoiced speech (such as voiceless

fricatives and stops). Note that here the term voiced regions is used to refer to those

regions where the vibration of the vocal folds is strong, and it is not necessary that the

vibrations be regular (i.e., periodic) always, as in the case of creaky voices. Any method

to detect such regions should not depend critically on the property of periodicity of

waveform in successive glottal cycles. The objective of this chapter is to demonstrate

that reliable voiced/nonvoiced segmentation can be achieved using only the excitation

source information, especially the presence the strong impulse-like excitations around

the instants of glottal closure.

Approaches for voiced/nonvoiced detection fall into three broad categories, namely,

time domain, frequency domain and statistical approaches. The time and frequency do-

main approaches measure one or more acoustic features which reflect the production

characteristics of the voiced sounds such as energy, periodicity and short-term corre-

lation. Some parameters used are zero crossing rate, autocorrelation coefficient at the

first lag, the first coefficient of a pthorder (p=12) linear prediction (LP) analysis, long-

term normalized autocorrelation peak strength (in the range 2-15 ms), normalized LP

error, normalized low frequency energy, cepstral peak strength, harmonic measure form

instantaneous frequency amplitude spectrum [4, 5, 6]. Voiced/nonvoiced decisions are

taken by setting thresholds on individual parameter values (chosen empirically), and the

decisions are combined in a hierarchical manner. The main problem with these meth-

ods is in setting thresholds which are critical in determining the performance of V/NV

detection. Also, most of these measures of voicing are affected by noise, and the perfor-

mance deteriorates with decreasing signal-to-noise ratio (SNR). Statistical models such



as neural network models, Gaussian mixture models (GMM) or hidden Markov mod-

els (HMM) are also used for combining evidence from multiple features [4, 7]. These

methods do not depend critically on threshold setting, but require training data for dif-

ferent types of background noises. Statistical approaches are more popular in voice

activity detection (VAD) algorithms used in speech coding applications [8, 80]. They

assume different models of random process for speech and background noise, and esti-

mate the parameters of the underlying distributions. Performance of these approaches

depends on the choice of models of the probability distributions, and the ability to es-

timate the parameters of the noise distribution. Generally these methods do not make

use of the knowledge of speech production mechanism in any significant way.

In this chapter, a new approach is proposed for detecting the regions of glottal vi-

brations in continuous speech that uses the knowledge of the excitation source. The

knowledge refers to the presence of impulse-like excitation (epochs) around the instant

of glottal closure (GCI). Zero-frequency resonator output of the speech signal is used

to extract epochs, which was shown to be robust against different types of degradations

even at very low SNRs [65]. The chapter is organized as follows. Section 4.1 de-

scribes the significance of excitation source features derived by zero-frequency filtering

of speech signal in detecting voiced regions in speech. The key idea for V/NV detec-

tion based on the strength of impulse-like excitations is presented in Section 4.2. Some

issues on the robustness of the proposed method for varying levels of noise are dis-

cussed in Section 4.3. Performance of the proposed method for varying SNRs is given

in Section 4.4. Section 4.5 gives a summary of the chapter, highlighting the merits and

demerits of the V/NV detection algorithm proposed.

4.1 Significance of excitation source features for V/NV

detection

One of the primary features of the excitation source signal is presence of impulse-like

excitations at regular intervals, which is due to vibrations of the vocal folds during the

production of voiced speech. The effect of an impulse-like excitation is felt through-
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out the spectrum including around the zero frequency. Zero-frequency filtering uses

this property of the excitation source for accurate estimation of the voiced epochs or the

instants of glottal closure [65]. The details of the zero-frequency filtering method for ex-

tracting excitation source features such as the epoch locations, strength of impulse-like

excitations, and the instantaneous fundamental frequency was given in Section 3.1.1.

Two important features of the excitation source which indicate the presence of voicing

are a large strength of excitation compared to other nonvoiced regions, and the regular-

ity in the instants of glottal closure at which the significant excitation is imparted to the

vocal tract system. Also, the instantaneous fundamental period for a human voice lies

typically in the range of 2-15 ms. Jitter is defined as the perturbation in the regularity

of the instants of significant excitation, and is measured as the change in instantaneous

fundamental period. i.e., jitter around an arbitrary epoch location ek is given by

∆T0[k] = T0[k + 1]− T0[k] (4.1)

=
1

Fs
[{ek+1 − ek} − {ek − ek−1}]. (4.2)

Similarly, the perturbation in the strengths of impulse-like excitation is referred to as

shimmer, and is computed as

∆Es[k] = Es[k]− Es[k − 1] (4.3)

where Es[k] denotes the epoch strength measured around the epoch location ek. Jitter

and shimmer are features of the excitation source which introduce aperiodicity to the

speech signal. They are also partly responsible for the naturalness and uniqueness of a

speaker’s voice. The jitter values measured within voiced regions are small and consis-

tent, compared to those measured in unvoiced or nonspeech regions of speech. Shimmer

is a feature which may be more useful in discriminating transient regions from steady

voiced regions. The excitation source features computed for a segment of speech con-

taining voiced, voiceless and nonspeech regions are shown in Fig. 4.1. The significance

of these excitation source features for V/NV detection is studied in this chapter.
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Figure 4.1: Zero-frequency analysis of speech signal for extraction of excitation source
features. (a) Spectrogram. (b) Speech signal. (c) ZFF signal. (d) Strength
of impulse-like excitation measured at the positive zero-crossings of the fil-
tered signal (epochs). (e) Instantaneous fundamental frequency (F0) mea-
sured at the epochs. (f) Jitter. (g) Shimmer.

4.2 Epoch-based voiced/nonvoiced detection

The key idea exploited for V/NV detection in this chapter is that addition of a small

amount of noise to the speech signal does not affect the zero crossings of the zero-

frequency filtered signal in the voiced region, whereas it shifts the zero crossings ran-

domly in the nonvoiced region. The zero-frequency filtering method can be used to

locate the instants of impulse-like excitation with high degree of precision and accu-

racy even in the presence of degradation [65]. Lack of any significant impulse-like

excitation in the nonvoiced regions result in zero crossings located at random instants,

and these locations can easily get affected by the addition of even a small amount noise.

A small amount of white Gaussian noise is added to the speech signal (effective SNR

of about 30 dB). The ZFF signal and the epochs are computed. Another sample function

of white Gaussian noise is added to the speech signal, and the epochs are computed

again. Figures 4.2(c) and 4.2(d) show the two ZFF signals and the corresponding epochs

obtained for two different sample functions of noise. It can be seen from Fig. 4.2(e) that
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Figure 4.2: Epoch extraction using ZFF signal for two different additive noise sample
functions (at 30 dB SNR). (a) Spectrogram. (b) Speech signal. (c) ZFF
signal for the first noise sample function along with the epochs (E1). (d)
ZFF signal for the second noise sample function along with epochs (E2).
(e) E1 (+ve and circles) and E2 (-ve and crosses). (f) Epoch drift measured
between E1 and E2.

the two epoch sequences are in coherence within the voiced region, and are located at

random instants in the nonvoiced region. The precision of the epochs for different noise

sample functions is measured in terms of the drift in the epoch locations from one noise

sample function to the other. For every epoch from the first noise sample function, the

drift is measured as the distance in number of samples to the nearest epoch from the

second noise sample function. The drift in epochs for two different sample functions of

noise is shown in Fig. 4.2(f). Only those epochs which drift by not more than 1 ms are

hypothesised as voiced epochs.

The spurious epochs that could still be present in the silence or unvoiced region

are eliminated using the instantaneous pitch period and jitter measured at each epoch.

The instantaneous pitch period at each epoch (in terms of number of samples N0) is

computed as the minimum of the distances with the epochs on either side. Similarly, at

every epoch the change in pitch period (∆N0) is computed over the next two epochs on

either side, and the minimum is chosen as the instantaneous jitter. Only those epochs
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Figure 4.3: Detection of voiced epochs using noise sample functions. (a) Spectrogram.
(b) Speech signal. (c) ZFF signal. (d) Excitation strength at the epochs.
(e) Voiced epochs hypothesized based on epoch drift. (f) The final voiced
epochs obtained after validations based on pitch period, jitter and excitation
strength. The reference or ground truth for voiced/nonvoiced detection is
plotted above the epochs.

which have a pitch period less than 15 ms and a jitter within 1 ms are retained as the

voiced epochs. These voiced epochs are further validated based on the strength of

excitation to eliminate any spurious epochs. Any epoch with strength less than 1% of

the maximum strength is marked as nonvoiced. Note that while the proposed algorithms

requires some thresholds or limits to be set on the epoch drift, pitch period, jitter and

excitation strength, none of these are very critical for the performance of the method.

The final voiced epochs obtained are shown in Fig. 4.3(f), along with the manually

marked ground truth for reference. The epochs hypothesized as voiced based on the

drift in epochs are shown in Fig. 4.3(e), and the excitation strength used for validating

these epochs is shown in Fig. 4.3(d). It can be seen that the excitation strength provides

good evidence for V/NV decision. Relying only on the excitation strength or the filtered

signal energy makes the setting of threshold a difficult task. Note that the burst release

at around 0.8 sec (corresponding to the sound /d/) is hypothesized as a voiced epoch,

even though it is due to nonglottal activity. This is due to the close proximity of the burst
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to the following voiced epochs and its epoch-like characteristics. Additional properties

of the burst may be required to distinguish such bursts which occur very close to the

glottal epochs. It can be seen that even the weak voice bar regions (corresponding to

the regions marked as /dcl/ between time instants 0.5 to 0.6 sec and 0.7 to 0.8 sec) are

captured in the voiced region. Also, the region with weak voicing towards the tail of the

vowel /ah/ at around 0.9 sec is also detected by the proposed method, while it is ignored

during manual marking.

4.3 Analysis of drift in epochs induced by noise

In this section, a discussion on the drift the epochs undergo in voiced and nonvoiced

regions due to addition of noise is given. Also, a discussion on the amount of noise

that can be added to the speech signal at different SNRs is given. Figure 4.4 shows

the epoch drift for voiced (solid lines) and nonvoiced regions (dashed lines) for varying

SNRs of the input speech signal, and for different amounts of noise (30 dB, 20 dB, 10

dB and 0 dB) added for the detection of voiced epochs. Note that noise is added to the

clean signal to generate a degraded signal for a specified SNR. Then different sample

functions of noise are added at different levels to determine the voiced epochs. It is

seen that the average drift in the voiced region is small even when the added noise is

0 dB, indicating the robustness of the epoch extraction method. But, as can be seen

from the dashed lines for nonvoiced regions the drift in epochs is not significant to be

discriminated from the voiced epochs, when the SNR of the input signal is greater than

the amount of noise added for the detection of voiced epochs. The epoch drifts plotted

for the case of ‘adaptive SNR’, where the amount of noise added is equal to the signal

SNR, show that the best results may be obtained if an estimate of the signal SNR is

available. At the same time, looking at the plots for 10 dB noise (marked by squares),

one can infer that it can give equally good (in terms of low drift for voiced and large

drift for nonvoiced epochs) results up to 10 dB SNR of the input signal. A constant 10

dB additive white Gaussian noise is used for the experiments reported in this chapter.

Also, it can be seen that setting of threshold on the epoch drift for separating voiced

epochs from nonvoiced is not very difficult. A threshold of 1 ms (16 samples at 16
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Figure 4.4: Epoch drift in voiced (solid lines) and nonvoiced (dashed lines) regions for
varying input signal SNR. The legend at the top right corner shows the
amount of noise used for epoch detection. Adaptive SNR is the case when
the amount of noise chosen for epoch detection is same as the input signal
SNR.

kHz) is chosen for the experiments described in this chapter.

4.4 Performance evaluation

Performance of the proposed method for voiced/nonvoiced detection is evaluated on

the TIMIT database [79]. A subset of the TIMIT database, consisting of 38 speakers

(24 male and 14 female) uttering 10 short (3 to 5 sec) sentences each, is used for these

evaluations. The performance is measured in terms of the number of epochs missed in

the voiced regions and the number of spurious or false epochs hypothesized in the non-

voiced region. Epochs derived from the clean speech using the zero-frequency filtering

method and the V/NV decision derived from the manual markings, are used to obtain

the reference epochs in the voiced regions. An epoch in the voiced region (reference

epoch) is said to be missed if there is no epoch hypothesized within 1 ms duration on

either side of the reference epoch. Any epoch hypothesized in the nonvoiced region

of the V/NV decision obtained from the manual markings is a false detection. Perfor-
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Table 4.1: Performance of voiced/nonvoiced detection. Pc denotes the percentage of
correct detection. Pm denotes the percentage of epochs missed in the voiced
regions, and Pf denotes the percentage of epochs in the nonvoiced regions
falsely identified as voiced.

Database Noise SNR
Proposed Wavesurfer

Pc (Pm, Pf ) Pc (Pm, Pf )

TIMIT

White

Clean 94.4 (3.1,7.2) 94.4 (10.6,2.3)
30 dB 94.2 (3.2,7.6) 94.2 (12.0,1.7)
20 dB 92.8 (5.8,8.1) 93.0 (15.7,1.2)
10 dB 91.6 (7.1,9.2) 89.7 (24.9,0.6)
5 dB 89.8 (10.4,10.1) 85.3 (36.4,0.3)
0 dB 85.7 (16.9,12.5) 77.7 (55.7,0.1)

Vehicle

Clean 94.4 (3.2,7.2) 94.4 (10.6,2.3)
30 dB 93.3 (4.4, 8.3) 94.2 (11.5,2.0)
20 dB 92.7 (5.0,8.8) 93.5 (13.8,1.5)
10 dB 91.8 (6.9,9.1) 91.5 (19.8,1.0)
5 dB 89.7 (9.9,10.5) 89.1 (26.1,0.7)
0 dB 86.4 (16.1,11.9) 84.9 (37.1,0.4)

ARCTIC

White

Clean 96.0 (2.1, 5.2) 95.3 (8.7,2.1)
30 dB 95.9 (2.6, 5.0) 95.0 (9.8,1.8)
20 dB 95.8 (3.2,4.9) 94.1 (12.9,1.3)
10 dB 94.6 (4.8,5.8) 91.8 (19.8,0.4)
5 dB 92.7 (7.4,7.1) 87.7 (30.2,0.3)
0 dB 89.1 (13.5,9.2) 83.0 (42.3,0.1)

Vehicle

Clean 96.0 (2.1,5.2) 95.3 (8.7,2.1)
30 dB 95.5 (3.1,5.5) 94.3 (10.7,2.4)
20 dB 95.2 (3.3,5.8) 93.9 (12.1,2.1)
10 dB 94.7 (4.0,6.1) 91.9 (17.9,1.5)
5 dB 92.2 (7.1,8.2) 88.6 (27.2,0.9)
0 dB 88.3 (14.1,10.1) 85.7 (35.1,0.4)

mance of the proposed method is evaluated for two different noise types (white and

vehicle) from the NOISEX-92 database and for different SNRs of the input signal. The

percentage of voiced speech samples in each of the utterances is maintained at 40% by

appending requisite duration of silence before the addition of noise samples. The results

are given in Table 4.1. For comparison, the performance of the V/NV decisions given

by Wavesurfer, an open source utility which relies on normalized crosscorrelation based

pitch tracking refined by dynamic programming, is given [81]. The results show that the

proposed method performs well for different levels of noise. Also, the proposed method

performs better than the decisions given by Wavesurfer in terms of overall correct de-

tections (which can be computed as Pc = (100−Pe), where Pe = 0.4×Pm+0.6×Pf ),
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especially at low SNRs. Note that here a fixed level of noise (10 dB SNR) is used for

the extraction of voiced epochs irrespective of the SNR of the input signal. The per-

formance can be further improved if an estimate of the input signal-to-noise ratio is

available.

The main source of error in the case of TIMIT dataset is the manual marking. There

are two kinds of errors introduced by manual labelling: (a) The boundaries may not be

very precise, and a few milliseconds of error is inevitable. Some weak voiced regions

towards the vowel ending are typically overlooked. Also, the aspiration produced dur-

ing some stop consonants tends to extend into the following vowel making the boundary

fuzzy. (b) The other type of manual errors are due to mismatch between speaker articu-

lation and listener anticipation. Some sounds or regions that are affected by such errors

are stop consonants (lack of voicing in regions marked as voiced closure or presence of

voicing in regions marked as unvoiced/voiceless closure) and voiced fricatives (major

portion of the sounds [z] and [zh] are voiceless or weakly voiced for identification using

acoustic cues).

Performance of the proposed method is also evaluated on the CMU ARCTIC database,

which has simultaneous recordings of speech and EGG signals [67]. A subset of the

database with 3 different speakers each uttering 100 short sentences (4 to 5 sec) is used.

The EGG signal is used for deriving the ground truth so as to minimize human error

in labelling. Zero-frequency filtered EGG signal is used to detect the epochs and the

excitation strength. A simple threshold on the excitation strength is used to detect the

reference voiced epochs which are later verified manually. The performance of the pro-

posed method for different noise conditions is also given in Table 4.1. The performance

is better than the TIMIT dataset owing to lack of any manual errors. The errors in this

case are primarily due to errors in the electroglottograph signal. The missed epochs are

primarily because of detection errors at the voicing onset and offset. Also, the EGG

signal has several spurious epochs present in the nonvoiced region which are taken to

be reference voiced epochs. The errors from false detections are primarily due to some

weak voiced regions not picked by the EGG, which may be due to lack of proper contact

of the device during recording.
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4.5 Summary and conclusions

A new method for voiced/nonvoiced detection was proposed based on the ability of the

zero-frequency filtered signal to detect the voiced epochs with high precision, and also

on the accuracy of detecting the epochs even in the presence of degradation. One of the

main features of the proposed method is that it depends entirely on the excitation source

information. Threshold setting is not very critical in the proposed method. Note that

in the proposed method only a fixed amount of noise is added irrespective of the input

SNR. An estimation of the input signal-to-noise ratio may help improve the perfor-

mance of the method, and to extend it to input SNRs even below 10 dB. The proposed

method for V/NV detection can be used to improve the performance of VAD algorithms

used in speech coding. Most VAD algorithms do not try to discriminate between voiced

and unvoiced speech, which is essential for applications like speech segmentation and

labeling, speech analysis for synthesis and pitch extraction. The proposed method can

also act as a good tool for manual labelling of speech data.
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CHAPTER 5

Analysis of voice bars

Voice bar refers to the voiced region of the acoustic waveform corresponding to the

phonation when the oral and nasal cavities are completely closed. It is the acoustic

manifestation of the sound radiated through the pharyngeal wall. Voice bar is an es-

sential component of voiced stop consonant, and it corresponds to the silent event of

voiceless stop consonant. The closure in the oral cavity takes place anywhere between

the upper lip and pharynx depending upon the type of the stop consonant. Detection

of voice bar from continuous speech not only helps in identifying the voiced stop con-

sonant concerned, but is also useful for automatic segmentation and labeling of speech

corpora for speech synthesis as well. However, detection of voice bar in continuous

speech is considered as a difficult problem due to the poor strength of the acoustic sig-

nal. Several studies made on the classification of stop-consonants [82] assume that the

segmentation or detection of these stop-consonants is already done. Accurate detection

of stop-consonants in continuous speech is essential in order to use these classification

strategies.

Some of the common voiced stop-consonants in English are [b] (‘bet’), [d] (‘debt’)

and [g] (‘get’), with the points of closure (place of articulation) being bilabial, palatal

to dental and velar, respectively. The voiced affricate [dZ] (‘judge’) and the voiced

fricative [D] (‘this’) have voice bar like characteristics during the closure period. Most

Indian languages have five voiced stop-consonants [g], [é], [ã], [d], and [b], with velar,

palatal or alveolo-palatal, post-alveolar or retroflex, dental, and bilabial places of ar-

ticulation, respectively. In addition, most Indian languages have aspirated counterparts

([gh], [éh], [ãh], [dh], and [bh]) of the above unaspirated voiced stop-consonants, distin-

guished mainly by the presence of a strong aspiration (burst of air) immediately after

the release of closure. In this chapter features for analysis and detection of voice bars

are explored, which are essential for detecting voiced stop consonants in continuous

speech. The acoustic-phonetic knowledge based on production, such as the presence of



voicing, low strength of impulse-like excitation compared to other voiced phones and a

predominant low-frequency spectral energy, are mapped onto a set of acoustic features

that can be automatically extracted from the signal. The usefulness of these features

for the detection of voice bars is studied using knowledge-based as well as neural net-

work based approaches. Performance of the proposed approaches is studied on phones

from databases of two languages, namely English and Hindi. The chapter is organized

as follows: In Section 5.1 the acoustic features for detection of voice bars in continu-

ous speech are explored. Section 5.2 describes knowledge-based and neural network

based methods for detection of voice bars in continuous speech. The dataset used for

the experiments and the performance of the voice bar detection task are discussed in

Section 5.3. Summary and conclusions are given in Section 5.4.

5.1 Features for detection of voice bars

Many studies have been made in identifying the acoustic cues for the segmentation

and labeling of speech [1, 83, 32]. The main issue with these studies is that the data

used for analysing the acoustic cues are from well-articulated isolated utterances of

the phonetic units. But in continuous speech, these acoustic features are not properly

manifested due to aspects like accent, emotion and speaking rate of the speaker, along

with the coarticulation of neighbouring sounds depending on the context in which the

phone occurs. Also, accurate measurement of these acoustic features from the speech

signal is an important issue. In this section, we propose a set of acoustic features for

automatically identifying regions of voice bar in continuous speech.

5.1.1 Residual to signal ratio

The residual to signal ratio (RSR) or the normalized linear prediction (LP) error is

computed as

vrsr[n] =
er[n]

es[n]
, (5.1)
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Figure 5.1: Acoustic features based on normalized LP error. (a) The speech waveform
for an utterance ”She had you...”. Manually marked phoneme labels are
given above the signal. The label ‘dcl’ around 0.4 sec corresponds to the
voice bar region (closure region of the voiced stop consonant /d/). (b) The
10th order RSR signal. (c) RSR signals for LP orders 1 (solid) and 10
(dashed). (d) Reciprocal of the LHR signal.

where er[n] = 1/N
∑N/2

i=−N/2 r
2[n+ i] is the short term energy of the linear prediction

residual signal obtained by inverse filtering the speech signal. Similarly, es[n] is the

short term energy of the speech signal. A 10th order short-term (20 ms frame size and

10 ms frame shift) LP analysis is performed to compute the residual signal. The inverse

filtering removes most of the signal energy from the voiced regions as compared to

nonvoiced (unvoiced and silence) regions of speech, which typically have uncorrelated

speech samples. This results in a low RSR value in the voiced regions compared to

nonvoiced regions, as can be seen in Fig. 5.1(b). Any slowly varying channel charac-

teristics are removed by preemphasizing the speech signal before LP analysis, using a

simple difference operation. This feature primarily helps in identifying voiced regions

from nonvoiced regions.
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5.1.2 Low-to-high order residual energy ratio

The low-to-high order residual energy ratio (LHR) is computed as

vlhr[n] =
er1 [n]

er10 [n]
, (5.2)

where er1 [n] and er10 [n] are the short-term energies of the LP residual signals of order 1

and 10, respectively. A 1st order LP inverse filtering removes most of the signal energy

from the voice bar regions which have a predominantly low frequency content. At the

same time, only a small portion of the energy is removed from other voiced regions of

the speech signal. In comparison, a 10th order LP inverse filtering removes as much

energy in the voice bar regions, while removing a significant amount of energy from

the other voiced regions. This can be seen from the 1st and 10th order normalized

error signals shown in Fig. 5.1(c). Hence a ratio of the normalized errors, shown in

Fig. 5.1(d), can be used as a feature for discriminating voice bars from other voiced

regions.

5.1.3 Zero-frequency filtered signal energy

The ability of the zero-frequency filtered signal in detecting weakly voiced regions of

speech is best demonstrated in the case of voice bars, which have the weakest radiated

acoustic energy compared to any other voiced region. The ZFF signal and its short-term

(20 ms) energy are shown in Figures 5.2(b) and 5.2(c), respectively. The energy of the

ZFF signal is computed as

vzff [n] =
1

N

N/2∑
i=−N/2

y2[n+ i], (5.3)

where y[n] is the ZFF signal, and N corresponds to the window length over which the

energy is computed. It can be seen from Fig. 5.2(b) that the ZFF signal in the voice bar

region [dcl] is relatively stronger to the adjacent vowel regions as compared to that in

the speech waveform in Fig. 5.2(a). It can also be seen that ZFF signal is stronger in

the voice bar region compared to the voiceless fricative region [sh]. Hence the energy
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Figure 5.2: Acoustic features from the ZFF signal. (a) The speech signal, (b) ZFF sig-
nal, (c) short-term energies of the ZFF (solid) and speech (dashed) signals,
and (d) ZFF signal to speech energy ratio.

of the ZFF signal is useful for discriminating voiced regions from the nonvoiced.

5.1.4 ZFF signal to speech energy ratio

The zero-frequency filtered signal to speech energy ratio is computed as

vzsr[n] =
vzff [n]

es[n]
, (5.4)

where vzff [n] and es[n] are the short-term (20 ms) energies of the ZFF signal and the

speech signal, respectively. The speech and the ZFF signal are normalized to an abso-

lute maximum value of unity, before computing the short-term energies. The normal-

ized speech and ZFF signals are shown in Figures 5.2(a) and 5.2(b), respectively. It can

be seen that the relative amplitude of the voice bar region with respect to the adjacent

vowel regions is more in the ZFF signal as compared to that in the speech signal. This

is due to the fact that the ZFF allows most of the energy in the voice bar regions while
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allowing only a part of the energy in other voiced regions. Hence the ZFF signal to

speech energy ratio is higher for voice bar regions compared to other voiced regions, as

can be seen in Fig. 5.2(d).

5.1.5 Strength of excitation measured from LP residual signal

A 10th order LP residual signal which is void of most of the vocal tract system char-

acteristics is used as an approximation of the excitation source signal. The envelope

of the LP residual signal is computed as the magnitude of the complex analytic signal

obtained by Hilbert transform of the residual signal. The residual signal has large errors

around the epochs, which appear as peaks in the Hilbert envelop signal. The amplitude

of the Hilbert envelop signal at the peak locations correspond to the rate at which the

vocal folds close, and hence can be taken as a measure of the strength of the excitation

source signal, denoted by vhes[k] corresponding to the epoch location ek. The peaks

in the envelope signal are located by picking the maximum value around the GCIs de-

tected using the ZFF signal. The speech, residual and Hilbert envelop signals along with

the GCIs and the excitation strength are shown in Fig. 5.3. The strength of excitation

for voice bars is typically low compared to other voiced sounds, and hence is a useful

feature to discriminate voice bars from other voiced sounds in continuous speech.

5.1.6 Dominant resonance frequency

The dominant resonance frequency (DRF) is measured by picking the largest peak in

the HNGD spectrum described in Chapter 3. The DRF fd[n] at any arbitrary time instant

n is given by

fd[n] = argmax
f
{H(f, n)}, (5.5)

where H(f, n) denotes the HNGD spectrum computed for a segment of speech starting

at time instance n. The HNGD spectrum is used, as it resolves the spectral peaks better

than the magnitude spectrum for short (less than a pitch period) segments of speech [43].

The DRF computed for every 6 ms window with 1 ms shift is shown in Fig. 5.4(b).
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Figure 5.3: Excitation strength based feature. (a) Speech signal, (b) LP residual of order
10, (c) Hilbert envelop of the residual signal, (d) instants of glottal closure,
and (e) strength of excitation source.

Due to the predominantly low spectral energy in voice bars, the dominant resonance

frequency is low for voice bars compared to most of the other voiced sounds.

5.1.7 Normalized dominant resonance strength

The strength of the dominant resonance frequency is measured as the magnitude of

the HNGD spectrum at the DRF. It is normalized by the strength of the second most

dominant peak in the HNGD spectrum. The normalized dominant resonance strength

(DRS) is computed as

vdrs[n] = 20 ∗ log10

{
H(fd1, n)

H(fd2, n)

}
, (5.6)

where H(f, n) is the HNGD spectrum, and fd1 and fd2 are the first and second most

dominant frequencies in the HNGD spectrum. The normalized DRS is higher for voice

bars compared to most of the other voiced sounds as can be seen in Fig. 5.4(c).
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Figure 5.4: Acoustic features based on dominant resonance frequency. (a) Speech sig-
nal, (b) short-term DRF, and (c) short-term DRS.

5.2 Automatic detection of voice bars

Two different approaches, namely, knowledge-based and neural network based ap-

proaches, are explored to study the effectiveness of the proposed features in the de-

tection of voice bars in continuous speech. The knowledge-based approach (KBA)

gives better insight into the speech production mechanism and the acoustic signal. But

the main problem with this approach is the setting of thresholds. The neural network

approach (NNA) avoids this problem, but requires accurately labeled data for training

the neural network model.

5.2.1 Knowledge-based approach

A hierarchical decision-tree based classification strategy is employed using the empiri-

cal knowledge acquired by studying the acoustic features proposed for the detection of

voice bars. The algorithm employed for the detection of voice bars is as follows:
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1. The voiced/nonvoiced decision is arrived at using three of the features described

in Section 5.1, namely the 10th order RSR signal vrsr[n], ZFF signal to speech energy

ratio vzsr[n], and energy of the ZFF signal vzff [n]. The binary voiced/nonvoiced signal

is computed as,

dvnv[n] =

 1, if {(yrsr[n] + yzsr[n] + yzff [n])/3 > 0.5}

0, otherwise,
(5.7)

where yrsr[n] = exp (−10 ∗ vrsr[n]), yzsr[n] = 1 − exp (−vzsr[n]) and yzff [n] =

1− exp (−10 ∗ vzff [n]/max(vzff [n])).

2. The first level of evidence for discriminating voice bars from other voiced sounds

is obtained based on the ZFF signal to speech energy ratio vzsr[n], the LHR energy ratio

vlhr[n], and the voicing decision dvnv[n] obtained in the previous step. It is computed as,

dvb1 [n] =


1, if {(dvnv[n] = 1) & (yzsr[n] > 0.99)

& (ylhr[n] < 0.99)}

0, otherwise,

(5.8)

where ylhr[n] = 1− exp−10 ∗ (vlhr[n]− 2)).

3. The final decision on the locations of voice bars is made by validating dvb1 using

the evidence of excitation strength and dominant resonance, and is computed as,

dvb[n] =


1, if {(dvb1 [n] = 1) & (vhes[n]/vmes < 0.1)

& (vdrf [n] < 300) & (vdrs[n] > 25)}

0, otherwise.

(5.9)

The excitation strength vhes[n] is required to be less than 10% of the maximum excita-

tion strength vmes computed over the entire signal. The dominant resonance frequency

should be less than 300 Hz, and its strength should be at least 25 db more compared to

the next dominant frequency.

Figure 5.5 shows a portion of a speech utterance along with various evidence and

decision plots. All the thresholds are chosen empirically and in a conservative manner,
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Figure 5.5: Features and evidence plots used in knowledge based approach for voice bar
detection. (a) Speech signal, (b) spectrogram of the speech signal along with
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so as not to miss a genuine voice bar even if a few false alarms are allowed.

5.2.2 Neural network based approach

A multilayer feedforward neural network (MLFFNN) classifier is used to automatically

learn the nonlinear decision surface between the voice bars and the rest of the voiced

sounds. A four layer MLFFNN model is used. It consists of an input layer with as many

linear nodes as the number of features, two hidden layers with nonlinear nodes and an

output layer with one nonlinear node for the two class classification. The first hidden

layer is used as an expansion layer which helps in nonlinear transformation of the input

feature vector to a higher dimension space, where the patterns are more easily separable.

The second hidden layer provides for a gradual transformation from a high dimension
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space to the one-dimension space of the output layer. The activation function used for

the nonlinear nodes are tanh functions. Standard backpropagation learning algorithm

is used for training the neural network.

5.3 Experimental results

5.3.1 Datasets

Performance of the proposed methods for detecting voice bars in continuous speech is

evaluated on datasets of two different languages, namely English and Hindi. A subset

of data from the standard TIMIT database [79] is used for studies on English language

phones. The data from one of the dialects ‘dr1’ is used for acquiring the knowledge as

well as training the neural network model. The data from another dialect ‘dr6’ is used

for testing. The dialect ‘dr1’ has 38 speakers (24 male and 14 female) each uttering

ten short (3 to 4 seconds) sentences. The dialect ‘dr6’ has 35 speakers (22 male and 13

female) each uttering ten short (3 to 4 seconds) sentences. A small subset of the Hindi

speech database used in synthesis experiments described in [84], is used to study the

performance of the proposed features on the phones of the Hindi language. The data

used is about five minutes of manually marked, single female speaker speech recorded

in a quiet room at a sampling rate of 16 kHz. The performance is evaluated based on

the knowledge acquired or model trained using the data from dialect ‘dr1’ of the TIMIT

dataset.

5.3.2 Performance evaluation

The performance voice bar detection in continuous speech is evaluated in terms of the

missed detection rate and false alarm rates. The missed detection rate is computed as

Pm = Nm/Nvb ∗ 100%, where Nm is the number of missed voice bars out of a total Nvb

voice bars. The false alarm rate is computed as Pf = Nf/Nnvb ∗ 100%, where Nf is the

number of nonvoice-bars that are detected as voice bars out of a total number of Nnvb

nonvoice-bars.
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Table 5.1: Errors in detection of voice bars in continuous speech

Dataset Approach Pm (%) Pf (%)
TIMIT-dr1 KBA 13.9 11.8

NNA 11.3 9.1
TIMIT-dr6 KBA 14.8 13.1

NNA 11.9 10.5
HINDI KBA 9.2 10.3

NNA 7.4 7.9

A voice bar is said to be detected correctly if at least 50% of the closure period is

detected. Similarly, any phone not having a voice bar and with more than 10 ms of its

region marked as voice bar is counted as a false alarm. Table 5.1 gives the performance

of the two approaches for detecting voice bars in continuous speech. It is seen that the

neural network based methods perform better than the knowledge based methods, due

to their ability to automatically learn the thresholds. The network structure is 7L −

14N − 5N − 1N , where L and N denote linear and nonlinear units, and the preceding

number specifies the number of nodes in the layer. The network structure is determined

empirically. Most of the missed voice bars are due to poor articulation of the voiced stop

consonants without any voicing in the closure period. The manual labeling by human

listeners is mainly driven by what one expects to hear than what is actually uttered.

Most of the false alarms are due to nasals (/m/ and /n/) and semivowels (liquids /l/ and

/w/) which have many similarities to the features of the voice bars.

5.4 Summary and conclusions

In this chapter, the problem of identifying the locations of voice bars in continuous

speech was addressed. A set of acoustic features were proposed and evaluated for

their performance using knowledge based and neural network based approaches. It

was shown that good detection accuracies can be obtained using both the methods. The

identification of voice bar regions in continuous speech provide good anchor points for

further segmentation and labeling of speech. The features explored for voice bar de-

tection have a gradation for sonorant sounds with the weakly voiced voice bar on one

extreme, and vowels with strong voicing on the other extreme. Hence these features
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may also be used in the analysis and detection of other category of sounds such as

nasals.
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CHAPTER 6

Analysis of trills

Trills are a special category of sounds found in several languages, including many

Indian languages. Trill sounds are produced when an active/free articulator (such as

tongue, lips, uvula, epiglottis) flutters or vibrates due to the aerodynamic effect of a

stream of air forced over the articulator [1, 85, 86]. In this chapter, we propose to study

the acoustic-phonetic characteristics of steady trill sounds produced by the periodic vi-

bration of the apex of the tongue, also known as coronal or apical trills. The dynamic

nature of trill sound presents interesting signal processing challenges in the analysis

of acoustic-phonetic characteristics of the sound. Popular approaches for recognition

of phones in continuous speech are statistical in nature. These approaches do not take

into account the production characteristics of the sound, and use a common feature set

for all sounds. This black-box approach works well for building speech systems where

it does not matter if a few less frequent sounds are detected incorrectly. Detection of

less frequent sounds or study of the characteristics of dynamic sounds such as trill need

different approaches, where one has to look for features specific to the sound under con-

sideration. Acoustic-phonetic analysis involves correlating the acoustic cues extracted

from the speech signal to the articulatory events of the production of the sound. Such

an analysis helps in explaining the articulatory characteristics during the production of

the sound, which in turn may help in synthesizing trill sounds for a text-to-speech sys-

tem [87]. Simple spectrum or spectrographic analysis may not be adequate to bring out

the dynamic characteristics of the vocal tract system during the production of a trill.

It is also likely that the rapid changes in the vocal tract system may also influence the

excitation source characteristics.

In this chapter, we study the acoustic-phonetic characteristics of lingual trills. Signal

processing methods discussed in Chapter 3 are used to analyse the excitation source

as well as the vocal tract system characteristics of trill sounds. While it is natural to

expect that the vocal tract system characteristics are influenced due to trilling of the



tongue-tip, it is interesting to note that production of trilling seems to influence the

glottal source of excitation as well. Zero-frequency filtering of speech signals is used

to study the excitation source characteristics. The excitation characteristics derived are

the glottal epochs, strength of impulses at glottal epochs, and instantaneous fundamental

frequency of glottal vibration. The zero-time liftering of speech signals is used to study

the dynamic characteristics of the vocal tract system during production of trill sounds.

Coronal trills can be produced with different vocal tract configurations, and they are

influenced by the adjacent vocalic environment. Qualitative analysis of trill sounds in

different vowel context and the acoustic cues useful for spotting trills in continuous

speech are discussed.

The chapter is organized as follows: Categories of trill sounds found in different

languages across the world are listed in Section 6.1. The production characteristics of

lingual trills, primarily the tongue tip trills, are described in Section 6.2. Section 6.3

describes the zero-frequency filtering based analysis for extracting the features of the

excitation source from the speech signal. Section 6.4 describes the zero-time lifter-

ing technique for analysing the spectral characteristics of the trills. Analysis of trill

sounds in terms of excitation source and vocal tract system characteristics is given in

Section 6.5. The characteristics of trills in different vowel contexts is examined in

Section 6.5.1. The acoustic features for spotting trills in continuous are discussed in

Section 6.5.2. Unvoiced lingual trills are examined in Section 6.5.3. The other most

prominent category of trills, namely the labial trills, are studied in comparison with lin-

gual trills in Section 6.5.4. Similarities and/or contrasts with respect to lingual trills are

discussed. A summary of the chapter is given in Section 6.6.

6.1 Categorization of trill sounds

Trills can be classified as lingual (tongue), bilabial (lips), linguolabial (tongue and lips),

uvular (uvula) and epiglottal (epiglottis), depending on the articulator/s which flutter/s.

Lingual trills are the most common type of trills that occur in several languages. The

places of articulation for bilabial, linguolabial, uvular and epiglottal trills are fixed by

virtue of the very articulators involved in the production of sound. Lingual trills, on
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Bilabial Lingual Uvular Epiglottal

Linguolabial

Lateral Coronal

Dental Alveolar Postalveolar

(Articulator)

(Portion of articulator)

(Place of articulation)

Figure 6.1: Classification tree of trill sounds.

the other hand, can have different places of articulation, namely, dental, alveolar or

postalveolar. Alveolar trills, and to a certain extent dental trills, are the most common

type of trills found in several Indian and African languages. Lingual trills can be further

categorized based on the portion of the tongue which flutters. They can be coronal or

apical trills if the trilling is at the tip of the tongue, or lateral trills if the trilling is at the

lateral edges of the tongue. Coronal or apical trills are the most common type. Trills

can be either voiced or voiceless based on the presence or absence of glottal vibration.

The classification tree of trill sounds is given in Fig. 6.1. International Phonetic Alpha-

bet (IPA) currently has symbols defined only for coronal trill [r], bilabial trill [à] and

uvular trill [ö]. The IPA symbols for the voiceless coronal, bilabial and uvular trills are

[r
˚

], [à
˚

] and [ö
˚

], respectively, where a ring below the symbol denotes voicelessness. In

this thesis, we study the acoustic-phonetic characteristics of lingual trills in Indian lan-

guages (which are mostly voiced), namely, coronal and alveolar ([r]). Trills are highly

influenced by the adjacent vocalic environment, and the common phonetic convention

to denote the allophonic variation is to attach the influencing phoneme as a superscript

to the base phoneme, e.g., [ra] denotes a lingual trill [r] influenced by the vowel [a].
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1 2 2a 2b 3

Upper articulator
(Alveolus/Hard−palate)

Lower articulator
(Tongue tip)

1 − 2   : Closed phase or Tapping

2         : Instant of opening or Plosion

2 − 3   : Open phase or Vocalic segment

2 − 2a : Opening phase

2b − 3 : Closing or recoil phase

3         : End of recoil

Figure 6.2: Illustration of different phases of a trill cycle for a typical lingual trill. The
durations and rate of change of articulator shown are only illustrative, and
not actuals.

6.2 Production characteristics of lingual trills

Lingual trills ([r]) are sounds found in most Indian languages, and have distinct pro-

duction characteristics. The tip of the tongue forms a constriction at the alveolar ridge,

and the air rushing through the constriction causes the tip of the tongue to flutter in-

voluntarily due to Bernoulli effect. The flutter of the tongue tip is commonly referred

to as a trill. The movement of the tongue tip from its uppermost position touching

the alveolus/hard-palate to the lowermost position and back to the uppermost position

touching the alveolus/hard-palate forms a complete cycle, and is referred to as a trill

cycle. The starting point of a trill cycle can be arbitrarily chosen as long as all phases

of the trill cycle are covered. The different phases of a lingual trill are depicted in

Fig. 6.2. The sequence of events during the production of a trill are as follows: The

vocal tract is first positioned based on the preceding or the following vowel. The tip of

the tongue moves upward to touch the roof of the oral cavity to form a complete closure

or a constriction at the alveolar ridge. The air from the lungs is now forced through the

constriction causing the tip of the tongue to flutter due to Bernoulli effect. The tip of

the tongue is pushed involuntarily from its rest position of touching the roof of the oral

cavity towards its lowermost position (or the most open position). The tip of the tongue

cannot remain in this position for long, and it recoils back towards the roof of the tract

due to myoelasticity. Trill sounds should have at least two trill cycles for them to be dis-

criminated from another category of sounds, namely, taps ([R]), which have one single

movement of the tongue from any arbitrary position to the roof of the oral cavity and
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back, analogous to a trill cycle. In continuous speech two to three trill cycles are com-

mon. They can also be produced in isolation as a steady sustained sound with several

(> 3) trill cycles. The typical rate of trilling of the tongue is about 20 to 30 Hz, and can

be measured by various means, including from the signal or the spectrogram. One im-

portant aspect during the production of trills is that the preceding and/or the following

vowel significantly influences the vocal tract configuration. In other words, trills can be

produced with different vocal tract configurations, such as an open configuration when

produced in the context of vowel [a], and a rounded configuration in the context of [u].

The spectral characteristics of trills in different vocalic environment will be discussed

in more detail in Section 6.5.1.

The aerodynamic characteristics of trills, and the phonological patterns across lan-

guages are studied in great detail in [88]. Transglottal (subglottal and supraglottal)

pressure with respect to atmospheric pressure, and the pressure gradient across the lin-

gual constriction, are essential for initiating and sustaining voicing and trilling, respec-

tively. These pressure values are obtained using oropharyngeal pressure and oral air

flow measurements. An estimate of the trilling frequency of the tongue tip has been

derived using mechanical lumped element modeling of trill aerodynamics [85]. The

trilling rate of the tongue tip can be estimated as Fr = 1/(2π
√
MC) ≈ 30 Hz, where

M is the mass of the tongue tip estimated to be approximately 1 gm (by assuming an

approximate surface area of tongue tip involved in vibration to be 1 cm2), and C is the

mechanical compliance (inverse of stiffness) per unit area of the tongue tip (approxi-

mated to be 3x10−5 cm3/dyne) [85, 1]. Acoustic characterization of trills in Spanish

has been studied in [89]. A detailed statistical analysis of trills in Spanish in terms of

its sociolinguistic implications has been studied in [90].

6.3 Analysis of excitation source characteristics

Figure 6.3(a) shows an example of a steady prolonged trill sound uttered in isolation as

a CV (consonant-vowel) unit [raraa] in the context of the vowel [a]. The repetition of the

phone label [ra] denotes prolonged utterance of the phone, and the superscript denotes

the vowel context. The epoch locations given by the positive zero-crossings of the
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Figure 6.3: Zero frequency analysis of a steady or sustained lingual trill produced as
an isolated CV (consonant-vowel) [raraa]. (a) Speech waveform, and the
estimated epoch locations shown by downward arrows. (b) Wideband (WB)
spectrogram. (c) ZFF signal along with the V/NV decision. (d) Excitation
strength. (e) Instantaneous fundamental frequency (F0).

ZFF signal (Fig. 6.3(c)) are shown in Fig. 6.3(a) by downward arrows. The strength of

impulse-like excitation (measured at the epoch locations as the slope of the ZFF signal)

and the instantaneous fundamental frequency (measured as the reciprocal of the time

interval between adjacent epochs) are shown in Figures 6.3(d) and 6.3(e), respectively.

It is seen that the strength of impulse-like excitation for voiced trills is significantly

strong compared to nonvoiced or some weakly voiced sounds such as voice bars or

nasals. A simple threshold on the strength can detect voiced trills along with other

regions of voiced excitation. The voiced/nonvoiced decision based on the strength is

shown in Fig. 6.3(c).

Trilling of the tongue tip affects the measured strength of the glottal excitation, as is

seen in Fig. 6.3(d). The measured strength during the tapping or closed phase of the trill

cycle is less compared to the vocalic or open phase. This may be due to the loading of
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Figure 6.4: A portion of Fig. 6.3 expanded to illustrate the trill features. (a) Speech
waveform along with estimated epoch locations. (b) Excitation strength.
(c) Instantaneous F0.

the vocal folds by the tapping or closing of the oral cavity. It is also seen from Fig. 6.3(e)

that the instantaneous fundamental frequency fluctuates due to the trilling of the tongue

tip. In contrast, the relatively smooth contours of the strength or the instantaneous F0

within the vowel region (0.65 to 0.8 s) can be clearly seen from the figure. A portion of

the trill waveform in Fig. 6.3(a) is shown expanded in Fig. 6.4 to illustrate the excitation

characteristics of the trill. The pitch frequency seem to be low in the closed phase as

compared to that in the open phase, and increases gradually as the tongue tip is forced

away from the hard-palate. As per the aerodynamics of a pair of stretched membranes,

analogous to the vocal folds, a minimum pressure gradient across the membrane is

essential, based on the mass and tension of the membrane, for the membrane to flutter

or vibrate [88, 91]. As the subglottal pressure builds up behind the closed glottis, the

pressure gradient between the subglottal and supraglottal air pressures increases, the

vocals folds are forced to open with a burst of air rushing across the glottis. This results

in temporary reduction of the subglottal pressure, and hence reduction in the pressure

gradient, allowing the vocal folds to recoil back to its initial stretched position due to

inherent myoelastic tension in the membrane. This cycle repeats itself resulting in a

periodic vibration of the vocal folds. The pressure gradient has a direct relationship
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with the rate of vibration of the vocal folds, i.e., higher the gradient higher the rate of

vibration. When there is a supraglottal oral constriction as in the case of trills during

the tapping or closed phase, the supraglottal oral pressure increases, thereby reducing

the pressure gradient across the glottis. This in turn may lead to the reduction in the

rate of vibration of the vocal folds temporarily, which increases again gradually as the

oral constriction is released with an increase in the pressure gradient across the glottis.

This is an interesting phenomenon contrary to the general observation during voiced

closures, wherein the rate of vibration of the vocal folds increases during the closure

period due to an increase in the vocal effort. This may be due to the fact that there are

other parameters that control the rate of vibration of the vocal folds such as the lung

effort, which in turn varies the pressure gradient across the membrane, and the tension

in the vocal fold membranes. At a constant lung effort and a constant tension in the

vocal fold membranes, the pressure gradient across the glottis is influenced only by

the trilling of the tongue tip. Hence the pressure gradient decreases during the closed

phase, thereby reducing the rate of vibration of the vocal folds. The pressure gradient

increases during the open phase, resulting in an increase in the rate of vibration of the

vocal folds. The reduction in the strength of impulse-like excitation during the closed or

tapping phase can also be explained by the reduction in the pressure gradient across the

glottis, which in turn reduces the air flow velocity. It can be seen from Figures 6.3(d)

and 6.3(e) that the fluctuating pattern in the strength and in the instantaneous F0 repeats

itself over a few glottal cycles.

6.4 Zero-time liftering for analysis of vocal tract system

features

The zero-time liftering method is used to study the vocal tract system characteristics

of trill sounds. Figure 6.5 shows the HNGD plots computed at every sampled time

instant for a prolonged utterance of a trill [rara] in the context of the following vowel

[a]. The speech waveform and the instants of glottal closure (downward arrows) are

also shown along with the HNGD plots for reference. The HNGD plots are computed

over segments of length 4 ms (M = 40 at sampling rate Fs = 10000), and using a DFT
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Figure 6.5: Waveform of a steady lingual trill [rara] and the corresponding HNGD plots
computed for every sample shift. The epoch locations are marked by down-
ward arrows above the waveform.
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Figure 6.6: Waveform for one trill cycle of a lingual trill [rara], and the corresponding
HNGD plots computed for every 1 ms shift.

length of N = 2048. The segment of speech shown in the figure has around five trill

cycles over 200 ms of duration, which is equivalent to a trilling frequency of about 25

Hz. The signal-to-noise ratio (SNR) of the speech signal varies continuously with time,

and it can seen that HNGD plots around the high SNR regions (i.e., around the instants

of glottal closure) are large compared to the HNGD plots in other portions of the signal.

The time-varying nature of the spectral features can be seen better in Fig. 6.6, which

shows one trill cycle of the speech signal and its HNGD plots computed at intervals of

1 ms. The GCIs are marked as lines with downward pointing arrows. It can be seen

from the waveform that at the end of the closed or tapping phase (around 150 ms), or

at the beginning of the opening phase (around 118 ms), there is a burst along with a

bit of frication due to the sudden opening of the tongue tip. The effect of the burst

and the frication can be seen in the spectrum as a large peak around 3 kHz. The burst

is more prominent around the time instant 150 ms compared to that around 118 ms,

depending on the synchronization between the instant of opening of the tapping and the

instants at which the spectrum is computed. This shows that it is difficult to observe or
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(a) Unnormalized plots (b) Normalized plots

Figure 6.7: Waveform for one trill cycle of a lingual trill [rara] and the corresponding
HNGD plots. (a) Unnormalized HNGD plots. (b) Normalized HNGD plots.

capture the instantaneous changes in the spectral characteristics if the signal is sampled

only at the epochs or even a finer sampling for every 1 ms. Also, the trill sound has

a voice bar like characteristics during the closed phase, which is partly apparent from

the signal (around 145 to 150 ms) and not obvious from the HNGD plots. The large

dynamic range of the HNGD plots in the open phase and the closed phase within a trill

cycle, and between the closed and open phases of the glottal cycle (region around the

GCI), makes it difficult to observe the dynamic spectral characteristics of all regions

of a trill sound simultaneously. One way of observing the dynamic and instantaneous

nature of the trill sounds is by normalizing the HNGD plots computed at every time

instant. Figures 6.7(a) and 6.7(b) shows the HNGD plots for one trill cycle with and

without normalization. In Fig. 6.7(b) the HNGD plots are normalized by dividing each

plot by its maximum value, so that all the HNGD plots are now in the range of 0 to

1. The instantaneous or time-varying spectral characteristics of the trill sounds, such as

the large spectral peaks around 3.5 kHz (around 118 ms and 150 ms) due to bursts, and

the voice bar like characteristics around 145 ms, can be observed better in Fig. 6.7(b).
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6.5 Analysis of trills in continuous speech

Analogous to approximants and fricatives, trill sounds can be produced with different

vocal tract configurations, and are influenced by the vowel that immediately precedes

or follows the trill sound. In this section we examine the characteristics of a trill sound

in the context of the three pivotal vowels [a], [i] and [u], which form the vertices of

the vowel triangle in the F1 − F2 formant space. It should be noted that trills can be

produced in the context of other vowels as well, and they are most likely to be anywhere

in between the three pivotal positions. Trills can also undergo transitions from one

vowel context to another, when they occur intervocalically. Also, unlike steady isolated

utterances of trills, there may not be more than two or three trill cycles in continuous

speech. Other category of trills, namely, voiceless lingual trills and bilabial trills, are

also examined in comparison with the voiced lingual trills.

6.5.1 Effect of vowel context on trills

Trill sounds produced by a trained phonetician in the context of three vowels [a], [i]

and [o] are considered to study the effect of vowel context on the trill. The three pivotal

vowels provide three distinct vocal tract configurations, open, flattened and rounded,

corresponding to vowels [a], [i] and [u], respectively. The HNGD plots in Fig. 6.8 are

for trills uttered in the three different vowel contexts, [araraa], [iririi] and [ururuu]. The

trill sounds have been uttered as isolated VCVs (vowel-consonant-vowel), where the

consonant C is the trill [r] and the vowel V is one of [a], [i], and [u]. The spectral

peaks or resonances of a trill are heavily influenced by the vowel resonances, in the

case of vowels [a] and [u]. In the context of vowel [i], the influence of the vowel is

relatively less compared to the other two vowels. This is probably because the oral

tract configuration for [i] is a little constrained for the production of a tongue tip trill.

The oral cavity tends to open up a little from its flattened position for the closed vowel

[i], towards that of the open vowel [a]. The result of this can be seen in Fig. 6.8(b)

where the second formant at around 2200 Hz for the vowel [i] gradually reduces to

around 1500 Hz for the trill [ri], which is closer to the second formant of vowel [a]. A

similar effect can be observed in the context of the vowel [a], where the trill resonances
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(a) [araraa] (b) [iririi] (c) [ururuu]

Figure 6.8: Waveform and HNGD plots of the lingual trill [r] in the context of three
different vowels [a], [i] and [u]. (a) [araraa]. (b) [iririi]. (c) [ururuu].

(especially the first formant) tends to move towards a lower value than that of the vowel

[a]. This is primarily because, unlike the vowel [a], the lingual trill cannot be produced

with a widely open oral tract configuration. The oral cavity tends to move from an open

position for the vowel [a] towards a slightly closed position for the trill [ra]. Figure 6.9

shows the locations of the context-dependent trills in the F1 − F2 (first two formants)

space, relative to the vowel triangle formed by the pivotal vowels. It can be seen that

the trills in different context are distinct from one another. While they are closer in

characteristics to the adjacent vowel, they also tend to move towards a unifying point,

due to the inherent constraints in the production of lingual trills.

While the illustrations in Fig. 6.8 and Fig. 6.9 show that trills can be produced

with different oral tract configurations, trills can also be produced with a continuously

changing oral cavity. This can happen in the case of intervocalic trills where the vowels

on either side of the trill are different. Figure 6.10 shows the spectral characteristics

of intervocalic trills uttered as isolated V1CV2 units, where C denotes the trill, and V1

and V2 (V1 6= V2) are one of the three pivotal vowels [a], [i] and [u]. The continuous

transition from one vowel context to another can be clearly seen. In the case of intervo-

calic trills transiting between vowels [a] and [i] ([ararii] and [iriraa] as in Figures 6.10(a)
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Figure 6.9: Vowel triangle formed by pivotal vowels [a], [i] and [u], and the relative
positions of the corresponding trills [ra], [ri] and [ru], respectively. The F1

and F2 values plotted are averaged over one single utterance of the VCVs
[araraa], [iririi] and [ururuu] by a trained phonetician.

and 6.10(b)), the key feature is the exaggerated movement of the second formant at

the boundary between the [ri] and [i], while the transition of formants between [ra] and

[ri] is more gradual. In the case of intervocalic trills transiting between [u] and [a]

([araruu] and [ururaa] as in Fig. 6.10(c) and (d)), the key feature is the absence of any

significant formants beyond the first two. This is primarily because the rounded vowel

[u] has a much stronger influence on the production of the trill than the vowel [a]. It

can be recalled from Fig. 6.8(c) that the trill [ru] does not seem to have any significant

formants beyond the first two. Unlike trills between [u] and [a], intervocalic trills tran-

siting between [i] and [u] ([iriruu] and [ururii] as in Figures 6.10(e) and 6.10(f)) seem to

be equally influenced by both the vowels. This is probably because, production of the

vowel [i] requires much more distinct vocal tract positioning, which has less degrees of

freedom for the trilling of the tongue-tip, compared to vowel [a]. The second and third

formants of the vowel [i] move gradually towards the second formant of vowel [u].

6.5.2 Features for spotting trills in continuous speech

Acoustic cues for spotting trills in continuous speech are explored in this section. Unlike

isolated utterances of trills, majority of the trills in continuous or spontaneous speech

typically tend to have not more than three trill cycles. They may also have either one

or two trill cycles, or the trilling may be totally absent at times, resulting in an approxi-

109



(a) [ararii] (b) [iriraa] (c) [araruu]

(d) [ururaa] (e) [iriruu] (f) [ururii]

Figure 6.10: Waveform and HNGD plots of transitional trills changing from one vowel
context to another. (a) [ararii]. (b) [iriraa]. (c) [araruu]. (d) [ururaa]. (e)
[iriruu]. (f) [ururii].
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Figure 6.11: Analysis of trills in continuous speech for spotting. The region between
0.35 to 0.45 s containing the trill sound [r] is marked by vertical dotted
lines. (a) Speech waveform (instants of glottal epochs are marked by
downward arrows). (b) Wideband spectrogram. (c) ZFF signal with V/NV
region marked. (d) Excitation strength. (e) Instantaneous F0. (f) Fcc - esti-
mation of the trilling frequency corresponding to the maximum crosscor-
relation values ρmax. (g) Maximum crosscorrelation values corresponding
to trill cycle ρmax (diamonds) and glottal cycle ρ0 (dots).

mant. Analysis of trills in the previous sections shows the highly dynamic nature of the

spectral or system characteristics of trills, which also vary with vowel context. Hence

representation of the spectral characteristics of trills for spotting in continuous speech

is difficult. For spotting trills in continuous speech, an acoustic-phonetic knowledge-

based approach using the excitation source characteristics assume significance over the

statistical approach using spectral features. The excitation features useful for spotting

trills are the strength of impulse-like excitation and the instantaneous fundamental fre-

quency. It can be recalled from Fig. 6.3 in Section 6.3 that the strength and the instan-

taneous F0 values fluctuate for trills, while they are almost steady and smooth for other

voiced sounds. Figure 6.11(a) shows the waveform of a short utterance in Telugu, an

Indian language, containing a lingual trill. It can be noticed that there are only two trill

cycles in the utterance around the time instance 0.4 s (from around 0.35 s to 0.45 s).
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Figure 6.12: Speech waveforms ((a) and (c)) and normalized cross correlation (NCC)
functions ((b) and (d)) for a typical trill ([r]) and a voiced segment (vowel
[a]), respectively. GC - denotes correlation due to glottal cycle and TC -
denotes correlation due to trill cycle.

Figures 6.11(c) and 6.11(d) show that the fluctuations in the excitation strength and in

the instantaneous F0 can be observed for the trill sounds in continuous speech, which

can be used for distinguishing these regions from other voiced regions.

The presence of a longer periodicity in the speech waveform due to trill cycles,

compared to the glottal cycles, can be used as an additional cue for spotting trills in

continuous speech. Normalized crosscorrelation can be used to measure the periodicity

in a given sequence x[n], and is computed as

ρ[n, k] =

M−1∑
i=0

x[n+ i]x[n+ k + i]√
(
M−1∑
i=0

x2[n+ i])(
M−1∑
i=0

x2[n+ k + i])

, (6.1)

where M is the window size over which the normalized crosscorrelation is computed.

Normalized crosscorrelation function computed for a segment of trill is shown in Fig. 6.12(b).

The window size M corresponds to a duration of 30 ms. For comparison, the crosscor-

relation function for a typical vowel segment [a] is given in Fig. 6.12(d). It can be seen

that for trills the correlation values around the time-lag corresponding to the glottal cy-

cle are less than that obtained for the lag corresponding to the trill cycle. The maximum

correlation time-lag in number of samples and the corresponding measure of periodicity
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are given by

ρmax[n] = max
k
{ρ[n, k]}, k = [N1 : N2] (6.2)

Ncc[n] = argmax
k
{ρ[n, k]}, k = [N1 : N2] (6.3)

Fcc[n] =
Fs

Ncc[n]
, (6.4)

where N1 and N2 are the lower and upper limits in sample number for finding the high-

est peak, and correspond to 2 ms and 50 ms, respectively. Figure 6.11(f) shows the plot

of Fcc values in Hz measured at the GCIs. It can be seen that the periodicity values

are low (around 30 Hz) in the region of trills, while they are close to the instantaneous

F0 values measured using the zero-frequency filtered signal. Pitch halving or doubling

is a common problem when correlation measures are used to estimate the periodicity

in speech signals, especially in steady voiced regions. It can be seen in Fig. 6.11(f)

that, at around the time instance 0.1 s, the estimated periodicity in Hz is half that of

the instantaneous F0. Any such spurious estimation can be eliminated based on the

lack of fluctuations in the strength and in the instantaneous F0. Figure 6.11(g) shows

the maximum normalized crosscorrelation values ρmax[n] (marked as diamonds) com-

puted at the GCIs. The peak correlation value around the time-lag corresponding to the

instantaneous glottal pitch period (within 1 ms limits) is computed as

ρ0[n] = max
k
{ρ[n, k]}, k = [N0 −Nms : N0 +Nms], (6.5)

where N0 is the time lag in samples corresponding to the instantaneous F0. The ρ0

values are overlaid (as dots) on the ρmax values in Fig. 6.11(g). It can be seen that ρ0

values match exactly the ρmax values in most of the voiced regions, as the largest peak

in ρ[n, k] happens to be in the range N0 − Nms : N0 + Nms. In the case of trills, the

correlation values at time-lags corresponding to the glottal cycle happen to be smaller

than that obtained at the highest peak, which happens to be at a lag corresponding to

the period of the trill cycle.
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Figure 6.13: Waveform and HNGD plots for (a) voiced lingual trill [araraa], (b) un-
voiced lingual trill [a

˚
r
˚

ar
˚

aa
˚

], (c) voiced labial trill [àaàaa], and (d) unvoiced
labial trill [à

˚
aà
˚

aa
˚

], all uttered in the context of vowel [a].

6.5.3 Voiceless trills

Trills can also be produced without glottal excitation or voicing, and are referred to as

voiceless trills. Analogous to their voiced counterparts, voiceless trills can be produced

in different vowel contexts, and the adjacent vowel dictates the vocal tract configuration

for the production of the trill. The spectral characteristics of the trill are coloured by the

adjacent vowel, as can be seen in Fig. 6.13(b) for the voiceless trill [r
˚

a] in the context of

[a]. It should be noted that the first formant of the vowel [a] is not visible prominently

due to stronger higher resonances. This may be also due to the presence of a strong

turbulent noise-like excitation. Similar characteristics are observed in the case of other

vowel contexts as well. Figure 6.14 shows the acoustic cues discussed in the previous

sections for spotting voiceless trills in continuous speech. The figure shows a voiceless

trill [r
˚

a] followed by two bilabial trills, which will be discussed in the next section. It is

interesting to note that the zero-frequency filtered signal (Fig. 6.14(c)) is significantly

strong in the region of voiceless trills, compared to the adjacent voiceless vowel [a
˚

] on

either side. This is primarily because of the presence of significantly strong impulse

like excitations generated by the trilling of the tongue tip. Hence it is seen that the
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Figure 6.14: Analysis of unvoiced lingual trill and labial trills. The utterance shown has
an unvoiced lingual trill [a

˚
r
˚

ar
˚

aa
˚

] (around 0.2 to 0.4 s), followed by voiced
and unvoiced labial trills [àaàaa] (around 0.8 to 0.9 s) and [à

˚
aà
˚

aa
˚

] (around
1.4 to 1.55 s), respectively. (a) Speech waveform along with the glottal
epochs. (b) Wideband spectrogram. (c) ZFF signal with V/NV region
marked. (d) Excitation strength. (e) Instantaneous F0. (f) Fcc - estimation
of the trilling frequency corresponding to the maximum crosscorrelation
values ρmax. (g) Maximum crosscorrelation values corresponding to trill
cycle (diamonds) and glottal cycle (dots).

measured excitation strengths are significantly strong (Fig. 6.14(d)), and are detected

as voiced region (Fig. 6.14(c)). The epoch locations estimated within the unvoiced

trill are random, due to the turbulent noise-like characteristic of the excitation, and

also fluctuate significantly compared to a typical voiced region (vowel [a] between 1

to 1.2 s in Fig. 6.14). A similar trend can be observed for the instantaneous F0 in

Fig. 6.14(e). The signal periodicity Fcc measured using the normalized crosscorrelation

is low (around 30 Hz) in the trill region as compared to other voiced regions (around

100 Hz), as can be seen in Fig. 6.14(f). It is to be noted that there is doubling of the

estimated periodicity (or halving of Fcc) at some instants towards the beginning of the

trill. This can happen due to the presence of three or more steady trill cycles. This by

itself may not be an issue for spotting voiceless trills, but needs to be addressed if an
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accurate estimate of the trill frequency is required.

6.5.4 Labial trills

Bilabial trills (voiced - [à] and voiceless - [à
˚

]) are produced by forcing air through a

constriction formed at the lips, such that the lips vibrate due to the aerodynamic ef-

fect created by the jet of air. They can be produced easily, and are widely used as

non-linguistic verbal gestures across the world. They also occur as valid sounds in a

small number of endangered languages such as Piraha and Wari in South America [86].

Figures 6.13(c) and 6.13(d) show the spectral characteristics of voiced and voiceless

bilabial trills, respectively. While it is found that the bilabial trills have highly nonsta-

tionary spectral characteristics, a more careful analysis is essential to study the effect of

vowel context, and to discriminate them from lingual trills. The presence of a voice bar

just before the start of trilling can be clearly seen from the figure. Figure 6.14 shows

the acoustic cues that can be used for spotting bilabial trills in continuous speech. The

utterance contains a voiceless lingual trill (discussed in the previous section), followed

by a voiced bilabial trill (0.7 to 1.4 s) and a voiceless bilabial trill (1.4 to 1.8 s). It can be

seen that the zero-frequency analysis brings out prominently the feeble voicing present

during the closure region (around 0.8 s) during the production of [à]. The excitation

strength and the instantaneous F0 values have much larger fluctuation, compared to lin-

gual trills. It is seen that (Fig. 6.14(f)) bilabial trills have a trilling frequency similar

to that of lingual trills (around 30 Hz). The normalized crosscorrelation values have a

trend similar to that discussed for lingual trills.

6.6 Summary and conclusions

Trills are sounds which have highly dynamic vocal tract shape during their production,

due to the trilling of the apex of the tongue. The time-varying vocal tract also seems to

influence the source of excitation. In this chapter the characteristics of lingual trills were

studied. The excitation source characteristics are studied by examining the features

of excitation derived using the zero-frequency analysis of speech signals. The zero-
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frequency analysis provides information on epoch locations, strength of impulses at

epochs and the instantaneous fundamental frequency (F0). The instantaneous F0 values

fluctuate within a trill cycle, with lower F0 values in the closed phase of the cycle

compared to the open or vocalic phase. This fluctuation could be due to increase in

pressure gradient across the glottis, when the tapping of the oral cavity by the tongue

tip is released. The increase or reduction in pressure gradient also affect the strengths

of the impulses at epochs.

The dynamic spectral characteristics of trills were studied using zero-time liftering

method for analysis of speech. Through this method the instantaneous response of

the vocal tract system could be obtained. This new method of analysis enabled us to

examine the details of the spectral features during each trill cycle, and also the effect

of vowel context on the spectral features of the trills. The spectral characteristics of

the trills were examined using the HNGD plots derived using the zero-time liftering

analysis and the group-delay analysis. Together these analysis methods provide good

temporal resolution without affecting the spectral features significantly.

The acoustic cues for spotting trills in continuous speech were also explored. The

fluctuations of the values of the excitation strength at epochs and the instantaneous

F0 help in discriminating trills from other voiced sounds. Normalized crosscorrelation

provides an additional cue for spotting trills. The acoustic characteristics of voiceless

trills and bilabial trills were also examined briefly, mainly from the point of view of

spotting them in continuous speech.

In this chapter only a qualitative description of the acoustic characteristics of trills

is given. Since the spectral characteristics are changing continuously during the pro-

duction of trills, and also due to vowel context, it is a challenge to represent them for

pattern matching. Further study is needed to develop methods for discriminating differ-

ent categories of trills such as lingual and labial trills. The present study may provide

some direction towards such an investigation. It would be interesting to study the con-

trast between the acoustic characteristics of trills and creaky voices, as both produce

dynamic characteristics which need to be resolved both in time and frequency domain.

While trills are produced with a time-varying vocal tract system excited by a reasonably

steady glottal source, creaky voice is produced by exciting a reasonably steady vocal
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tract by a time-varying glottal source.
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CHAPTER 7

Analysis of nasal murmur

Nasal murmur refers to the acoustic energy radiated through the nostrils via the nasal

tract. The presence of nasal murmur in the speech signal is perceived as nasality. De-

tection of the presence of nasal murmur in continuous speech is an interesting problem.

Also deriving a measure of nasality is a difficult problem without separate measure-

ments of airflow from the oral cavity and the nasal cavity. Detection of nasal murmur

helps in spotting nasal sounds, and a measure of nasality can help in spotting nasalized

sounds as well as in the analysis of velopharyngeal dysfunctions leading to hypernasal-

ity. In this chapter, the acoustic characteristics of nasal murmur is studied to derive

features that can help in identifying nasal sounds in continuous speech. In Section 7.1

the production characteristics of nasal sounds is discussed. The acoustic manifestation

of nasal murmur is studied in Section 7.2. Acoustic characteristics of nasal sounds in

different contexts namely, prevocalic, postvocalic and intervocalic, are studied. Acous-

tic features for detection of nasal murmur in continuous speech are explored in Sec-

tion 7.2.1. Experimental studies on detection of nasal sounds in continuous speech are

given in Section7.3. Summary and conclusions on the analysis of nasal sounds are given

in Section 7.4.

7.1 Production characteristics of nasal sounds

Nasal sounds are produced by opening the velopharyngeal port connecting the pharynx

to the nasal cavity, to allow for the acoustic energy to be radiated through the nasal

tract with or without a parallel air flow through the oral cavity. The velopharyngeal

port is operated by a soft tissue called velum at the posterior end of the roof of the

oral cavity. The velum is normally in its lowered position for breathing connecting the

nasal tract to the lungs via pharynx and trachea. It is raised during the production of

speech for a majority of sounds so as to cut-off the nasal tract completely from the



pharynx, except for the production of nasal sounds. The most common type of nasal

sounds found in most languages are nasal stops in which the oral flow is completely

stopped by sealing the oral cavity at some point between the lips and the velum. The

entire acoustic energy radiated is through the nasal tract, though some small amount of

energy may be radiated through the pharyngeal walls as well. Due to a narrow opening

to the nasal tract at the velum and the presence of soft tissue lining throughout the nasal

tract, the overall acoustic energy radiated is relatively less compared to oral sounds with

a similar vocal and/or lung effort. English has three nasal stops [m], [n] and [N] with the

points of closure being bilabial, dental and velar, respectively. Most Indian languages

have two more additional nasal stops [ï] and [ñ] with alveolar (or retroflex) and palatal

closures. Nasal vowels or nasalized vowels are another category of nasal sounds present

in some European languages such as French, Portuguese and Polish, as well as in Hindi

and Urdu. During the production of nasal vowels there are parallel air flows through

the nasal as well as the oral cavity. Apart from nasal vowels which are legal sounds

(potentially contrastive inventory items) in some languages, nasalization of vowels is

a common phenomenon which may be either due to coarticulation, or due to speaker-

specific traits. In the former case, the vowels adjacent to nasal stops may be nasalized

partially at the boundaries. In the latter case, the entire speech or a majority of sounds

may be nasalized, and it may be referred to as nasalized speech or nasalized voice. The

degree of nasalization can vary from speaker to speaker, with extreme nasality, also

referred to as hypernasality, considered as a velopharyngeal dysfunction which may

reduce the intelligibility of speech.

7.2 Acoustic characteristics of nasal sounds

The coupling of the nasal cavity and the oral cavity during the production of nasal stops

due to the opening of velum has the following effect [52]. The combined nasopha-

ryngeal column introduces a resonance at around 300 Hz when there is no oral cavity

attached as a side tube (as in the case of velar nasal [N]). The presence of a parallel oral

cavity as in the case of nasal stops [m] and [n] shifts this nasopharyngeal resonance to

around 250 Hz. The nasal cavity is known to introduce resonances approximately at
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around 1000 Hz, 2000 Hz, 3000 Hz and 4000 Hz, which are reasonably fixed except for

some shifting due the coupling of the oral cavity. The oral cavity attached as a side tube

has the effect of introducing antiresonances along with its own resonances. The antires-

onances depend mainly on the size of the oral cavity, and is typically found at around

800 Hz to 1000 Hz for [m] and at around 1800 Hz for [n] ([52]). The oral resonances

are expected at around 900 Hz for [m] and at around 1400 Hz for [n].

Analysis of nasal stops in terms of its resonances and nulls, for detection in con-

tinuous speech, requires a robust algorithm for formant extraction, especially the first

formant. The higher formants are normally weak and have high variability based on

point of oral closure, context and speaker. Also, reliable and accurate estimation of an-

tiresonances is difficult for them to be used as evidence for nasal detection. Hence, the

most significant evidence for detection of nasal murmur is the presence of a nasopharyn-

geal resonance at around 250 Hz [52, 1]. A pitch synchronous analysis anchored around

the GCIs is performed to capture the finer variation of formants from one pitch cycle

to the other. The GCIs are obtained by the zero-frequency filtering of speech signals.

The HNGD spectrum is used to extract the first formant from short segments of speech.

Figure 7.1(c) shows the contour of the first formant derived from the HNGD spectrum.

It can be seen from the figure that the nasals ([n] - around 0.3 s, [m] - around 0.6 s,

and [n] - around 1.1 s) have a distinctly lower first formant compared to other voiced

sounds. But it can also be seen that some of the sounds (such as [iy] - around 0.6 s, and

[ix] - around 0.75 s) do have low first formants depending on the context they occur in.

This makes it difficult to discriminate the nasals sounds from other voiced sounds using

nasal resonance as the only feature. Additional features need to be explored so as to

improve upon the evidence provided by the nasal resonance.

7.2.1 Acoustic features for identification of nasal murmur

Acoustic features proposed in Chapter 5 for the detection of voice bars have a gradual

gradation for sonorant sounds, from voice bars to nasals to semivowels to vowels. In this

section, acoustic features for the detection of nasals in continuous speech are explored.

The features are extracted around the GCIs detected by the zero-frequency analysis of
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Figure 7.1: Analysis of nasal murmur for a speech utterance ‘Dont ask me to
carry an oily...’. (a) Spectrogram, (b) speech signal, and (c) F1,
the first formant contour.

the speech signal. The features reflect the excitation source information as well as the

vocal tract system information measured around the high SNR regions in speech.

(A) Strength of excitation

The strength of impulse-like excitation is the lowest for voice bars, and has a gradation

from voice bars to nasals, to semivowels, and finally vowels. While it can be used as

a feature to discriminate nasals from other sounds, deriving the knowledge sources and

setting a reliable threshold is difficult. It is more suited for use in a statistical framework,

where the thresholds are automatically learnt from the training data. Also, the strength

of impulse-like excitation is a useful feature to separate voiceless sounds from voiced

as shown in Chapters 4 and 5.

(B) ZFF to speech signal energy ratio

The zero-frequency filtered signal to speech signal energy ratio (ZSR) was shown in

Chapter 5 to be a useful measure for detection of weakly voiced regions such as voice

bars. The ZSR is computed as the ratio of energies of the ZFF signal and the speech

signal measured around the GCIs over a window length of 10 ms (5 ms on either side).
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The ZSR values are relatively high for voiced regions compared to voiceless regions.

The ZSR values are least for voiceless regions and largest for voice bar regions. Within

the voiced region the ZSR values have a gradation decreasing from highest to lowest

from voice bars to nasals, to semivowels, and finally to vowels in that order. Hence the

ZSR values provide evidence for discriminating nasal sounds from other sounds, and is

more suited for use in a statistical framework.

(C) Residual to signal energy ratio

The residual to speech signal energy ratio (RSR) is computed as the ratio of energies

of LP residual signal and the speech signal measured around the GCIs over a window

length of 10 ms (5 ms on either side). RSR is a feature more useful for discriminating

voiced region from unvoiced region.

(D) Low to high-order residual energy ratio

The low- to high-order residual (LHR) energy ratio is computed as vlhr[n] = er5 [n]/er10 [n],

where er5 [n] and er10 [n] are the short-term energies of LP residual signals of order 5 and

10, respectively. A 5th order LP inverse filtering removes most of the signal energy from

the voice bar, nasal and semivowel regions which have a predominantly low frequency

content. At the same time, only a portion of the energy is removed from the vowel

regions. In comparison, a 10th order LP inverse filtering removes most of the energy

from all voiced regions. Hence the LHR energy ratio is close to unity in the regions of

voice bar, it increases for nasals and semivowels, while it is the highest for vowels. In

a similar manner, LHR values for orders 1 and 10 give a slightly different gradation for

the different sonorant categories, and can be used as an index of sonority.

(E) Dominant resonance frequency and its strength

DRF computed from the HNGD spectrum (by picking the frequency corresponding to

the maximum value in the HNGD spectrum, as given in Eq. (5.5)) will be same as the

first formant for most of the voiced sounds, except for some nasalized regions which

may have a weaker nasal resonance below a strong oral resonance. DRS, defined as the

ratio of HNGD amplitudes of the first and second most dominant resonance frequen-

cies, is largest for voice bars. The DRS values for nasals is somewhere in between the

voice bars and the semivowels. The DRF, DRS and the first formant are used for nasal

detection.
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A total of eight features namely, (1) strength of impulse-like excitation, (2) ZSR,

(3) RSR for LP order 10, (4) LHR for LP orders 5 and 10, (5) LHR for LP orders 1 and

10, (6) DRF, (7) DRS, and (8) first formant frequency, are proposed for the detection of

nasal sounds in continuous speech.

7.3 Automatic detection of nasal sounds in continuous

speech

A Knowledge-based approach for nasal detection requires that the evidences are com-

bined in a clever manner by setting thresholds on the various acoustic correlates. The

advantage of this approach is that it does not require large amount of labeled data for

building models. But deriving appropriate thresholds by manual analysis of the acous-

tic correlates may be a difficult task for someone who is not an expert. The advantage

of using a statistical model-based approach is that the thresholds on the features are

automatically learnt from the training data. A two stage approach combining the best of

knowledge-based and statistical model-based approaches is proposed for the detection

of nasals in continuous speech. In the first stage reliable knowledge sources such as the

presence of a strong nasal resonance is used to hypothesize regions of nasal murmur.

The threshold on the knowledge sources are set so as to achieve a high nasal detection

rate, while reducing the overall search for nasals considerably. In the second stage, a

neural network (NN) model is used to separate the nasal regions from nonnasal regions

of speech.

7.3.1 Nasal hypothesis based on knowledge sources

In the first stage, the acoustic-phonetic knowledge sources are used to reduce the search

space for nasals by separating voiced regions from nonvoiced regions first, and then

hypothesizing nasal regions within voiced speech. The voiced-nonvoiced decision is

obtained using the three features described in Section 5.2.1, namely the ZFF signal

energy vzff [n], the residual to speech signal energy ratio vrsr[n], and the ZFF to speech
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signal energy ratio vzsr[n]. The binary voiced-nonvoiced signal is computed as

dvnv[n] =

 1, if{(yrsr[n] + yzsr[n] + yzff [n])/3} > 0.5

0, otherwise,
(7.1)

where yrsr[n] = 1−e(−10∗vrsr[n]), yzsr[n] = 1−e(−vzsr[n]) and yzff [n] = 1−e(−10∗vzff [n]).

All GCIs within the voiced regions and having a first formant frequency less than 500

Hz are hypothesized as nasal. The nasal hypothesis at the kth epoch location ek is given

by

dnas[k] =

 1, if{(dvnv[ek] = 1) & (200 < F1[k] < 500)}

0, otherwise,
(7.2)

where F1[k] is the first formant frequency computed at the kth epoch location.

7.3.2 Neural network for nasal/nonnasal classification

In the second stage, a four layered feedforward neural network (FFNN) classifier, sim-

ilar to the one used in Chapter 5 for voice bar detection, is used to distinguish between

the nasal and nonnasal regions of speech. The regions of speech hypothesized as nasal

in the first stage are used for training the neural network model. Acoustic features ex-

tracted from these hypothesized nasal regions, as described in Section 7.2.1, are used

for training. All the features are measured around the GCIs, and only those GCIs,

which are hypothesized as voiced and nasal in the first stage based on the first formant,

are used in training. These features are segregated into nasal and nonnasal using the

manual labeling available along with the training data.

During testing, a nasal hypothesis is made using the knowledge-based approach.

Acoustic features extracted around GCIs within regions of speech hypothesized as nasal

are tested against the neural network model to obtain the evidence for identification of

nasal region. If the evidence ynn at the output of the neural network model is greater

than or equal to a threshold Tnn (typically 0.5), the GCI is hypothesized to be from a

nasal region.
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7.3.3 Dataset

The performance of the proposed approach for detecting nasal regions in continuous

speech is evaluated on the TIMIT database [79], which has phoneme transcriptions for

utterances in English language. The data from one of the dialects ‘dr1’ is used for

training the neural network model. The data from two other dialects ‘dr2’ and ‘dr6’ are

used for testing. The dialect ‘dr1’ has 38 speakers (24 male and 14 female), ‘dr2’ has 76

speakers (53 male and 23 female) and ‘dr6’ has 35 speakers (22 male and 13 female),

each speaker uttering ten short (3 to 4 seconds) sentences. This corresponds to about

30, 50 and 25 minutes of speech data for the dialects ‘dr1’,‘dr2’ and ‘dr6’, respectively.

Each of the dialect has about 12% of the voiced region as nasal. The speech signal is

downsampled from 16 kHz to 8 kHz before computing features for nasal detection.

7.3.4 Performance evaluation

Performance of the above method for identifying nasal regions in continuous speech is

evaluated in terms of the correct detection and false alarm rates. The correct detection

rate is computed as Pc = Nc/Nn ∗ 100%, where Nc is the number of GCIs correctly

identified as nasal out of a total Nn nasal GCIs. The false alarm rate is computed as

Pf = Nf/Nhyp ∗ 100%, where Nf is the number of nonnasal GCIs detected as nasal

GCIs out of a total Nhyp GCIs hypothesized as nasal.

The performance of the knowledge source, namely, the nasopharyngeal resonance,

in hypothesizing nasal sounds is studied on the training dataset of dialect ‘dr1’. The

dataset has a total of 1150 nasal sounds from a total of 38 speakers uttering 10 sentences

each. Identifying all voiced GCIs with a resonance between 200 Hz and 500 Hz gives

a nasal detection rate of 94.1%, while 31.4% of the nonnasal GCIs are retained. This

eliminates a significant number of the nonnasal sounds, while some short vowels (/ix/

and /uh/) and semivowels (/y/ and /l/) are also picked as nasals. Some of these spurious

detections are eliminated in the second stage.

Table 7.1 gives the performance of the task of classifying the instants of glottal clo-

sure in continuous speech into nasal and nonnasal. It can be seen that the performance
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Table 7.1: Performance of identification of nasal regions in terms of percentage of GCIs
correctly identified.

Dataset Pc (%) Pf (%)
TIMIT-dr1 79.1 16.8
TIMIT-dr2 80.5 17.8
TIMIT-dr6 78.5 17.0

Table 7.2: Performance of identification of nasal regions in terms of the percentage of
phones correctly identified.

Dataset Pc (%) Pf (%)
TIMIT-dr1 81.6 18.8
TIMIT-dr2 81.8 21.9
TIMIT-dr6 79.6 21.4

of the task on test datasets TIMIT-dr2 and TIMIT-dr6 are comparable to that obtained

on the training dataset TIMIT-dr1. The network structure used is 8L−24N−8N−1L,

where L and N denote linear and nonlinear units, and the preceding number specifies

the number of units in the layer. The network structure is chosen empirically, and the

exact number of units in the hidden layers is not very critical. Consistent performance

is obtained for a range of values for the number of units around the ones currently used.

The performance obtained is reasonable considering the fact that only excitation source

features are used, and also due to the inherent ambiguities between nasals and some of

the other voiced sounds such as voice bars and semivowels, both from production as

well as perception point of view. Additional features from the vocal tract system need

to be explored to reduce these ambiguities and improve the performance.

Performance of the proposed approach is also evaluated in terms of the number of

phones correctly identified as nasals or nonnasals. A voiced phone is declared to be

a nasal if at least 50% of its GCIs are declared as nasal. The performance of the task

for different dialects of the TIMIT database is given in Table 7.2. An analysis of the

errors show that most of vowels GCIs that are detected as nasal are due to short vowels

/ax/ and /ix/, due to their short transient nature along with poor articulation. Some of

the intervocalic nasals are also missed due high degree of vocalization of the nasals,

analogous to a nasalized vowel. Some of the errors can also be attributed to the manual

labeling. Human listeners are mostly driven by what one expects to hear based on the

context than what is actually uttered.
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7.4 Summary and conclusions

In this chapter, the acoustic characteristics of nasal murmur was studied in continuous

speech. Acoustic features for identifying nasal sounds in continuous speech were ex-

plored. The most significant evidence is the presence of nasal resonance at around 300

Hz. It is to be noted that detection of regions of nasal murmur is different from detect-

ing nasal sounds. Detection of nasal sounds is mainly driven from a perception point of

view, based on what is expected from the message or language, than what is actually ar-

ticulated. Nasal manner is an attribute of the production mechanism which gets reflected

in the signal whenever the nasal tract is coupled with the oral cavity due to the opening

of the velum. Such coupling can happen during the production of vowels adjacent to

nasal sounds due to the coarticulation effect, and is referred as nasalization of vowels.

Similarly, some nasals are produced with the oral tract not being closed completely

leading to vocalization of nasals. The nasalization of vowels or vocalization of nasals

can also be a speaker-specific phenomenon such as in the nasalized voices. Obtaining

the ground truth for detection of nasal murmur from the speech signal is a difficult task.

More accurate ground truth can be obtained by measuring the air flows through the oral

and nasal tract simultaneously, along with the speech signal. A two-stage algorithm

for detecting nasal sounds was proposed, which combines the knowledge-based and

neural network based approaches. Regions of speech hypothesized as nasal based on

evidences for voicing and nasal resonance, are further classified into nasal and nonnasal

using a neural network classifier.
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CHAPTER 8

Analysis of frication

In speech production one form of excitation of the vocal tract system is by forming

a constriction in the vocal tract, and forcing the air through this constriction causing

turbulent flow, which results in noise-like sound. The resulting sounds are called frica-

tives. Fricatives can be produced with or without phonation (vocal fold vibration), and

they are called voiced or voiceless fricatives, respectively. Fricative sounds in English

are produced with constrictions at mainly four places, namely, labiodental (voiced /v/,

voiceless /f/), linguadental (voiced /dh/, voiceless /th/), alveolar (voiced /z/, voiceless

/s/) and palatal (voiced /zh/, voiceless /sh/) [1, 52, 92]. The alveolar and palatal frica-

tives are called sibilants, and the other two are called nonsibilants. Sibilants are iden-

tified with relatively high intensity compared to nonsibilants. The aspirate fricative /h/

is produced by forming a constriction in the larynx at the glottis. This fricative is more

like a vowel, and hence considered as a voiceless vowel or semivowel. Most fricatives

have a simple formant structure with a single dominant peak, except for /h/, which can

have a clear vowel-like formant structure. There are other speech sounds where frica-

tion occurs due to turbulence of air, such as in affricates /ch/ and /jh/, and as in the burst

release of some stops, especially velar stops. The frication during the production of the

voiceless fricative /ch/ is sufficiently strong and can be categorized as a sibilant.

Studies on fricatives are focused mainly on classifying the fricative regions into

different fricative classes by identifying features that can capture information about

voiced/nonvoiced and place of articulation [92, 93, 94, 95, 96, 97, 98]. In many of these

studies the features are derived from processing the signal in a similar way, i.e., using a

filter-bank system with some modifications to incorporate auditory effects like critical-

band filtering, nonlinear effects, saturation, short-term adaptation, forward masking and

synchrony detection [92, 93, 94, 95]. Modification of the basic processing scheme is

made to enhance the formant extraction ability, to decrease the effect of pitch harmonics

(in the case of voiced fricatives), to obtain higher immunity to noise, and to improve



the description of the overall spectral shape [92]. The acoustic-phonetic (AP) features

used for determining the place of articulation are duration, voicing evidence based on

low frequency energy, relative intensity of frication with respect to the adjacent vowel,

spectral flatness, spectral center of gravity and the spectral peak location. The parame-

ters used to derive the AP features are based mostly on the spectral shape information

and temporal variation of energy in different frequency bands. Previous studies focused

on developing classification strategies for fricative regions, which are extracted manu-

ally from a large database such as TIMIT [92, 79]. These studies have not addressed the

issue of detecting the regions of fricatives automatically in continuous speech. More-

over, acoustic cues specific to frication which help in discriminating regions of friction

from voiced speech or from the background noise are not explored. It is likely that the

speech signal may have to be processed to extract the characteristics of both the exci-

tation source and the vocal tract system, suitable for detection of voiceless frication.

In one of the studies reported earlier, zero-crossing rate of the speech signal is used to

detect voiceless fricatives in continuous speech in order to build a simple real-time sys-

tem to aid people with hearing loss [99]. Features measured from the linear prediction

spectrum have been used in [100] to segment and label fricatives as well as plosives.

Robustness of these features has not been studied. Studies on acoustic-phonetic label-

ing of speech also make an attempt to detect certain landmarks in continuous speech

such as frication onset and offset [22, 101].

The objective of this chapter is to identify acoustic features for detecting the pres-

ence of frication in continuous speech. Acoustic features for separating nonvoiced re-

gions from voiced, and then separating regions of frication from silence or background

noise are explored. Features from the excitation source as well as the vocal tract system

are explored for used for this purpose. The characteristics of the turbulent excitation in

the production of fricatives is closer to a white random noise. Hence white Gaussian

noise is the degradation under consideration in this chapter in exploring features for

frication detection. Some of the other common noise types such as vehicle noise, fan

noise or babble noise which have predominantly energy in the low frequencies are not

considered for analysis. All those regions of speech where the sound is produced by

forcing air through a narrow constriction causing turbulence, is referred to as regions of

frication. We consider only the voiceless frication in this study. All regions of voice-
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less frication including those caused by fricatives, affricates and stops are the regions

of interest. There is no discrimination made between regions of frication based on their

place of articulation, or based on their position in a word/phrase, such as initial, middle

or final. In other words, all regions of voiceless frication, irrespective of its nature and

context in the production of speech, are included in this study.

The chapter is organized as follows: In Section 8.1 the zero-frequency filtering

method is extended to nonvoiced regions to compute the strength of voiceless excita-

tion at random epoch locations. The usefulness of this feature in discriminating regions

of voiceless frication from nonspeech regions is studied. Robustness of the strength

of excitation parameter is examined for additive noise degradation. In Section 8.2 the

characteristics of the vocal tract system are extracted using the numerator group delay

function. The effect of suitable preprocessing of speech in highlighting the relevant

discriminatory information between frication and nonspeech is demonstrated. In Sec-

tion 8.3 the excitation source and vocal tract features are used for analysis of regions of

voiceless frication occurring in different contexts in continuous speech. An algorithm

for detection of regions of voiceless frication is proposed. Performance of the frication

detection method is studied on the manually labelled TIMIT database [79], and the re-

sults are discussed in Section 8.3.1. A brief summary of the contributions of this chapter

is given in Section 8.4, along with some additional issues that need to be addressed.

8.1 Excitation characteristics for voiced/nonvoiced and

speech/nonspeech detection

In this section, excitation characteristics of voiced as well as voiceless speech is ex-

amined. The strength of impulse-like excitations in voiced speech due to the sudden

closure of the vocal folds is used to separate voiced from voiceless regions of speech. A

measure of strength of excitation for voiceless frication is derived by approximating the

voiceless excitation signal to a sequence of arbitrarily located impulse-like excitations.

131



k
H

z

(a)

0

5

−0.5

0

0.5

(b)

−0.4
−0.2

0
0.2

(c)

−1

0

1

(d)

0.1 0.2 0.3 0.4 0.5 0.6

0

0.5

1

(e)

Time (sec)

Figure 8.1: Illustration of voiced/nonvoiced segmentation using zero-frequency filter.
(a) Wideband spectrogram and (b) segment of speech containing voiced and
nonvoiced (silence/unvoiced) region. (c) Differenced EGG signal. (d) Fil-
tered signal with epochs marked at the positive zero crossings. (e) Strength
of excitation at epochs along with the voiced/nonvoiced decision.

8.1.1 Strength of impulse-like excitation in voiced speech

The presence of strong impulse-like excitations in voiced speech is used to separate the

nonvoiced regions from voiced regions of speech. The zero-frequency filtering method

described in Chapter 3 is used to compute the strength of impulse-like voiced excitation.

Figure 8.1 shows the sequence of epochs and their strengths obtained for a segment of

speech (sampled at 16 kHz) containing silence, voiceless frication and voiced regions.

The epoch locations occur at regular instants in voiced regions, and the strengths of the

epochs are large. This can be verified against the sharp negative peaks in the differenced

electroglottograph (EGG) signal given in Fig. 8.1(b). On the other hand, the epoch

locations occur at irregular instants in the nonvoiced regions, and the strengths of epochs

are low compared to those in the voiced regions. A simple threshold on the strength of

excitation isolates the regions of voiced excitation.
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8.1.2 Strength of impulse-like excitation in voiceless frication

The excitation source for the production of voiceless fricative sounds is approximated

to a sequence of arbitrarily located impulse-like excitations. The strengths of these

impulse-like excitations in frication regions are significantly higher compared to the

nonspeech (silence or background noise) region. The zero-frequency filtering method

for the detection of voiced epochs is slightly modified in order to extract or observe

the characteristics of these unvoiced epochs and their strengths in the frication region.

The trend removal during the computation of the filtered signal (as given by Eq.(3.5) in

Chapter 3) is performed using a window size much smaller than the average pitch pe-

riod used for the analysis of voiced epochs. The zero-frequency filtered signal (zf [n]),

derived using a window size of 1 ms for trend removal, is shown in Fig. 8.2(c). The

subscript f denotes that the filtered signal is derived in order to extract excitation char-

acteristics in the frication regions. The positive zero crossings of the filtered signal

zf [n], gives the epoch locations. These epochs are denoted as Ef = {g1, g2, ..., gL},

where L is the number of epochs. The strength of impulse-like excitation at an epoch

location is given by

Ef [k] = |zf [gk + 1]− zf [gk − 1]|, k = 1, 2, ..., L. (8.1)

The strength of impulse-like excitation Ef [k] in the nonvoiced region for a segment of

speech containing unvoiced, voiced and silence regions is shown in Fig. 8.2(d). The

large number of random dots in the nonvoiced region correspond to the strengths of the

randomly located impulse-like excitations. These strength values are averaged (solid

line) over a window length of 10 ms. Note that the strength of epochs in the frication

regions can be clearly distinguished from those in the nonspeech regions. This may be

attributed to the turbulence caused by forcing air through the constriction in the vocal

tract system. The region of turbulence may therefore be interpreted as a sequence of

impulse-like excitation at irregular intervals, with strengths significantly higher than

those in the nonspeech region. The nonspeech region consists mostly of silence or

some low level noise. Any impulse-like behaviour in the silence region may easily be

destroyed by noise even at a level as low as 30 dB SNR. The noise does not affect the

characteristics of the epochs in the frication region even upto noise levels of 10 dB SNR
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Figure 8.2: Illustration of strength of excitation for nonvoiced regions. (a) Wideband
spectrogram and (b) segment of clean speech for the word ‘shock’, con-
taining unvoiced, voiced and silence region. (c) Filtered signal when white
noise is added at 30 dB SNR. Only the nonvoiced regions are shown. (d)
Strength of excitation at epochs at the positive zero crossings of the filtered
signal. The solid line is the average excitation strength within a sliding
window of size 10 ms. (e) & (f) Same as (c) & (d), respectively, but with
additive white noise at 10 dB SNR.

as shown in Fig. 8.2(f).

The strength of impulse-like excitation at epochs in the nonvoiced regions seems to

be a robust feature for discriminating speech/nonspeech parts, as can be seen from the

plots at 10 dB SNR in Fig. 8.2. Of course with more noise, or for weak frication (due

to reduced force in creating turbulence), the strength of excitation may not be able to

discriminate speech and nonspeech parts in the nonvoiced regions.
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8.2 Vocal tract system characteristics for speech/ non-

speech detection in nonvoiced regions

In this section, acoustic features representing the vocal tract system information are

explored for identifying regions of frication. Dominant resonance frequency and am-

plitude of the numerator of the group delay spectrum at 0 Hz are used as acoustic cues

for frication detection. The DRF for fricative sounds is typically greater than 1500 Hz

and the NGD amplitude at 0Hz is normally negative for fricatives.

8.2.1 Dominant resonance frequency

The cavities in the vocal tract are excited by the frication or turbulence at the constric-

tion, and the effect of the vocal tract system can be seen in the shape of the spectrum

in the frication region. For most fricatives (/sh/, /s/, /th/ and /ch/) the vocal tract cavity

in front of the constriction is small, and hence most of the energy is concentrated in

the mid (1000-3000 Hz) and in the high (3000-8000 Hz) frequency range of the spec-

trum. Lack of any cavity in front of the constriction at the lips during the production

of /f/ results in a random noise-like spectrum without any significant formant structure.

The glottal fricative /h/ does not have a distinct formant structure, but takes the spec-

tral shape of the vowel in whose context it is uttered. The lack of any distinct formant

structure along with weak excitations makes detection of the fricative sounds /f/ and /h/

a difficult task. The frication in the case of some bursts, such as in velar stops, may

have energy in the lower frequency (less than 1000 Hz) range. This is mainly due to

the presence of a large front cavity. For silence or white noise, there will be no sig-

nificant energy concentration in any frequency band. The HNGD plots for the various

fricative sounds are shown in Fig. 8.3. The location of the peak amplitude in the HNGD

spectrum is referred to as the dominant resonance frequency (fp). The dominant reso-

nance frequency is a useful feature to eliminate any spurious voiced regions that may

be identified as nonvoiced during voiced/nonvoiced detection. Voiced regions typically

have a strong first formant below 1000 Hz, while the regions of frication have a strong

resonance above 1500 Hz. The DRF values measured in the fricative (except for [f])
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(a) [sa] (b) [sha] (c) [tha]

(d) [cha] (e) [fa] (f) [sil]

Figure 8.3: 3-D HNGD plots for different voiceless fricatives. (a) [sa], (b) [sha], (c)
[tha], (d) [cha], (e) [fa], and (f) [sil] (silence).
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and voiced regions are consistent, while they are normally scattered in the nonspeech

region ([sil]), as can be seen from Fig. 8.3.

8.2.2 Amplitude of the NGD spectrum at 0 Hz

The bipolar property of the NGD spectrum and the predominance of high frequency

spectral energy in fricatives are used to derive an acoustic feature for frication detec-

tion. The amplitude of the NGD spectrum at 0 Hz is low and negative for most of the

fricatives, while is mostly positive for silence or white noise. The NGD amplitude at

0 Hz is large and positive for voiced regions due to the predominantly low frequency

spectral energy concentration. This feature captures information similar to those cap-

tured by the relative strength of the dominant resonance or the ratio of energies in higher

to lower spectral bands. The main advantage of using the NGD amplitude at 0 Hz is that

it provides a simple means of setting threshold for frication detection. The following

are the steps used in computing the numerator group delay spectrum and its amplitude

at 0 Hz, given a short segment (∼ 5 ms) of speech data s[n].

(a) Remove any DC bias by subtracting the mean of the samples. i.e., x[n] = s[n] −

µs[n], where µs = 1
Ns

∑Ns/2−1
n=−Ns/2 s[n] is the sample mean of of the speech segment s[n]

of length Ns.

(b) Preprocess the speech samples to reduce any unwanted boundary effects that may

be present at the two extremes of the spectral range (ω = 0 and ω = π). This is done by

using two zeros one at ω = 0 and the other ω = π. This is equivalent to passing the sig-

nal through an FIR filter whose transfer function is given by P (z) = (1−z−1)(1+z−1).

i.e., y[n] = x[n] + x[n − 2]. The zero at ω = 0 tries to deemphasize any slow varying

channel characteristics that may be present at lower frequencies close to 0 Hz. The

zero at ω = π deemphasizes any boundaries effects such as aliasing that may be present

due to inadequate low-pass filtering before digitizing the signal. These operations in the

time domain can have significant effect on the overall spectral shape in the Fourier mag-

nitude domain as shown in Fig. 8.4(a). On the other hand, high resolution and additive
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Figure 8.4: (a) Log magnitude spectrum and (b) group delay spectrum for the prepro-
cessing filter P (z) = (1+αz−1)(1−αz−1), where α = 0.99, to demonstrate
the property of the group delay spectrum.

property of the group delay function [36] would confine the effects of this preprocess-

ing to regions around 0 Hz or fs/2 Hz, keeping the shape of the spectrum intact in the

rest of the frequency range, as shown in 8.4(b). The frequency response and the group

delay function for the filter P (z) corresponding to this preprocessing step are shown in

Figures 8.4(a) and 8.4(b), respectively. Note that the group delay spectrum is nearly flat

throughout the frequency range, except around ω = 0 and ω = π. Thus the preprocess-

ing operation may not affect the desired spectral features of frication significantly.

(c) Compute the normalized autocorrelation function a[n] of the preprocessed signal

y[n]. i.e.,

r[n] =
Ns−1∑
m=0

y[m]y[m− n], n = 0, 1, 2, ..., Ns − 1, (8.2)

and

a[n] = r[n]/r[0], n = 0, 1, 2, ..., Ns − 1. (8.3)

(d) Multiply a[n] with a weight function w[n] to reduce the influence of the autocorre-
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Figure 8.5: Illustration of the preprocessing of the speech signal. (a) A segment (5
ms) of unvoiced speech signal. (b) Normalized autocorrelation function for
positive lags (solid line), and the weight function w[n] = 1/nm for m = 2
(dashed line).(c) Weighted autocorrelation function.

lation coefficients due to large lags, and also to reduce the effects of truncation in the

computation of the group-delay function.

g[n] =

 a[n]w[n], n = 0, 1, 2, ..., Ns − 1

0, n = Ns, Ns + 1, ..., N
, (8.4)

where N is the length of FFT used in the computation of the group delay function in

the next step. In this study, we use a window function of the type

w[n] =
1

nm
, n = 0, 1, ..., Ns − 1. (8.5)

The value of m is chosen depending on the extent of smoothing of the group delay

spectrum to reduce the effect of truncation, but at the same time preserving the details

of the spectral shape. A value of m = 2 is used in this study for analysis of frication.

Figure 8.5 shows a segment of speech signal, its normalized autocorrelation function
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Figure 8.6: NGD spectrum for different types of fricative sounds and silence.

and the weighted autocorrelation function. Note that due to weighting function w[n],

mainly the initial portion of the autocorrelation function is emphasized.

(e) Compute the numerator group-delay (NGD) function of g[n] as follows [43, 36]:

τm[k] = GR[k]HR[k] +GI [k]HI [k], (8.6)

where G[k] = GR[k] + jGI [k] is the DFT of g[n], and H[k] = HR[k] + jHI [k] is the

DFT of h[n] = ng[n].

The numerator group delay functions are shown in Fig. 8.6 for different segments of

nonvoiced region. It is interesting to note that the distribution of spectral energy for

fricative sounds is predominantly towards the higher frequencies, which rolls off grad-

ually towards low frequencies around 0 Hz. On the other hand, the NGD spectrum has

relatively higher energy around 0 Hz for nonspeech segments.

(f) The amplitude of the NGD function at ω = 0, i.e., τm[0], will be mostly negative for

frication regions, while it will be positive in the silence and nonspeech regions.
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Figure 8.7: Vocal tract system feature, τm[0], derived from the NGD spectrum for an
utterance of speech “Shell shock caused by shrapnel...”. (a) Wideband spec-
trogram. (b) Speech signal. (c) & (d) Zero-frequency spectral amplitude at
SNRs 30 dB and 10 dB, respectively.

The plot of the NGD amplitude at 0 Hz (τm[0]) is shown in Fig. 8.7 for the nonvoiced

regions of a speech utterance from TIMIT database, for SNRs of 30 dB and 10 dB. As

expected, for all the frication regions the value of τm[0] is negative. It is also interesting

to note that this feature of the frication region is present even at 10 dB SNR. Note that

all the above steps from (a) to (f) are computed for analysis frames only in the regions

of speech marked as nonvoiced based on the strength of excitation. The size of the

analysis frame is 5 ms around each of the unvoiced epochs detected in the nonvoiced

regions of speech.

8.3 Analysis of frication regions in speech

Features proposed for analysis of frication, namely, the excitation strength at nonvoiced

epochs (Ef ), the dominant resonance frequency (fp), and the amplitude of the NGD

spectrum at 0 Hz (τm[0]), are shown in Figures 8.8 to 8.13 for a few selected seg-

ments of speech containing regions of frication occurring in different contexts. The

segments correspond to six different speakers (3 male and 3 female), chosen from sen-

tences which had large number of fricatives, and cover a variety of fricative sounds. The
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Figure 8.8: Analysis of frication for the utterance “Shell shock caused by ...” uttered by
a male speaker. (a) Wideband spectrogram. (b) Speech signal. Contours of
(c) dominant resonance frequency (fp), (d) excitation strength (Ef ), and (e)
zero-frequency spectral amplitude of the NGD (τm[0]).

SNR of the input signals used in these figures is 30 dB. The features are shown only for

the nonvoiced region (unvoiced and silence) so as to avoid distraction from the voiced

regions. The voiced/nonvoiced (V/NV) decision is made using a simple threshold on

the strength of impulse-like excitation derived from the ZFF signal. The filtered signal

is obtained using the zero-frequency filter with a window size for trend removal equal to

the average pitch period of the speech utterance. The V/NV decision is not critical here.

A threshold is set on the excitation strength to eliminate most of the strongly voiced

regions of speech. Any spurious weakly voiced sounds such as some voice bars, nasals

and semivowels, if present, can be eliminated by using the location of the dominant

resonance frequency (DRF). The DRF for any voiced region is typically low (less than

1000 Hz), whereas it is high (greater than 1500 Hz) in the regions of frication. From the

remaining nonvoiced regions, the nonspeech regions are separated using the excitation

strength computed from the output of the zero-frequency resonator using a window size

of 1 ms for trend removal.

The excitation strengths in the burst regions are typically large compared to those

in the frication regions, but are present for very short (2-3 ms) duration. The region

immediately after a burst may have characteristics similar to voiced sounds with a DRF
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Figure 8.9: Analysis of frication for the utterance “... conspicuous ...” uttered by a
male speaker. (a) Wideband spectrogram. (b) Speech signal. Contours of
(c) dominant resonance frequency (fp), (d) excitation strength (Ef ), and (e)
zero-frequency spectral amplitude of the NGD (τm[0]).
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Figure 8.10: Analysis of frication for the utterance “She had your dark ...” uttered by a
female speaker. (a) Wideband spectrogram. (b) Speech signal. Contours
of (c) dominant resonance frequency (fp), (d) excitation strength (Ef ), and
(e) zero-frequency spectral amplitude of the NGD (τm[0]).
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Figure 8.11: Analysis of frication for the utterance “Those answers ...” uttered by a
female speaker. (a) Wideband spectrogram. (b) Speech signal. Contours
of (c) dominant resonance frequency (fp), (d) excitation strength (Ef ), and
(e) zero-frequency spectral amplitude of the NGD (τm[0]).
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Figure 8.12: Analysis of frication for the utterance “...inferences” uttered by a male
speaker. (a) Wideband spectrogram. (b) Speech signal. Contours of (c)
dominant resonance frequency (fp), (d) excitation strength (Ef ), and (e)
zero-frequency spectral amplitude of the NGD (τm[0]).

144



kH
z

(a)

s ixf ih sh ixn f ao r s ix z h#

0

4

8

−0.4
−0.2

0
0.2
0.4

(b)

0
2
4
6
8

(c)

f p
 (

kH
z)

0

0.5

1

(d)E
f

3.2 3.4 3.6 3.8 4 4.2 4.4
−0.1

0

0.1

0.2

(e)

τ
m

[0
]

Time (sec)

Figure 8.13: Analysis of frication for the utterance “...sufficient forces” uttered by a
female speaker. (a) Wideband spectrogram. (b) Speech signal. Contours
of (c) dominant resonance frequency (fp), (d) excitation strength (Ef ), and
(e) zero-frequency spectral amplitude of the NGD (τm[0]).

below 1000 Hz, as can be seen from Fig. 8.8 for the stop /k/ at around 1 sec. Hence

a significant number of bursts may be eliminated using the DRF. Also, it can be seen

that τm[0] value for burst is high and positive due to the presence of predominantly low

frequency content.

Burst release (especially from velar stops), when followed by the semivowel /j/ as

in ‘conspicuous’ or ‘cute’, will have significant aspiration, as can be seen in Fig. 8.9 at

around 3.6 sec. Such aspiration regions have characteristics similar to those of frication,

and hence are detected as frication. The only difference is that the strength of excitation

during such regions of aspiration is typically lower than that for fricatives. The affricates

(/ch/ and /jh/) are sounds similar to stop consonants, but with the burst region replaced

by frication. Figure 8.10 shows an example of /jh/ at around 0.6 sec. It can be seen that

there is good evidence to detect the frication regions of the affricates.

The voiced fricatives /z/ and /zh/ may be produced at times as completely unvoiced

sounds (regions marked as /z/ at around 0.3 sec and 0.7 sec in Fig. 8.11). This may be

due to weak voicing (or complete absence of it), and with strong turbulence. Hence,

some voiced fricatives may be detected as voiceless fricatives. Also, during the produc-

tion of voiced fricatives, the voicing is conspicuous only during the initial part of the
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phone duration, which gets almost completely masked in the latter part by the frication

which builds up gradually. Hence, the initial part of the voiced fricative may be detected

as voiced region, while the later part may be detected as voiceless frication. Such an

example can be seen in Fig. 8.8 at around 1.25 sec for the sound /z/.

The frication due to the sound /f/ is one of the weakest compared to other fricatives.

Figure 8.12 shows an example of the fricative /f/ (at around 3.9 sec). It can be seen that

τm[0] is weak, but the excitation strength can still distinguish it from the silence region.

A few more examples of /f/ are shown in Fig. 8.13 around 3.3 sec and 3.65 sec.

8.3.1 Detection of voiceless frication in continuous speech

The algorithm for detection of regions of voiceless frication in continuous speech is

given below:

(a) The strength of excitation (Ev) is computed from the zero-frequency filtered speech

signal, with the window size for trend removal in the range of one to two average pitch

periods for the utterance. The pitch period is obtained from the location of the peak

in the autocorrelation function in the range of 2-15 ms. The autocorrelation function

is computed for a frame size of 20 ms with a frame shift of 10 ms. The pitch period

corresponding to the peak in the distribution of pitch periods for the utterance is chosen

for the average pitch period. All epochs with strength of impulse-like excitation greater

than 1% of the peak strength are marked as voiced epochs. The regions of speech with

no voiced epochs are marked as nonvoiced. Note that the setting of the threshold is not

very critical, as we can afford to mark some weakly voiced sounds as nonvoiced, at this

stage, as they can be eliminated in the next step.

(b) The excitation strength for nonvoiced regions (Ef ) is derived from the 0 Hz filtered

speech signal derived using a window size of 1 ms for trend removal. The positive zero

crossings of the filtered signal are hypothesized as epochs in the nonvoiced regions.

The sequence of strength values is smoothed using a window of size 5 ms around each

epoch.
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(c) The dominant resonance frequency fp is computed from the HNGD spectrum, com-

puted for window frames of size 5 ms around each of the unvoiced epochs in the non-

voiced regions. Nonvoiced regions of speech with a DRF less than 1500 Hz are elimi-

nated.

(d) Within the remaining nonvoiced regions of speech, regions with an excitation strength

of less than 1% of the peak strength is identified as nonspeech/silence. The threshold

chosen is such that errors in the resultant decision are on the side of allowing more spu-

rious regions rather than losing a region of frication.

(e) The amplitude of the NGD spectrum at 0 Hz (τm[0]) is used at the next level to

eliminate any spurious silence regions. All regions with the value of τm[0] below a

threshold are hypothesized as the regions of frication. It can be seen from the Fig.8.7

that a threshold around 0 is a good choice for both 30 dB and 10 dB SNR. It can also be

seen from the figure (and from Figures 8.8 to 8.13) that the values of τm[0] have large

variations in the silence or noise regions. This is mainly due to random nature of the

signal in these regions. The feature values of τm[0] are smoothed over a window of size

10 ms.

8.3.2 Performance evaluation

Performance of the proposed algorithm for detection of the voiceless frication is evalu-

ated on the TIMIT database [79]. A subset of the database with 38 speakers (24 male

and 14 female), each uttering 10 short (3-5 secs) sentences, is considered for evalua-

tion. The manual marking in the database is used to derive the ground truth for frication

regions. The affricates in English are sounds similar to the stop consonants. They have

a period of supraglottal oral closure followed by a release, and are closer to a frication

than to a burst. Hence, the fricative portions of the affricates (/ch/ and /jh/) and the

regions of speech marked as the unvoiced fricatives (/s/, /sh/, /th/ and /f/) are consid-

ered as regions of voiceless frication. The voiced fricatives /z/ and /zh/ at times may
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Table 8.1: Performance of frication detection in clean speech. Pphn denotes the percent-
age of phones (fricatives) detected correctly. Pdur denotes the percentage
duration of the frication regions detected correctly.

Phones # phones Pphn (%) Pdur (%)

Sibilants

/s/ 603 99.2 92.6
/sh/ 189 98.4 92.2
/ch/ 71 98.6 95.4
/jh/ 103 98.1 92.0

Nonsibilants
/th/ 54 38.9 43.0
/f/ 189 59.8 54.5

All sibilants 966 98.9 92.7
All nonsibilants 243 55.1 52.1

Overall 1209 90.1 84.5

be partly or completely voiceless depending on the context, pronunciation of speakers,

and/or due to weak voicing. Also, the stop consonants (/k/ and /t/) at times can have sig-

nificant amount of aspiration after the burst release depending on the context, such as in

the word ‘acute’. Analysis of errors due to these voiced fricatives and stop consonants

is given in the later part of this section.

The performance is measured in terms of the Pphn, the percentage of phones (frica-

tives) detected correctly, and Pdur, the percentage duration of the frication regions de-

tected correctly. A manually marked region of frication is said to be detected correctly,

if at least 50 percent of its duration is detected. The performance of detecting regions

of frication in continuous speech is given in Table 8.1. The third column of the table

gives the number of phones (fricatives) present in the database. It can be seen that the

performance for the sibilant fricatives (/s/ and /sh/) and for the affricates (/ch/ and /jh/)

is very good. Most of the missed errors are due to the weak sounds (nonsibilants) /f/

and /th/.

The percentage of nonfricative phones (out of a total 13122) that are detected as

fricatives is 8.7%. A break up of the errors is given in Table 8.2. Most of the errors are

due to the voiced fricative /z/ and the burst release in stop-consonants /t/, /k/ and /d/.

Around 25% of the errors are due to voiced fricatives and around 52% of the errors are

due to burst release in stop-consonants. The errors due to voiced fricatives are mainly

because the voicing part is weak and/or confined only to the initial portion of the sound,
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Table 8.2: Analysis of false detection during detection of frication in clean speech. Pf
denotes the percentage of nonfricative phones (labelled) detected as fricative.

Phones # phones Pf (%)

Voiced fricatives

/z/ 301 90.4
/zh/ 12 75.0
/dh/ 233 7.3
/v/ 175 9.1

Bursts

/t/ 320 73.1
/k/ 387 47.3
/d/ 298 39.9
/g/ 165 15.7
/p/ 215 11.6
/b/ 183 4.9

Others 10833 2.1

while a majority portion of the sound is voiceless frication. Detection of turbulence

during burst release in stop consonants need not be considered as error, as the focus in

this chapter is primarily on the detection of the regions of voiceless frication. Additional

features such as the duration of the frication regions and the abruptness at the boundaries

need to be explored to discriminate bursts from fricatives.

8.3.3 Analysis of frication in the presence of degradation

Performance of the proposed method is examined when additive white Gaussian noise

is added to the speech signal. Note that, since frication also is noise-like, detection of

frication region in the presence of additive noise is indeed a challenging task. A smaller

subset of the data is used for studying the effect of noise on the detection of frication

in continuous speech. The data consists of 10 speakers (5 male and 5 female) uttering

10 short sentences. The speech signal is appended with necessary duration of silence

so as to maintain a speech/nonspeech ratio of 0.5. White Gaussian noise is added to the

speech signal so as to generate the requisite signal-to-noise ratio (SNR). Performance

of the proposed algorithm is evaluated up to 10 dB SNR. The performance of detect-

ing the frication regions at different signal-to-noise ratios (SNRs) is given in Table 8.3.

Addition of a small amount of noise is essential so as to avoid processing frames with

zero energy in the appended silence region. The performance is measured in terms of

the percentage of phones detected correctly, as well as in terms of the percentage dura-
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Table 8.3: Performance of frication detection in terms of percentage duration detected
correctly at different levels of degradation.

SNR
Phone-based Duration-based

Pc (%) Pf (%) Pc (%) Pf (%)
Clean 88.7 4.8 80.8 4.2
30 dB 88.4 4.8 80.4 4.0
20 dB 85.1 4.3 77.2 3.9
10 dB 70.2 2.7 61.3 3.6

Table 8.4: Performance of frication detection for male and female speakers.

Gender SNR
Phone-based Duration-based

Pc (%) Pf (%) Pc (%) Pf (%)

Male

Clean 89.1 6.7 82.8 4.9
30 dB 88.2 6.4 82.2 4.8
20 dB 87.2 6.1 80.2 4.4
10 dB 80.5 3.1 70.7 3.4

Female

Clean 88.0 4.9 78.5 4.2
30 dB 86.7 4.6 77.1 4.3
20 dB 80.7 4.2 71.5 4.9
10 dB 59.3 2.2 52.7 4.9

tion of the frication regions detected correctly. In the case of phone-based performance,

the correct detection Pc denotes the percentage of fricative phones detected correctly,

and the false hypothesis Pf denotes the percentage of nonfricative phones detected as

fricatives. A manually marked phone is said to be detected correctly, if at least 50 per-

cent of its duration is detected. In the case of duration-based performance, the correct

detection Pc refers to the percentage duration of the reference frication region detected

correctly, and the false hypothesis Pf refers to the percentage duration of nonfrication

regions of speech (silence and voiced) wrongly detected as regions of frication. It can

be seen from Table 8.3 that the performance at 10 dB SNR shows a sharp decline from

that at 20 dB SNR. In order to analyse this, the performance was evaluated separately

for male and female speakers. The results are given in Table 8.4. It is interesting to

note that the performance for male speakers is good even at 10 dB SNR, whereas the

performance for female speakers dropped significantly at 10 dB. Further investigation

at the level of individual speakers shows that the performance is poor for a majority

of the female speakers at 10 dB SNR, although for some female speakers the perfor-

mance is comparable or even better than for the male speakers. Analysis of the signal
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Table 8.5: Performance of frication detection for individual fricatives in terms of per-
centage of phones detected correctly at different levels of degradation.

Phones # phones Clean 30 dB 20 dB 10 dB
/s/ 155 98.1 98.1 95.6 71.1
/sh/ 47 100 100 100 100
/ch/ 30 100 100 100 100
/jh/ 19 93.3 93.3 93.3 86.7
/th/ 10 10.0 10.0 10.0 0.0
/f/ 41 46.3 41.5 14.6 4.9

Only sibilants 251 98.0 98.0 96.4 80.5

energy for fricatives of male and female speakers does not show any significant dif-

ference. Further investigation on a much larger dataset is essential in order to draw

meaningful conclusions on the poor performance for female speakers at lower SNRs. It

is to be noted that the performance given in Table 8.3 is inclusive of both sibilant and

nonsibilant fricatives. The percentages will be much better if only sibilant fricatives are

considered.

In order to analyse the errors in the detection of frication, the performance for in-

dividual fricative sounds in terms of the percentage of correct detection is given in

Table 8.5. It can be seen that most of the missed detections are due to the weak non-

sibilant fricatives /f/ and /th/, while the performance for sibilants is very good. The

sibilant fricative /sh/ is most robust to noise followed by the affricates /ch/ and /jh/,

while the other sibilant /s/ suffers most, especially for female speakers at 10 dB SNR.

Analysis of the regions of frication detected correctly and the missed regions of

frication is performed in terms of the signal energy. The distribution of signal frame

energy for the regions of frication detected correctly, and for the regions missed are

shown in Fig. 8.14 for different SNRs. The signal energy is computed within the regions

of frication for frames of size 10 ms and shifted by 1 ms. The frame energy values in

dB scale are normalized with respect to the peak frame energy. The plots show that

most of the missed regions of frication have energy lower than 20 dB from the peak

energy. It is to be noted here that the signal energy has not been used directly anywhere

in the proposed algorithm. Also, it is important to note that a significant number of low

energy frication regions are also detected.
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Figure 8.14: Distribution of speech signal frame energy (frame size of 10 ms) for re-
gions of frication detected correctly and for missed regions of frication.
pc(e) and pm(e) denote the distributions of energy for correct and missed
detection, respectively. Pc and Pm denote the fraction (on a scale of 0 to 1)
of frication regions detected correctly and missed, respectively. (a) Clean
speech. (b) 30 dB. (c) 20 dB. (d) 10 dB.

Performance of the individual features used in the proposed hierarchical approach

for frication detection is studied. The features used in the proposed algorithm are, the

strength of voiced excitation (Ev), the dominant resonance frequency (fp), the unvoiced

excitation strength (Ef ), and the amplitude of the NGD spectrum at 0 Hz (τm[0]). Apart

from the above features, the performance using the spectral band energy ratio (BER)

is examined for comparison. Band energies or their ratios are prominent among the

features proposed and used for the detection of unvoiced regions of speech [102]. The

BER is derived from the magnitude spectrum of the speech signal. The low to high

frequency band energy ratio is computed as

Blh =

Nc∑
k=1

|X[k]|2

Nπ∑
k=Nc+1

|X[k]|2
, (8.7)

where |X[.]| denotes the magnitude spectrum of the speech signal. Nc denotes the

index of the DFT coefficient corresponding to the cut-off frequency (1.5 kHz) between

the lower and higher bands. Nπ denotes the coefficient index corresponding to the
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Table 8.6: Phone-based performance of frication detection for different features.

Features Used
Clean 30 dB 20 dB 10 dB

Pc Pf Pc Pf Pc Pf Pc Pf
Ev (V/NV decision) 100 48.7 100 48.7 100 48.7 100 48.7
Ev, fp (V/NV + DRF) 99.0 24.2 99.3 29.6 99.7 32.5 100 37.5
Ev, fp, Ef (Excitation strength) 98.5 21.8 98.3 25.2 98.1 29.1 97.9 35.4
Ev, fp, Ef , τm[0] 88.7 4.8 88.4 4.8 85.1 4.3 70.2 2.7
Ev, fp, Ef , BER 86.4 6.3 86.1 6.1 83.8 5.3 68.5 3.3

Table 8.7: Duration-based performance of frication detection for different features.

Features Used
Clean 30 dB 20 dB 10 dB

Pc Pf Pc Pf Pc Pf Pc Pf
Ev (V/NV decision) 98.7 67.6 98.7 67.6 98.7 67.7 98.4 67.7
Ev, fp (V/NV + DRF) 95.9 53.6 94.3 57.2 94.9 58.7 96.1 60.7
Ev, fp, Ef (Excitation strength) 94.5 33.2 94.1 35.8 93.8 38.1 94.1 39.9
Ev, fp, Ef , τm[0] 80.8 4.2 80.4 4.0 77.2 3.9 61.7 3.6
Ev, fp, Ef , BER 79.8 2.8 79.5 6.5 75.9 6.6 60.9 6.3

frequency fs/2 (i.e., 8 kHz), where fs is the sampling rate of the speech signal. The

BER values are computed over frames of size 10 ms and shifted by 1 ms. Performance

of the features, used in for a hierarchical approach for the detection of frication, is

given in Table 8.6 and Table 8.7. It can be seen that the voiced/nonvoiced (V/NV)

decision based on the excitation strength (Ev) at voiced epochs does not eliminate any

of the fricative sounds. Also, the V/NV detection is consistent up to 10 dB SNR. At the

same time, the percentage of false detection is high, which is reduced by using the DRF

(fp), as can be seen from the second row of the table. The use of DRF maintains the

percentage of correct detection, while reducing the false detection considerably. The

false detections are further reduced using the excitation strength (Ef ), as seen from the

third row in the table. Again the threshold chosen on the excitation strength is such

that most of the frication regions are still retained. The next two rows correspond to the

usage of the amplitude of the NGD spectrum at 0 Hz (τm[0]) and the BER (Blh). Both

the features are used after the V/NV decision, and the use of DRF (fp) and excitation

strength (Ef ) to reduce the number of false detections. It can be seen from the last two

rows that the feature τm[0] performs better than BER at all SNRs, even though both

features capture similar information. Note that the threshold on BER is adjusted to give

similar values as with τm[0]. This will enable us to compare the relative performance
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with τm[0] and BER. Also, combining τm[0] and BER does not improve the performance

significantly, indicating that the two features seem to capture similar information.

8.4 Summary and conclusions

An hierarchical approach for analysis and detection of regions of frication in continu-

ous speech was proposed. A combination of excitation source and vocal tract system

features were used for the analysis. A measure of excitation strength for fricative re-

gions was proposed for discriminating regions of frication from silence or background

noise, and was shown to be robust even at an SNR of 10 dB. The presence of a domi-

nant resonance above 1500 Hz and the amplitude of the NGD spectrum at 0 Hz, which

is negative for fricative regions, represent the vocal tract system information used in

the analysis and detection fricative regions. Note that the features and thresholds used

at different stages are based on the properties of the acoustic signal. For example, the

threshold on the strength of excitation at epochs for V/NV detection is based on strong

impulse-like excitation in the glottal vibration of voiced component. Likewise, the pres-

ence of a strong dominant resonance at higher frequencies renders the NGD spectrum

negative at 0 Hz. For nonspeech noise regions, the absence of any dominant resonance

at higher frequencies results in relatively larger and positive values of NGD spectrum at

0 Hz. Moreover, the hierarchical approach for decision making using different features

makes the choice of thresholds less critical. For instance, any spurious voiced regions

remaining after V/NV decision is eliminated either due to a DRF of less than 1500 Hz

or due to a positive τm[0].

Performance of the proposed features in the detection of frication in continuous

speech was studied on the TIMIT database. It was seen that good performance is ob-

tained for SNRs up to 10 dB. While it is possible to detect the sibilant fricatives /s/, /sh/

and /ch/ up to 10 dB SNR, it may be difficult to detect some of the weak fricatives /f/ and

/th/ even in clean speech. Some possible extensions of this work include categorization

of frication region into different fricative types, and exploring features to discriminate

turbulence due to fricatives from that due to burst release. The proposed algorithm for

the detection of voiceless frication can be used along with a robust algorithm for de-
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tecting voiced regions of speech to improve the performance of voice activity detection

(VAD) algorithms in speech applications.
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CHAPTER 9

Acoustic-phonetic analysis for phone recognition

Acoustic-phonetic segmentation of speech helps in the development of a phonetic en-

gine. A phonetic engine transforms a speech signal into a sequence of symbols. These

symbols are closer to the phones and syllables of a language rather than words or

phrases or sentences. In a phonetic engine the output is a sequence of symbols cor-

responding to sounds as uttered by a speaker, rather than imposed by constraints at

language level to form meaningful words and sentences. Suitable choice of the basic

phonetic symbols can eliminate the need for a large corpus of speech and text. Majority

of the Indian languages share a common set of phones and syllables, with the sequence

of syllables more directly related to the written text compared to other languages such

as English. This may help to reduce the effort in the preparation of a pronunciation

dictionary such as in the case of English.

Development of a phonetic engine involves analysis and detection of acoustic events

in speech covering all manners and places of articulation. In this thesis only a few se-

lected acoustic events are considered. The acoustic features are derived based on the

production knowledge of these events, rather than using a common set of features. This

chapter examines the usefulness of the proposed signal processing methods, acoustic

features and acoustic events in refining the performance of a baseline phone recognizer.

Refinements are explored at three different levels: feature level, constraint level, and de-

cision level. Two different baseline systems, one for American English using the TIMIT

database, and the other for Indian languages using Doordarshan News corpus, are used

for studying the refinements. The chapter is organised as follows: The baseline phone

recognizers using the standard hidden Markov models (HMMs) with the standard mel

frequency cepstral coefficients (MFCCs) as features are described in Section 9.1. Re-

finements to the baseline phone recognizer at the feature level are studied in Section 9.2.

Performance of the spectral features computed using the filter-bank approach and the

zero-time liftering approach for phone recognition is studied. Performance of the phone



recognizer is also studied by appending acoustic features to the standard MFCC fea-

tures. Refinements to the baseline phone recognizer at the constraint level are studied

in Section 9.3. The limited AP segmentation addressed in this thesis can be used to re-

fine the performance of the phonetic engine either as a constraint during Viterbi search

or at the decision level. In the regions hypothesized with a specific manner of articula-

tion (MoA) based on AP segmentation, the Viterbi decoding is constrained only to those

phone models with the matching MoA. Refinements to the baseline phone recognizer

at the decision level are studied in Section 9.4. At the decision level, the AP knowledge

is used to refine the performance of the baseline phone recognizer in identifying the

manners of articulation of the phones. The use of manners of articulation for reducing

the search for spotting keywords in continuous speech is demonstrated. A summary of

the chapter is given in Section 9.5.

9.1 Baseline phone recognition system

A phone recognizer based on context-independent monophone hidden Markov models

(HMM) is used as the baseline system [9]. The system does not use language infor-

mation in any form. A 3-state left-to-right HMM model with a 16-mixture continuous-

density diagonal-covariance Gaussian mixture model (GMM) for each state is used to

build the phone models. Ten iterations of Viterbi training are followed by an embedded

Baum-Welch training for another ten iterations. The open source HMM tool kit (HTK)

[12] is used for building the phone models. Two baseline systems are developed, one

for English, and the other for Indian languages.

9.1.1 Baseline system for American English

The baseline phone recognition system for English is built using the TIMIT dataset [79].

The TIMIT corpus of read speech is designed to provide speech data for acoustic-

phonetic studies and for the development and evaluation of automatic speech recogni-

tion systems. It contains broadband recordings of 630 speakers of eight major dialects

of American English, each reading ten phonetically rich sentences. The TIMIT corpus
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Table 9.1: Reduction of TIMIT phone set for American English from 61 to 48 by map-
ping or folding multiple phone labels into one [9].

Mapped Example Original Mapped Example Original
[iy] beat [en] button [en]
[ih] bit [ng] sing [ng], [eng]
[eh] bet [ch] church
[ae] bat [jh] judge
[ix] roses [dh] they
[ax] the [b] bob
[ah] butt [d] dad
[uw] boot [ux] [dx] butter
[uh] book [g] gag
[ao] about [p] pop
[aa] cot [t] tot
[ey] bait [k] kick
[ay] bite [z] zoo
[oy] boy [v] very
[aw] bough [f] fief
[ow] boat [th] thief
[l] led [s] sis
[el] bottle [sh] shoe [zh]
[r] red [hh] hay [hv]
[y] yet [ucl] (unvoiced closure) [pcl], [tcl], [kcl], [qcl]
[w] wet [bcl] (labial [vcl])
[er] bird [axr] [dcl] (dental [vcl])
[m] mom [em] [gcl] (velar [vcl])
[n] non [nx] [sil] (silence) [h#], [#h], [pau], [epi]

includes time-aligned orthographic, phonetic and word transcriptions as well as a 16-

bit, 16kHz speech waveform file for each utterance. The number of phone labels in the

corpus is reduced from 61 to 48 as detailed in [9], with the exception that the voiced

closure labels ([bcl], [dcl] and [gcl]) are retained without merging them into a single

voiced closure label. The voiced fricative [zh] is mapped or merged with its unvoiced

counterpart [sh], and the label for epithetic silence [epi] is mapped on to the silence

label [sil]. The resulting set of 48 phones is given in Table 9.1. The TIMIT corpus

has separate training and testing datasets. The training set used for building the phone

models consists of data from 462 speakers (326 male and 136 female) and a total of

4620 read out sentences that amounts to about 5 hours of speech data. The test dataset

consists of data from 168 speakers (112 male and 56 female) and a total of 1680 sen-

tences which amounts to about 1.5 hours of speech data. Of the 10 sentences uttered
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Table 9.2: Description of DD-NEWS speech corpus used for the experiments on phone
recognition.

Description
Language

Hindi Telugu Tamil Combined
Number of bulletins 19 20 33 72

(Male:Female) (6:13) (11:9) (10:23) (27:45)
Total duration (in hrs) 3.2 5.5 3.3 12

Number of phone labels 46 39 48 48
(Consonants:Vowels) (36:10) (27:12) (36:12) (36:12)

Table 9.3: Acoustic-phonetic categorization of vowels in Indian languages.

Short Long

Vowels

Tongue hump Front Center Back Front Center Back
High [i] [e] [I] [E]
Mid [u] [o] [U] [O]
Low [a] [A]

Diphthongs [ai], [au]

by each speaker, two are repeated by every speaker and their primary use is for speaker

and/or dialect calibrations, and are not commonly used to test systems. The test dataset

has a smaller core test set which is widely used in evaluating performances of speech

recognition systems. The core test set consists of data from 24 speakers, 2 male and 1

female from each of the eight dialects, uttering 8 sentences each. Thus the core test set

consists of 192 sentences that amounts to around 15 minutes of speech data.

9.1.2 Baseline system for Indian languages

The baseline system for Indian languages is built using the Doordarshan broadcast news

(DD-NEWS) data in three different languages Hindi, Telugu and Tamil. The details of

the dataset are given in Table 9.2. The combined dataset consists of 48 phone labels

(36 consonants and 12 vowels). The list of phone labels used as basic units of speech

during transcription and their acoustic-phonetic description are given for vowels and

consonants in Table 9.3 and Table 9.4, respectively. The news bulletins are spliced

into smaller utterances of phrases or sentences (3-10 sec). The textual transcription of

these utterances is done using the ITRANS code, which uses the English alphabets to
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Table 9.4: Acoustic-phonetic categorization of consonants in Indian languages.

Manner of articulation Nasals Semi Frica-
Place of Unvoiced Voiced vowels tives

articulation Unaspi- Aspi- Unaspi- Aspi-
rated rated rated rated

Velar [k] [kh] [g] [gh] [kn] [h]
Palatal [ch] [chh] [j] [jh] [chn] [y] [sh]

Alveolar [T] [Th] [D] [Dh] [Tn] [r], [L] [Sh]
Dental [t] [th] [d] [dh] [n] [l] [s]

Bilabial [p] [ph] [b] [bh] [m] [v] [f]

transcribe Indian languages [103]. The text transcription is parsed into a sequence of

phones. The database does not have manually marked phone boundaries, which are

automatically learnt during the training of the phone models. Given an utterance and

its phone sequence, a compound HMM is simulated by concatenating the individual

models for phones in the sequence. The speech utterance is uniformly segmented into

as many number of phones in the transcription and the model parameters are initialized

accordingly. The initialized models are used to find the optimal state sequence which

gives the maximum likelihood score using Viterbi search. This process of determining

the optimal state sequence, the state boundaries and the phone boundaries, given only

the speech waveform and the corresponding phone transcription, is referred to as forced

alignment or forced realignment. The state and phone boundaries thus obtained are used

to update the parameters of the associated phone models as per Baum-Welsh retraining

algorithm. The updating of the model parameters is done after obtaining the optimal

state sequence for all the utterances in the training data. This process of Viterbi decod-

ing for optimal state sequence and the Baum-Welsh retraining of model parameters is

repeated for a few iterations. It is found empirically that 10 iterations are sufficient,

after which neither the state sequences nor the likelihood scores change significantly.

9.1.3 Performance of the baseline systems

The performance is measured in terms of percentage correct detection and recognition

accuracy. The percentage correct detection Pc = (Nc/Nref ) ∗ 100 denotes the percent-

age of phones correctly detected when the hypothesized phone string is matched with
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Table 9.5: Performance of the baseline phone recognition system for American En-
glish.

# of phones Pc (%) Pacc (%)
48 phones 69.3 56.28
39 phones 75.17 61.70

the reference phone string. Nc denotes the number of phones correctly detected out

of a total Nref reference phones. The two strings are compared or aligned using the

optimal string matching algorithm based on dynamic programing [12]. The reference

phones that are not correctly detected are either substituted by erroneous phone labels

or completely deleted. Apart from the substitution (Ps = (Ns/Nref ) ∗ 100) and dele-

tion (Pd = (Nd/Nref ) ∗ 100) errors, a phone recognition system introduces insertion

(Pi = (Ni/Nref ) ∗ 100) errors as well. Ns, Nd and Ni denote the total number of

substitution, deletion and insertion errors, respectively. Recognition accuracy defined

as Pacc = (Pc − Pi) is sometimes used a single measure of performance to compare

different phone recognition systems.

The performance of the baseline phone recognizer for American English on the

TIMIT core test set is given in Table 9.5. The performance is obtained for the standard

48 phone set, and for a reduced 39 phone set commonly used in phone recognition

studies [9]. The reduction of phone set is achieved by discounting errors among the

following pairs of phones: {[el], [l]}, {[en], [n]}, {[ao], [aa]}, {[ih], [ix]}, {[ah], [ax]},

{[uw], [uh]}, {[iy], [ih]}, {[eh], [ae]} and {[ah], [aa]}. A 39-dimension feature vector,

consisting of 12 standard MFCCs excluding the 0th coefficient, 1 log-energy coefficient,

and their delta and acceleration coefficients, is used. The performance of the baseline

system for Indian languages in terms of k-best phone recognition accuracy is given in

Table 9.6. It can be seen from the results that the use of best five hypotheses for the

phones gives an improvement of around 2% in phone recognition accuracy.

The objective in this chapter is to study the usefulness of the excitation-based anal-

ysis of speech in improving the performance of the baseline system. Refinements to

the baseline systems are explored at three different levels: feature level, constraint level

and decision level.
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Table 9.6: The k-best phone recognition accuracy of the baseline system for Indian
languages.

Language
k−best recognition accuracy

k=1 k=2 k=3 k=4 k=5
Hindi 60.76 61.80 62.32 62.58 62.92
Tamil 67.99 68.96 68.96 69.97 70.19
Telugu 63.13 64.56 64.86 64.86 65.12
Overall 63.56 64.52 65.05 65.36 65.63

9.2 Refinements at the feature level

The mel frequency cepstral coefficients (MFCCs) used in the baseline system perform

well for various tasks in speech systems including phone recognition. Two important

aspects of these cepstral features are that they are computed using the traditional block

processing, and that the features do not make use of the acoustic-phonetic knowledge in

speech. The objective in this section is to study the performance of the signal processing

methods proposed in this thesis, which extract the vocal tract system features around the

epochs based on the knowledge of the excitation source. Performance of the spectral

representations derived using the filter-bank analysis and zero-time liftering methods

in phone recognition is studied. Also, the usefulness of the acoustic features based on

zero-frequency analysis, linear prediction analysis and group-delay analysis in improv-

ing the performance of the baseline phone recognizers is studied by appending these

features to the standard MFCC features. The usefulness of the acoustic-phonetic seg-

mentation achieved by detecting acoustic events, in improving the performance of the

baseline systems, is also studied by appending binary features indicating the presence

or absence of acoustic events.

9.2.1 Temporal filter-bank and zero-time liftering based features

The temporal filter-bank analysis (in Chapter 3) provides an alternate way of com-

puting the spectral features around the epochs without the need for traditional block

processing. The zero-time liftering method provides a mechanism for computing the

spectral features with high temporal resolution using short segments of speech around
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Table 9.7: Performance of the baseline phone recognizer for American English using
cepstral features derived based on filter-bank analysis and zero-time lifter-
ing, as against the traditional MFCC features. FIR-FBCCs, IIR-FBCCs and
ZTCCs denote cepstral features computed by the proposed FIR filter-bank,
IIR filter-bank and zero-time liftering methods, respectively. A 26-dimension
feature vector (12 cepstral coefficients, 1 log energy and their deltas) is used
in all the cases.

Features Pc (%) Pacc (%)
Traditional MFCCs 67.1 61.9

FIR-FBCCs 67.0 57.8
IIR-FBCCs 67.9 62.1

ZTCCs 65.5 58.3

the epochs. Apart from providing alternate mechanisms for computing the spectral fea-

tures, these methods are likely to be somewhat robust to degradations as the features

are extracted around the high SNR regions. Cepstral coefficients are derived by inverse

discrete Fourier transform of the logarithm of the estimated spectrum. The first few

coefficients of the real cepstrum are used to represent the vocal tract system informa-

tion. Performance of the phone recognizers using these cepstral features as compared to

the performance of the traditional mel frequency cepstral coefficients for the 39 phone

set is given in Table 9.7. The results given in the table are for a 26-dimensional fea-

ture vector consisting of the basic 12 cepstral coefficients, log-energy, and their deltas.

The acceleration coefficients are not used in these experiments. It can be seen from

Tables 9.5 and 9.7 that the use of acceleration coefficients do not improve the perfor-

mance in terms of phone accuracy. An improvement by around 8% (67.1% to 75.17%)

in terms of correct detection is negated by a similar increase in insertion errors, which

results in the overall accuracy of the system remaining almost similar (61.9% as against

61.7%). It can be seen from Table 9.7, that the FIR filter-bank based features perform

slightly inferior to the standard MFCC features, which may be due to the fact that the

center frequencies and the bandwidths of the filter-banks are dictated by the number of

the number of zeros used at either extremes of the spectral range. As noted in Chapter 3,

these filters are more dense towards the mid frequencies, while they are sparse towards

either of extremes of the frequency range. The performance of the IIR filter-banks is

similar, but marginally better than the baseline MFCC based system. This could be due

to the fact that there is no loss of resolution in using the IIR filter-banks as compared to
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Table 9.8: Performance of the phone recognizer when additional AP features are ap-
pended to the baseline cepstral features. CC E D denotes the MFCC features
with log-energy and their deltas. CC E AP D denotes the cesptral coeffi-
cients, log-energy, AP features and their deltas.

Features Pc (%) Pacc (%)
CC E D (26 dim) 67.1 61.9

CC E AP D (44 dim) 68.3 62.5

the FIR filter-banks. The primary difference between the baseline MFCC features and

the filter-bank features is that the MFCCs are derived over a block size of 20 ms and

shifted by 10 ms, while the FBCCs are derived by sampling the filtered signals around

the instants of glottal closure (GCIs). Cepstral features derived from the Hilbert enve-

lope of the differenced numerator group delay (HNGD) spectrum using the zero-time

liftering method perform reasonably well, but inferior to the baseline MFCC features.

This may be primarily due to the dynamic range and spectral slope of the HNGD spec-

trum which are different to that of the traditional Fourier magnitude spectrum, and need

further investigations.

9.2.2 Acoustic-phonetic features

The usefulness of acoustic-phonetic features in improving the performance of the phone

recognizer is studied. The features used are the strength of impulse-like excitation,

zero-frequency filtered signal to speech signal energy ratio (ZSR), normalized LP er-

ror (for LP order 10), low-to-high order LP error ratios (for LP orders 1 and 10, as

well as 5 and 10), first and second dominant resonance frequencies and their strengths.

Performance of the phone recognizer when these nine AP features are appended to the

standard MFCC features is given in Table 9.8. Results show a small improvement in the

recognition performance. One of the issues in concatenating features of different kind

is the normalization of the dynamic range of the features, which needs further investi-

gation. In the current experiment all features, the basic 13 cepstral coefficients and the

9 AP features, are normalized by subtracting their mean and dividing by their standard

deviation before computing the delta coefficients.

Performance of the phone recognizer when binary features indicating the presence
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Table 9.9: Performance of the phone recognizer by appending binary AP features in-
dicating the presence or absence of acoustic events. CC E D denotes the
MFCC features with log-energy and their deltas. VNV, VCL, FRI and NAS
denote the binary features for voiced/nonvoiced, voiced closure, frication and
nasal, respectively.

Features
Manual labeling Automatic detection
Pc (%) Pacc (%) Pc (%) Pacc (%)

CC E D 67.1 61.9 67.1 61.9
CC E D + VNV 69.7 65.3 67.2 62.4
CC E D + VCL 68.3 63.8 66.7 61.8
CC E D + FRI 69.2 65.1 67.2 62.1
CC E D + NAS 68.1 63.9 67.4 62.3

CC E D + VNV + FRI 71.9 68.0 66.9 62.1
CC E D + VNV + FRI + VCL 72.7 69.2 66.6 61.7

CC E D + VNV + FRI + VCL + NAS 73.8 70.4 66.7 62.0

or absence of acoustic events are appended to the baseline features is given in Table 9.9.

The acoustic event indicators studied are voiced/nonvoiced, voiced closure, frication

and nasal. The feasibility of concatenating such binary features is studied by deriving

the event indicators from the manual labeling available with the data, which gives the

most accurate decisions possible for these events. It is seen that each of these event in-

dicators can provide a small improvement in performance, while the combination of all

these indicators provides a significant improvement in performance (8.5% improvement

in accuracy). Performance of the binary features derived automatically by detecting the

acoustic events is also given in Table 9.9. It is seen that there is not much improvement

and the performance remains almost the same. This may be because even small errors

in detection of the acoustic events may add enough confusion both at the training stage

as well as at the testing stage.

9.3 Refinements at the constraint level

Constraints at different levels are used to reduce the overall search for possible phones,

and their effect on the performance of the phone recognizer is studied. The Viterbi

search in the baseline system is totally unconstrained, where any phone can follow any

other phone, as no language information is used. Constraints on the Viterbi search
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Table 9.10: List of reduced phones arrived at by mapping similar phones onto a single
phone label.

Mapped Original Mapped Original
[a] [a], [A] [d] [d], [dh]
[i] [i], [I] [p] [p], [ph]
[u] [u], [U] [b] [b], [bh]
[e] [e], [E] [n] [n], [N], [kn], [chn]
[o] [o], [O] [m] [m]
[ai] [ai] [y] [y]
[au] [au] [r] [r]
[k] [k], [kh] [l] [l], [L]
[g] [g], [gh] [v] [v]
[ch] [ch], [chh] [s] [s], [sh], [Sh]
[j] [j], [jh] [f] [f]
[T] [T], [Th] [h] [h]
[D] [D], [Dh] [SIL] [SIL]
[t] [t], [th]

can be introduced at the phone level or at syllable level based either on the physical

constraints due to the production mechanism or based on lower level language con-

straints. Constraints can also be introduced based on the acoustic-phonetic segmen-

tation achieved by spotting acoustic events in speech. In these regions, the Viterbi

decoding can be constrained to only those phones with the matching acoustic-phonetic

characteristics.

One of the simplest constraints that can be applied is to reduce the phone set by

merging phones with similar production characteristics. This is best demonstrated in

the case of phone recognition for Indian languages. In colloquial speech (i.e., in spo-

ken form as against read speech) all sounds are not articulated as per rule, and clear

distinctions between certain categories of sounds are not made. For example, errors in

the articulation of aspiration is common in spoken form. While it can make a signifi-

cant change in semantics in some cases, most words can be correctly inferred based on

the context. Similarly short and long vowels are not clearly discriminated. The phone

set of 48 phones is reduced to 27 phones based on production constraints by combin-

ing similar sounds such as short and long vowels, and unaspirated and aspirated stop

consonants. The reduced phone set obtained by combining similar sounds is given in

Table 9.10. The readability of the phone transcripts is not affected severely, and the cor-
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Table 9.11: k-best phone recognition performance with a reduced phone set of 27
phones.

Language k−best recognition performance of phones
k=1 k=2 k=3 k=4 k=5

Hindi 65.52 66.41 67.27 67.66 68.01
Tamil 70.94 71.93 72.49 72.73 72.99
Telugu 69.19 70.04 70.64 70.97 71.25
Overall 68.73 69.62 70.26 70.59 70.88

rect phone can be inferred based on context. The performance of the phone recognizer

for the reduced phone set is given in Table 9.11. As compared to the performance for

the full set of 48 phones in Table 9.6, it can be seen that there is an improvement by 5%

for Hindi, by 3% for Tamil, and by 6% for Telugu. The improvement in performance is

the least in the case of Tamil, as it does not have aspirated sounds in the language.

9.4 Refinements at the decision level

The refinement at decision level involves correcting the sequence of labels hypothesized

by the HMM models using acoustic-phonetic (AP) knowledge. The acoustic events

analysed in this thesis, namely, voicing, voice bar, nasal and frication, correspond to a

subset of manners of articulation. The possibility of using this limited AP segmentation

in improving the ability of the baseline system in detecting the manner of articulation

of a phone correctly is studied.

9.4.1 Manner of articulation detection

Performance of the baseline phone recognizer in detecting the manner of articulation

of a phone is studied on the TIMIT corpus. The ten MoAs used in this study and the

phones mapped to each of these manners are given in Table 9.12. Traditionally, only

six manners namely {silence, stop, fricative, nasal, approximant and vowel} are used

in developing phone recognizers. The manners for voiced and unvoiced closures ([ucl]

and [vcl]), along with voiced and unvoiced bursts ([vbt] and [ubt]), are merged into a

single manner, denoting a stop. But in continuous speech it is observed that a closure
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Table 9.12: List of manners of articulation, and mapping of phone labels to their corre-
sponding manners of articulation. The number of examples for each MoA
in the TIMIT core test is given as # Ref.

Manner Symbol Phones # Ref
Silence [sil] [#h], [h#], [sil], [pau], [epi] 530

Stop

Unvoiced closure [ucl] [pcl], [tcl], [kcl], [qcl] 826
Voiced closure [vcl] [bcl], [dcl], [gcl], [dx] 603
Unvoiced burst [ubt] [p], [t], [k] 726
Voiced burst [vbt] [b], [d], [g] 412

Fricative
Unvoiced fricative [ufr] [s], [sh], [f], [th], [ch], [jh], [hh] 817
Voiced fricative [vfr] [z], [v], [dh], [hv] 491
Nasal [nas] [m], [n], [ng], [em], [en] 736

Approximant/ Semivowel [svl] [y], [r], [l], [w], [el] 1004
[iy], [ih], [eh], [ey], [ae], [aa], [aw],

Vowel [vow] [ay], [ah], [ao], [oy], [ow], [ax-h], 2953
[uh], [uw], [ux], [er], [ax], [ix], [axr]

Table 9.13: Performance of the baseline phone recognition system in MoA detection.

Evaluation strategy Pc (%) Pacc (%)
String matching 75.4 64.3
Phone-spotting 77.0 56.6

need not always be followed by a burst, and also a significant number of voiced bursts

are not clearly articulated or are so weak that they are not manifested clearly in the

acoustic signal. It is important to discriminate between voiced and unvoiced closures

for discriminating between similar words such as {band, pant, cant, canned}. One

reason for merging the voiced and unvoiced closures is the inability of most algorithms

to detect the weak voicing present during voiced closures (also referred to as a voice

bar). Also, phonetically, it is more appropriate to label what is articulated than what is

expected. In this section, we consider all the four manner labels separately. Similarly

the unvoiced and voiced fricatives are considered as separate manners.

The performance of the baseline system in hypothesizing the manner of articulation

(MoA) of a phone is given in Table 9.13. The string matching strategy for performance

evaluation depends only on the accuracy of the sequence of phone labels hypothesized.

It does not use the hypothesized phone boundaries for scoring, and hence may not reflect

the true ability of the system in detecting the presence or absence of a manner within the

expected time duration. A phone-spotting strategy is used to evaluate the performance
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Table 9.14: Performance of the baseline phone recognition system in terms of confu-
sion in detecting the manners of articulation.

[sil] [ucl] [vcl] [ubt] [vbt] [ufr] [vfr] [nas] [svl] [vow]
[sil] 93.20 1.13 0.75 0.18 0 0.75 0.56 0.94 0.18 0.56
[ucl] 3.14 62.71 14.16 2.66 0.36 9.07 2.66 1.81 1.69 0.48
[vcl] 0.66 8.62 72.13 0.33 1.16 1.82 3.48 3.98 1.32 4.97
[ubt] 2.20 2.20 0.68 53.71 7.16 11.01 2.47 1.51 2.06 16.39
[vbt] 0.97 0.24 3.39 10.19 67.71 2.66 4.85 1.45 5.09 3.39
[ufr] 0.61 1.34 0 4.03 0.48 87.02 5.26 0.12 0.12 0.12
[vfr] 0.61 0.40 2.64 2.03 3.46 21.99 60.48 3.25 1.01 3.46
[nas] 0 1.76 5.97 0 0.27 0.67 0.81 80.70 3.12 6.11
[svl] 0 0 0.19 0.09 0.29 0.69 1.49 1.19 72.21 23.60
[vow] 0.06 0 0.40 0.13 0.03 0.33 0.33 1.32 5.68 90.51

of MoA detection which may provide a different and better insight into the ability of

the system in MoA detection. In the phone-spotting strategy, a reference MoA label is

considered as correctly detected if at least 50% of its duration is hypothesized with a

matching label. A reference label not detected correctly may be either a substitution

error or deletion error. If more than 50% of a reference label is matched by an incorrect

MoA label, it is a substitution error. If no single MoA label hypothesized matches the

reference label, it is a deletion error. Similarly, if the MoA label of an hypothesized

phone does not have a matching reference label for at least 50% of its duration, it is

considered an insertion error. Performance of the system in MoA detection using the

phone-spotting strategy is also given in Table 9.13.

The confusion matrix of the baseline phone recognizer in detecting the manner of

articulation of the phones is given in Table 9.14. It can be seen that there is significant

confusion between unvoiced and voiced closures, unvoiced and voiced bursts, and un-

voiced and voiced fricatives. This shows that reliable evidence for voicing, especially

in the weakly voiced closure regions and in voiced fricatives, can help in improving

the performance of MoA detection. The objective of this study is to improve the per-

formance of the baseline phone recognizer in hypothesizing the manners of articulation

using the acoustic-phonetic knowledge derived primarily from the excitation source.
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Table 9.15: Performance of the baseline phone recognizer in detecting the manner of
voicing of phones, before and after correction using AP features from exci-
tation source.

Before After
NV V NV V

NV 90.4 9.6 95.3 4.7
V 10.9 89.1 5.8 94.2

9.4.2 Acoustic-phonetic knowledge for MoA correction

The acoustic-phonetic knowledge derived by spotting acoustic events in speech is used

to correct the manner of a phone hypothesized by the baseline recognizer. It can be seen

from the confusion matrix in Table 9.14 that a large number of errors occur due to in-

correct voicing decision especially between unvoiced and voiced closures, and between

unvoiced and voiced fricatives. The voicing, voice bar and frication events are used to

illustrate the usefulness of decision level refinement in improving the performance of

MoA detection.

Voicing information

The strength of excitation as measured from a ZFF signal is a good measure of voicing,

even in weak voiced phones such as voiced closures [104]. In Chapter 4, a voiced/nonvoiced

(V/NV) detection algorithm has been proposed, which utilizes the robustness of the

epoch locations as well as the strengths of excitation measured from the ZFF signal.

The performance of the phone recognition system in terms of the confusion in identify-

ing the manner of voicing of phones is given in Table 9.15. The performance before and

after validating the voicing decisions hypothesized by the phone recognizer using the

V/NV evidence obtained using the excitation source is given. A phone hypothesized as

voiced by the phone recognizer is considered valid, if more than 50% of phone duration

is identified as voiced using the excitation source information. A similar validation is

also performed on the nonvoiced phones. It is seen that the overall voiced/nonvoiced

detection accuracy improves from about 90% to around 95%.
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Table 9.16: Performance of the baseline phone recognizer in spotting phones with
voiced closure before and after using AP evidence. [OUVP] and [OVP]
denote other unvoiced and voiced phones, respectively.

Before After
[OUVP] [ucl] [vcl] [OVP] [OUVP] [ucl] [vcl] [OVP]

[OUVP] 83.6 1.6 0.4 13.3 83.6 1.6 0.4 13.3
[ucl] 14.9 62.7 14.2 7.0 14.9 70.5 8.5 4.8
[vcl] 2.8 8.6 72.1 14.9 2.8 4.8 86.2 8.0
[OVP] 3.7 0.3 1.5 93.7 3.7 0.3 0.9 94.4

Voice bar

Performance of the phone recognizer in detecting the regions of voiced closure or voice

bars is given in Table 9.16. The voice bars have the highest confusion with unvoiced

closures and a large number of confusions with other voiced phones is due to nasals and

the voiced fricative [dh] which have features closest to voice bars. In Chapter 5, exci-

tation source features such as the excitation strength, normalized ZFF signal strength,

along with dominant resonance frequency and its strength (vocal tract system feature)

were used for the detection of voice bars in continuous speech. Every phone labeled

by the baseline system as a voiced closure ([vcl]) is validated, if at least 50% of the

segment is detected as voice bar using the AP features. The performance before and

after validation using evidence for voice bars is given in Table 9.16. It can be seen

that number of unvoiced closures detected as voiced comes down from 14.2% to 8.5%.

Similarly, phones hypothesized as [ucl], [nas] and [vfr] are validated using the voice bar

evidence derived from the signal. It can be seen that number of voiced closures detected

as unvoiced comes down from 8.6% to 4.8%. Also, a good number of voiced closures

detected as nasals or voiced fricatives (included in the other voiced phones ([OVP])

category) tend to get corrected reducing the error from 14.9% to 8.0%. It is to be noted

that the validations performed improves the overall detection rates of unvoiced closure

from 62.7% to 70.5%, and voiced closures from 72.1% to 86.2%.

Frication

The performance of the baseline system in spotting phones with frication as a manner

of excitation is given in Table 9.17. It can be seen that one of the major sources of error
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Table 9.17: Performance of the baseline phone recognizer in spotting phones with frica-
tion before and after using AP evidence.

Before After
OUVP [ufr] [vfr] OVP OUVP [ufr] [vfr] OVP

OUVP 71.5 7.6 2.1 17.7 75.6 4.5 1.1 17.7
[ufr] 6.0 87.0 5.3 0.9 6.0 89.7 2.6 0.9
[vfr] 3.1 22.0 60.5 13.9 3.1 11.0 71.5 13.8
OVP 2.2 0.8 1.3 94.9 2.2 0.4 1.3 95.3

Table 9.18: Performance of the baseline phone recognition system in MoA detection
before and after AP corrections.

MoA detection Pc (%) Pacc (%)
Before AP correction 77.0 56.6
After AP correction 86.2 75.1

is due to a significant number (22%) of voiced fricatives are detected as unvoiced. The

amplitude of the numerator group delay (NGD) function [43] at zero frequency is used

to validate a phone hypothesized as unvoiced fricative. The NGD amplitude is positive

at 0 Hz for voiced sounds while it is negative for regions of frication. A good number

of voiced fricatives are normally hypothesized as unvoiced fricatives. This is reduced

by using the voicing evidence derived from the ZFF signal. An overlap of voicing and

frication for at least 10% of the phone duration is labeled as voiced fricative. Similarly,

any phone hypothesized as unvoiced fricative is validated using the AP evidence on

voicing and frication. The performance in detection of frication after validations, is

given in Table 9.17. It can be seen that the number of unvoiced fricatives detected as

voiced is reduced from 22% to 11%, improving the detection rate of voiced fricatives

from 60.5% to 71.5%. Also, the errors due the detection of other unvoiced phones

detected as unvoiced fricative reduces from 7.6% to 4.5%.

The overall performance of MoA detection before and after AP corrections is given

in Table 9.18. It can be seen that a significant amount of improvement can be achieved

in the overall performance of MoA detection by using the AP knowledge at the decision

level.
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Keyword hypothesis based on manners of articulation

Identification of keywords within large audio databases is an important practical appli-

cation. The usefulness of detecting the manners of articulation in reducing the overall

search for potential keywords in an audio database is studied here. The idea is to short

list potential keywords based on the sequence of manner labels. The expected sequence

of manner labels for the required keywords is matched with the hypothesized sequence

of manner labels using a sliding window approach. The length of the window used

is 1.2 times the number of phones in the keywords. A dynamic programming based

string alignment algorithm is used to obtain the best match [12]. One of the issues in

this approach is the possibility of different pronunciations by different speakers due to

factors such as accent and other idiosyncrasies. Common variations in pronunciation of

the keywords are included in the search, so as to ensure that the genuine keywords are

not missed.

The keyword detection experiment is conducted on a subset of TIMIT database

containing 100 sentences. Ten keywords which have at least seven occurrences in the

dataset are randomly chosen. The total number of keywords is 76. The percentage of

false alarms when the threshold for shortlisting a keyword is adjusted so as to obtain a

minimum correct detection rate of 80%. The number of spurious keywords hypothe-

sized by the baseline system is 417 for a detection of 59 keywords. i.e., around 7 false

alarms for every correctly detected keyword. The false alarm rate of the baseline phone

recognizer is around five errors for every correctly detected keyword. The correction

of the manner labels using AP information derived from the excitation source reduces

the false alarm rate to 3.8 errors for every correct hypothesis. The actual number of

false alarms after manner corrections is 226 for a correct detection of 60 keywords, a

46% reduction in false alarms. While the number of false alarms is still high and may

be further reduced, the experiment shows the usefulness of corrected manner labels in

reducing the overall search space for the keywords.
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9.5 Summary

The usefulness of the signal processing methods and acoustic features explored in this

thesis was studied in the context of phone recognition. Refinements to the baseline

phone recognizers built using the standard HMM framework and MFCC features were

studied at different levels. The refinements were studied at feature level, constraint level

and decision level. At the feature level, performance of the spectral representations

of the vocal tract information derived using the filter-bank analysis and the zero-time

liftering methods was studied. It was shown that the cepstral features based on IIR

filter-banks perform slightly better than the standard MFCC features. The ZTL based

cepstral features perform inferior to the MFCCs. This may be primarily due to the

large dynamic range and spectral slope of the HNGD spectrum. Performance of the

baseline system was studied by appending the acoustic features used in the analysis

and detection of acoustic events to the baseline cepstral features. It was shown that

the phone recognition performance can be improved by appending binary AP features

indicating the presence or absence of acoustic events such as voicing, voice bar, nasal

and frication. At the constraint level, refinements based on production level constraints

and signal level constraints were studied. At the decision level, the AP segmentation

achieved by detecting acoustic events in speech is used to correct errors in MoA hypoth-

esis of phones by the baseline system. Experiments in this chapter show that the limited

acoustic-phonetic analysis of events examined in this thesis can be used to improve the

performance of the baseline recognizer at the decision level for correcting MoAs of the

phones. Improvement in terms of phone recognition accuracy, either at feature level or

at constraint level, requires analysis and detection of large number of acoustic events

with high accuracy.
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CHAPTER 10

Summary and conclusions

The research work in this thesis focused on examining the significance of excitation-

based analysis of acoustic events in speech. The primary motivation for this research

is based on the fact that speech is produced and perceived as a sequence of events.

Analysis of these events require different acoustic features both from the excitation

source as well as the vocal tract system depending on their production characteristics.

Popular methods for analysis of speech use a common set of features, which mainly

represent the vocal tract system information. Excitation source information and pro-

duction knowledge of the acoustic events are not adequately used. Hence there is need

for methods for analysis of acoustic events in speech which make use of the production

knowledge, especially related to the excitation source. Significance of the excitation

source in event-based analysis of speech was demonstrated by selecting a few acoustic

events, namely, voicing, voice bar, trill, nasal murmur and frication, for analysis and

detection in continuous speech. The logic behind the choice of these acoustic events

for analysis is as follows: Voicing involves regular vibrations of the vocal folds and is

the primary mode of voiced excitation, voice bar is weakly voiced making it difficult to

detect, trill is a highly dynamic sound, production of nasal murmur involves a coupling

of the vocal and the nasal tracts, and frication is the primary voiceless excitation.

Knowledge of the speech production mechanism, especially the excitation source

information, is used to extract and represent information from the speech signal. The

presence of impulse-like excitations, also referred to as epochs, at regular intervals dur-

ing the production of voiced speech is one of the primary sources of knowledge used.

Signal processing methods were proposed to extract information representing the exci-

tation source as well as the vocal tract system. Zero-frequency filtering of speech signals

was used to extract excitation source features such as the epochs, strength of impulse-

like excitations and instantaneous fundamental frequency. A new method of analysis

called ‘zero-time liftering’ of speech signals was proposed to compute the spectral fea-

tures from short segments of speech and at a high temporal resolution. The motivation



for zero-time liftering is similar to that for the zero-frequency filtering of speech signals

for extracting excitation source features. ZFF involves multiplication in the frequency

domain by a heavily decaying function centered around 0 Hz, while ZTL involves mul-

tiplication in the time domain by a heavily decaying window function starting around

zero-time. The resulting polynomial-type growth/decay in time domain by ZFF is re-

moved by subtracting local mean, while a similar growth/decay in frequency domain

which smears the spectral features is removed by successive differencing. Also, the

high resolution property of the group-delay function provides spectral resolution in the

frequency domain. The resulting spectrum is referred to as the Hilbert envelope of the

differenced numerator of the group-delay spectrum or HNGD spectrum. The high tem-

poral resolution of the HNGD spectrum is useful for analysis of dynamic sounds such

as trills and transients regions in continuous speech. The HNGD plots sampled around

the GCIs provide robustness against degradations. Excitation-based analysis of speech

signal using temporal filter-banks for extracting spectral features representing the vocal

tract system was proposed. FIR and IIR filter banks with smooth frequency responses

using only zeros and poles, respectively, on the unit circle were used. The filter-bank

analysis methods provide alternate ways of computing the spectral features using the

production knowledge of the excitation source, and without the need for block process-

ing of speech signals. The excitation-based analysis in ZTL and temporal filter-bank

methods provide a mechanism to extract spectral information at a higher temporal res-

olution which can be averaged later, as against the average spectral information com-

puted by the traditional block processing methods. These signal processing methods

demonstrate the use of production knowledge, especially that of the excitation source,

in extracting features from the speech signal representing both the excitation source as

well as the vocal tract system information.

A new algorithm for detecting voiced regions in speech is proposed solely based

on the knowledge of the excitation source, as against the popular usage of periodicity

of waveform. The presence of strong impulse-like excitations corresponding to the

instants of glottal closure during the production of voiced speech is used to detect voiced

regions in speech. The robustness of these impulse-like excitations to noise, and the

ability of zero-frequency filtering in detecting these instants of significant excitation

is used to separate voiced epochs from nonvoiced epochs. The epochs in nonvoiced
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region are weak relative to their voiced counterparts, and get easily perturbed by the

addition of even a small amount (30 dB SNR) of noise. The epochs which undergo

minimal perturbations in terms of their estimated location, by the addition of noise,

are hypothesized as voiced epochs. Additional evidence, namely, the strength of these

impulse-like excitation, instantaneous pitch period and jitter are used for validating the

epochs hypothesized as voiced.

Weak acoustic manifestation of voice bars makes it difficult to detect the presence of

these regions in continuous speech. Acoustic-phonetic knowledge such as the presence

of voicing, a predominant low-frequency spectral energy, and disparity between the

vocal effort involved in producing the same as against the radiated acoustic energy,

are mapped onto a set of acoustic features that can be automatically extracted from the

signal. One of the important features for the detection of voice bars is the ZFF to speech

signal energy ratio. While the energy of the speech signal around an epoch reflects the

amount of acoustic energy radiated, energy of the ZFF signal tends to reflect the vocal

effort involved in producing the sound. The ratio of ZFF to speech signal energy is

large for voice bars compared to other voiced sounds like nasals, voiced fricatives,

semivowels or vowels. The other acoustic correlates used are the strength of impulse-

like excitation measured from the ZFF signal, normalized linear prediction (LP) error

for a 10th order analysis, ratio of the residual errors for LP orders 3 and 10, dominant

resonance frequency and dominant resonance strength. The usefulness of the proposed

features for detection of voice bars is examined using a knowledge-based approach, as

well as a neural network based approach. The proposed features detect around 89% of

voice bars, with a spurious detection of about 9%.

Trills are a special category of sounds found in several languages, including many

Indian languages, whose acoustic-phonetic characteristics have not been studied ex-

tensively. In this thesis, the acoustic-phonetic characteristics of steady trill sounds

produced by the periodic vibration of the apex of the tongue, also known as coronal

or apical trills, are studied. While it is natural to expect that the vocal tract system

characteristics are influenced by the trilling of tongue-tip, it is interesting to note that

production of trilling seems to influence the glottal source of excitation as well. Exci-

tation source characteristics such as the strength of impulses at glottal epochs, and the
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instantaneous fundamental frequency of glottal vibration are shown to fluctuate within

a trill cycle. The HNGD plots derived by zero-time liftering of speech signals are used

to study the dynamic characteristics of the vocal tract system during the production of

trill sounds. Coronal trills can be produced with different vocal tract configurations,

and they are influenced by the adjacent vocalic environment. Qualitative analysis of

trill sounds in different vowel contexts, and the acoustic cues useful for spotting trills

in continuous speech are discussed. It is shown that while the spectral content of a lin-

gual trill is heavily influenced by the adjacent vowel, the trill sounds uttered in different

vowel contexts tend to move towards a unifying point from the vertices of the vowel

triangle in the F1 − F2 formant space.

The most significant evidence for detection of nasal murmur is the presence of a

nasal resonance at around 250-300 Hz. The NGD spectrum which is good at estimating

the formant frequencies from short segments of speech is used. A two stage algorithm

is proposed for spotting nasals in continuous speech. In the first stage, all regions with

a first formant below 500 Hz are hypothesized as nasal. In the second stage, a 3-layered

feedforward neural network is built using the regions hypothesized as nasal in the first

stage. Nasal detection rate of the first stage using only the nasal resonance is 94.1%,

with a false alarm rate of 31.4%. The neural network based classification in the second

stage gives a final performance of 81.8% correct detection and 21.9% false detection.

A hierarchical approach using features from the excitation source as well as the vo-

cal tract system is used to detect regions of frication in continuous speech. The strength

of impulse-like excitation of voiced epochs derived using the zero-frequency filtering of

speech is used to first separate voiced regions from nonvoiced regions. The nonvoiced

regions consist of unvoiced speech inclusive of fricatives, silence and nonspeech re-

gions. A measure of excitation strength for unvoiced regions using the zero-frequency

analysis is proposed for discriminating regions of frication from silence or background

noise. Dominant resonance frequency is typically greater than 1500 Hz for fricative

sounds as compared to most voiced sounds. The DRF is reasonably consistent within

the regions of frication, while it is mostly arbitrary in nonspeech or silence regions.

Magnitude of the NGD spectrum at 0 Hz is proposed as a feature for the detection of

voiceless frication in continuous speech. The presence of a strong resonance at higher
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frequencies in the case of fricatives results in the NGD spectrum at 0 Hz being lower

than that for either voiced regions or nonspeech/silence regions.

Usefulness of the signal processing methods proposed in this thesis for excitation-

based analysis of acoustic events is studied in the context of phone recognition. Re-

finements to a baseline phone recognizer using the standard HMM framework and the

standard MFCC features are explored at different levels, namely, feature-level, search or

constraint-level and decision level. At the feature-level, cesptral features derived from

the FIR filter-banks perform inferior to the standard MFCCs, while the IIR FBCCs

perform marginally better than the MFCCs. More experiments on the choice of filter

bank frequencies, gain and their bandwidth may help in improving the performance

further. However, cepstral features derived from the ZTL based HNGD spectrum per-

form inferior to the standard MFCCs. This may be due to the large dynamic range and

spectral slope of the HNGD spectrum, which needs further investigation. Experiments

on refinements by appending acoustic features to the standard MFCCs do not show

any significant improvement in performance. Appending binary features indicating the

presence or absence of an acoustic event analysed in this thesis shows promise when

the evidence derived is 100% accurate as is the case with labelled data. The limited

AP segmentation achieved in this thesis by detecting acoustic events in speech do not

provide any significant improvement in performance of the phone recognizer. However,

refinement at the decision-level shows that the AP segmentation achieved in this thesis

can be used to improve the ability of the baseline phone recognizer in hypothesizing the

manner of articulation of a phone.

10.1 Contributions of the work

Major contributions of the research work carried out as part of this thesis are as follows:

• The research work demonstrates the significance of excitation-based analysis for
the detection of acoustic events in speech.

• Signal processing methods that utilize the production knowledge, especially from
the excitation source, are explored for extracting and representing information in
the speech signal.
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• A new method of analysis called ‘zero-time liftering’ of speech signals is pro-
posed, which provides an improved temporal resolution of the spectral features.

• Temporal filter-bank analysis methods which use only zeros or poles on the unit
circle in the z-plane, and the knowledge of the excitation source, are proposed
to compute the spectral features without the need for block processing of speech
signals.

• An algorithm for voiced/nonvoiced segmentation of speech is proposed based on
the strength of impulse-like excitation as against the popularly used periodicity
of the signal.

• An algorithm for the detection of weak voicing (voiced closure or voice bar dur-
ing the production of voiced stop consonants) in speech signal is proposed, using
acoustic features from the excitation source as well as the vocal tract system.

• New insights are provided into the dynamic source and system characteristics of
trill sounds.

• Acoustic correlates are proposed to identify regions of voicing, voice bar, nasal
murmur, trill and frication in continuous speech.

10.2 Directions for further research

The research work presented in this thesis is a small contribution towards the larger

goal of an event-based analysis of speech which utilizes the knowledge of the pro-

duction mechanism wherever possible. The analysis of acoustic events in speech help

provide better insights into our understanding of the speech production and perception

mechanisms in humans. The detection of all possible acoustic events in speech can

lead towards the development of alternative systems for automatic speech recognition.

Some specific directions for continuing the research carried out as part of this thesis are

as follows:

• The zero-time liftering method proposed in this thesis provides high temporal
resolution for analysis of sounds. The resulting HNGD spectrum has issues of
a large dynamic range which may be one of the reasons for its slightly poorer
performance compared to the standard MFCC features. Better representations
of the HNGD spectrum need to be explored for improving the performance of
speech systems. Extraction of these feature using short segments of speech (less
than 5 ms) around the high SNR instants of glottal closure can provide robust-
ness against degradation. The robustness of these representation under different
degradations need to be studied.
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• The algorithm for voiced/nonvoiced detection proposed in this thesis utilizes only
the excitation source information, primarily the strength of impulse-like excita-
tion. Popular methods for V/NV detection primarily rely on the strength of pe-
riodicity as measured by the peak correlation value around the pitch lag. This
measure of strength of periodicity utilizes the quasi-periodic nature of the speech
signal, which in turn reflects the inertial nature of the vocal tract system. Com-
bining evidence from the excitation source as well as the vocal tract system can
improve the performance of V/NV detection.

• The V/NV detection and the frication detection algorithms proposed in this the-
sis can be combined towards the development of an algorithm for voice activity
detection.

• Acoustic characteristics of trill sounds and features for spotting them in continu-
ous speech have been studied in this thesis. The performance of these features on
a large database has not been studied due to the lack of data. Collection of a large
database of trill sounds in continuous speech, a statistical analysis of the data, and
experiments on spotting trills are some directions for continuing this research.

• The acoustic events analysed in this thesis primarily correspond to the manners of
articulation. Only a few selected acoustic events, namely, voicing, voice bar, trill,
nasal and frication, were analysed. Other events such as stops, laterals, liquids,
glides and aspiration intervals need to be analysed. Also, events corresponding
to the place of articulation (PoA) need to analysed and detected in continuous
speech. A complete labeling of speech in terms of the manners and places of ar-
ticulation may lead towards the development of a phonetic engine (speech signal-
to-symbol transformer) independent of any higher level language information.
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